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ABSTRACT A common goal of unpaired image-to-image translation is to preserve content consistency
between source images and translated images while mimicking the style of the target domain. Due to biases
between the datasets of both domains, many methods suffer from inconsistencies caused by the translation
process. Most approaches introduced to mitigate these inconsistencies do not constrain the discriminator,
leading to an even more ill-posed training setup. Moreover, none of these approaches is designed for larger
crop sizes. In this work, we show that masking the inputs of a global discriminator for both domains with
a content-based mask is sufficient to reduce content inconsistencies significantly. However, this strategy
leads to artifacts that can be traced back to the masking process. To reduce these artifacts, we introduce
a local discriminator that operates on pairs of small crops selected with a similarity sampling strategy.
Furthermore, we apply this sampling strategy to sample global input crops from the source and target
dataset. In addition, we propose feature-attentive denormalization to selectively incorporate content-based
statistics into the generator stream. In our experiments, we show that our method achieves state-of-the-
art performance in photorealistic sim-to-real translation and weather translation and also performs well in
day-to-night translation. Additionally, we propose the cKVD metric, which builds on the sSKVD metric and
enables the examination of translation quality at the class or category level.

INDEX TERMS Masked discriminators, feature-attentive denormalization, generative adversarial networks
(GANSs), content-consistent, unpaired image-to-image translation.

I. INTRODUCTION

Unpaired image-to-image translation aims at transferring
images from a source domain to a target domain when no
paired examples are given. Recently, this field has attracted
increasing interest and has advanced several use cases, such
as photorealism [1], [2], [3], neural rendering [4], domain
adaptation [5], [6], the translation of seasons or daytime [1],
[71, [8], and artistic style transfer [9], [10], [11]. Current work
has primarily focused on improving translation quality [8],
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[12], efficiency [13], [14], multi-modality [15], [16], and
content consistency [2], [3]. Due to the ill-posed nature of the
unpaired image-to-image translation task and biases between
datasets, content consistency is difficult to achieve. To mit-
igate content inconsistencies, several methods have been
proposed that constrain the generator of GANs [15], [16],
[17], [18], [19], [20], [21], [22], [23], [24]. However, only
constraining the generator leads to an unfair setup, as biases
in the datasets can be detected by the discriminator: The
generator tries to achieve contnent consistency by avoiding
biases in the output, while the discriminator is still able to
detect biases between both datasets and, therefore, forces the
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generator to include these biases in the output, for example,
through hallucinations. Constraining the discriminator [2],
[25], [26] or improving the sampling of training pairs [2], [27]
is currently underexplored, especially for content consistency
on a global level, where the discriminator has a global view
on larger image crops instead of a local view on small crops.
In this work, we propose masked conditional discriminators,
which operate on masked global crops of the inputs to
mitigate content inconsistencies while maintaining a more
global field of view. We combine these discriminators with
an efficient sampling strategy to reduce biases between both
datasets induced by semantic class misalignment. We extend
our method with an unmasked local discriminator that
operates on local, partially class-aligned patches to minimize
the underrepresentation of frequently masked classes and
associated artifacts. Furthermore, we argue that when trans-
ferring feature statistics from the content stream of the source
image to the generator stream, content-unrelated feature
statistics from the content stream could affect image quality
if the generator is unable to ignore this information since
the output image should mimic the target domain. Therefore,
we propose a feature-attentive denormalization (FATE)
block that allows the generator to selectively incorporate
statistical features from the content stream into the generator
stream. Additionally, we propose the class-specific Kernel
VGG Distance (cKVD) to incorporate class-specific content
inconsistencies in the perceptual image quality measurement.
In our experiments, we find that our method achieves state-
of-the-art performance on most of the benchmarks shown in
Figure 1.

Il. RELATED WORK

A. UNPAIRED IMAGE-TO-IMAGE TRANSLATION

Following the success of GANs [28], the conditional GAN
framework [29] enables image generation based on an
input condition. For image translation, The adversarial loss
of the conditional GAN framework can be formalized as
follows:

Lady = Eih,ch [log D(ip|cp)]
+ Ei, e [log(l — D(G(iglca)lca))], (1)

where the conditioned discriminator D tries to distinguish
images from the target domain i, from images in the source
domain i, transferred to the target domain by a condi-
tioned generator G(iy|c,). The discriminator and generator
get additional conditional inputs ¢, and c¢; that help to
guide the translation process. Most unpaired image-to-image
translation methods, including ours, directly build upon the
conditional GAN framework. Pix2Pix [30] uses images from
a source domain as a condition for the generator and discrim-
inator to translate them to a target domain. Since Pix2Pix
relies on a regression loss between generated and target
images, translation can only be performed between domains
where paired images are available. To achieve unpaired
image-to-image translation, methods like CycleGAN [17],
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UNIT [22], and MUNIT [15] utilize a second GAN to
perform the translation in the opposite direction and impose
a cycle-consistency constraint or weight-sharing constraint
between both GANs. However, these methods require addi-
tional parameters for the second GAN, which are used to learn
the unpaired translation and are omitted when inferring a one-
sided translation. In works such as TSIS [7] and CUT [32],
these additional parameters are completely omitted at training
time by either utilizing a perceptual loss [32] between the
input image of the generator and the image to be translated
or by patchwise contrastive learning. Recently, additional
techniques have achieved promising results, like pseudo-
labeling [4], hierarchical image-to-image translation [33],
a conditional discriminator based on segmentations created
with a robust segmentation model for both domains [2], or by
reformulating GANs as a partially-observed markov decision
process [34]. Furthermore, there are recent efforts to improve
the semantic consistency of contrastive learning [35], and to
adapt the diffusion framework to unpaired image-to-image
translation [36], [37], [38], [39].

B. CONTENT CONSISTENCY IN UNPAIRED
IMAGE-TO-IMAGE TRANSLATION

Due to biases between unpaired datasets, the content of
translated samples can not be trivially preserved [2]. There
are ongoing efforts to preserve the content of an image
when it is translated to another domain by improving
various parts of the training pipeline: Several consistency
constraints have been proposed for the generator, which
operate directly on the translated image [16], [17], [18],
on a transformation of the translated image [19], [20], [24],
[40], [41], or on distributions of multi-modal translated
images [21], [33]. The use of a perceptual loss [32] or
LPIPS loss [42] between input images and translated images,
as in [2] and [7], can also be considered a consistency
constraint between transformed images. In [43] content
consistency is enforced with self-supervised in-domain and
cross-domain patch position prediction. There are works
that enforce consistency by constraining the latent space
of the generator [15], [22], [23], [44]. Semantic scene
inconsistencies can be mitigated with a separate segmentation
model [16], [24]. To avoid inconsistency arising from style
transfer, features from the generator stream are masked before
AdalN [9], [45]. Another work exploits small perturbations in
the input feature space to improve semantic robustness [3].
However, if the datasets of both domains are unbalanced,
discriminators can use dataset biases as learning shortcuts,
which leads to content inconsistencies. Therefore, only
constraining the generator for content consistency still results
in an ill-posed unpaired image-to-image translation setup.
Constraining discriminators to achieve content consistency
is currently underexplored, but recent work has proposed
promising directions. There are semantic-aware discrimina-
tor architectures [2], [4], [25], [46] that enforce discriminators
to base their predictions on semantic classes, or VGG
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FIGURE 1. Results of our method.
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FIGURE 2. Method overview. In our method, similar image crops from both domains (ig, ip) and their corresponding conditions (cq, cp, zq) are selected
via a sampling procedure. In this sampling procedure, a mask M, is created from the conditions Cq and Cp. This mask is used to sample crops from both
datasets for which the semantic classes align by at least 50%. The cropped mask mgy, is also used to mask the generated fake image fj, the real images
ip, and the corresponding conditions for the global conditional discriminators. Through the mask, these discriminators can only see the parts of the crop
where the semantic classes align. To further improve image quality, a local discriminator is introduced that works on a batch of small patches selected
from the crop using our sampling technique. This discriminator is not masked and works on patches where the semantic classes do not fully align.

discriminators [2], which additionally operate on abstract
features of a frozen VGG model instead of the input images.
Training discriminators with small patches [2] is another way
to improve content consistency. To mitigate dataset biases
during training for the whole model, sampling strategies can
be applied to sample similar patches from both domains [2],
[27]. Furthermore, in [26], a model is trained to generate a
hyper-vector mapping between source and target images with
an adversarial loss and a cyclic loss for content consistency.
In contrast, our work utilizes a robust semantic mask to
mask global discriminators with a large field of view, which
provide the generator with the gradients of the unmasked
regions. This leads to a content-consistent translation while
preserving the global context. We combine this discrimi-
nator with an efficient sampling method that uses robust
semantic segmentations to sample similar crops from both
domains.

2488

C. ATTENTION IN IMAGE-TO-IMAGE TRANSLATION

Previous work has utilized attention for different parts of the
GAN framework. A common technique is to create attention
mechanisms that allow the generator or discriminator to focus
on important regions of the input [11], [47], [48], [49],
[50] or to capture the relationship between regions of the
input(s) [10], [51], [52]. Other works guide a pixel loss with
uncertainty maps computed from attention maps [53], exploit
correlations between channel maps with scale-wise channel
attention [51], disentangle content and style with diagonal
attention [54], or merge features from multiple sources with
an attentional block before integrating them into the generator
stream [55]. In [56], an attention-based discriminator is
introduced to guide the training of the generator with
attention maps. Furthermore, ViTs [57] are adapted for
unpaired image-to-image translation [58], [59], [60], [61],
and the computational complexity of their self-attention
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mechanism is reduced for high-resolution translation [59].
In contrast, our work proposes an attention mechanism to
selectively integrate statistics from the content stream of the
source image into the generator stream. This allows the model
to focus on statistical features from the content stream that are
useful for the target domain.

ill. METHOD

We propose an end-to-end framework for unpaired image-
to-image translation that transfers an image I, € R3*/xw
from a source domain a to an image F, € R3¥>*P>w
from a target domain b. Our goal is to design a method
for content-consistent translations that utilizes a simple
masking strategy for the global crops seen by the dis-
criminators. We achieve this by combining an efficient
segmentation-based sampling method that samples large
crops from the input image with a masked discriminator
that operates on these global crops. This is in contrast to
EPE [2], which achieves content-consistent translation at
the local level by sampling small, similar image crops from
both domains. To further improve image quality, we use a
local discriminator that operates on a batch of small image
patches sampled from the global input crops utilizing our
sampling method. An overview of our method is shown
in Figure 2. Furthermore, we propose a feature-attentive
denormalization (FATE) block that extends feature-adaptive
denormalization (FADE) [7] with an attention mechanism,
allowing the generator to selectively incorporate statistical
features from the content stream of the source image into the
generator stream.

A. CONTEND-BASED SIMILARITY SAMPLING

To minimize the bias between both datasets in the early
stage of our method, we sample similar image crops with an
efficient sampling procedure. This procedure uses the one-hot
encoded semantic segmentations C, € R?*"*" and C,, €
RI*m>xw of hoth domains, where d is the channel dimension
of the one-hot encoding. In our case, these segmentations are
created with the robust pre-trained MSeg model [62]. First,
a mask M, € RV"W is computed from the segmentations:

Mgp = m“?x(ca o Cp), (2)

where o denotes the Hadamard product. We can now sample
semantically aligned image crops i, and i, from the images
1, and I, with the crop mg, from mask M,,. Thereby,
we calculate the percentage of overlap of semantic classes
between both image crops as follows:

Punatch(ia) = {ip | mean(mgp) > t}, 3)

where ¢ is the similarity sampling threshold. In our case,
we sample crops where more than 50% of the semantic
classes align (¢ > 0.5). We use this procedure to sample crops
Ca, Cp, and zp from the discriminator conditions C,, Cp, and
the generator condition Z, as well. The cropped mask my, is
also used for our masked conditional discriminator.
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B. CONTEND-BASED DISCRIMINATOR MASKING

To train a discriminator with a global field of view that
facilitates the usage of global properties of the scene, while
simultaneously maintaining content consistency, we mask the
discriminator input from both domains with a content-based
mask mgp,. This mask erases all pixels from the discriminator
input where the semantic classes do not align. This removes
the bias between both datasets caused by the underlying
semantic class distribution of the two domains without
directly restricting the generator. The objective function of a
conditional GAN with a masked discriminator that transfers
image crops i, to domain b can be then defined as follows:

Lomady = Eib,cb,mab [log D(ip o mgp|cp © mgp)]
+ Eia,za,ca,mab [log(l —D(G(iglzq) © map|cq o map))].
4

To ensure that the discriminator does not use the segmentation
maps as learning shortcuts, we follow [2] and create the
segmentations of both datasets using a robust segmentation
model such as MSeg [62]. With this setting, we are able to
train discriminators with large crop sizes with significantly
reduced hallucinations in the translated image.

C. LOCAL DISCRIMINATOR

Masking the input of the discriminator may lead to the
underrepresentation of some semantic classes. Therefore,
we additionally train a local discriminator that operates on
a batch of small patches sampled from the global crop. Our
local discriminator is not masked but only sees patches where
a certain amount of the semantic classes align. In our case,
we sample patches with 1/8th the size of the global input crop
where more than 50% of the semantic classes align. We use
our sampling procedure from Section III-A to sample these
patches. Using small, partially aligned patches ensures that
semantic classes are less underrepresented while maintaining
content consistency.

D. FEATURE-ATTENTIVE DENORMALIZATION (FATE)
Spatially adaptive denormalization (SPADE) [63] fuses
resized semantic segmentation maps as content into the
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generator stream. Feature-adaptive denormalization (FADE)
[7] generalizes SPADE to features learned through a content
stream. As shown in Figure 3, the normalized features N (h) of
the generator are modulated with the features f* of the content
stream using the learned functions y and 8 as follows:

FADE(h, f) = N(h) o y(f) + B(), ©)

where y and B are one-layer convolutions. This denormal-
ization is applied in several layers of the generator. However,
we argue that denormalization with content features is not
always appropriate for transferring images to another domain
because, as shown in [9], [64], [65], and [66], image feature
statistics contain not only content information but also
style information. When transferring feature statistics from
the content stream of the source image to the generator
stream, style information from the source image could affect
the final image quality if the generator cannot ignore this
information since the output image should mimic the style
of the target domain. Therefore, we propose an additional
attention mechanism to selectively incorporate statistics from
the content stream into the generator stream. This allows the
model to only fuse the statistical features from the source
image into the generator stream that are useful for the target
domain. As shown in Figure 3, this attention mechanism
relies on the features of the content stream and the features
of the generator stream and attends to the statistics y and
B. With this attention mechanism, we can extend FADE to
feature-attentive denormalization (FATE) as follows:

FATE(h, f) = N(h) o A(h.f) o v (f) + A(h.f) o B(f), (6)

where A is the attention mechanism and A(h,f) is the
attention map for the statistics. We use a lightweight
two-layer CNN with sigmoid activation in the last layer
as the attention mechanism. More details can be found in
Appendix A.

E. TRAINING OBIJECTIVE
Our training objective consists of three losses: a global
masked adversarial loss ﬁfjggsl, alocal adversarial loss £/2¢,
and the perceptual loss Ly, used in [7]. We define the final
training objective as follows:

L= /\glubalﬁglobal + Nocal plocal ApereLpere: )

madv ~madv adv ~adv

where we use a hinge loss to formulate the adversarial losses
and Af,fZZEll, )\%Zlf}, Aperc are the corresponding loss weights.
IV. EXPERIMENTS

A. EXPERIMENTAL SETTINGS

Implementation Details: Our method is implemented in
PyTorch 1.10.0 and trained on an A100 GPU (40 GB) with
batch size 1. For training, we initialize all weights with the
Xavier normal distribution [67] with a gain of 0.02 and use
an Adam optimizer [68] with 81 = 0.9 and 8, = 0.999. The
initial learning rates of the generator and discriminators are
set to 0.0001 and are halved every d, epochs. Learning rate
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decay is stopped after reaching a learning rate of 0.0000125.
We formulate our adversarial objective with a hinge loss [69]
and weight the individual parts of our loss function as follows:
Aglobal = 1.0, Nocal - — 10, X\, = 1.0. In addition,

madv madv
we use a gradient penalty on target images [70], [71] with

Arp = 0.03. The images of both domains are resized and
cropped to the same size and randomly flipped before the
sampling strategy is applied. In our experiments, we show
that we achieve the best performance by cropping global
patches of size 352 x 352. We crop local patches with
1/8th the size of the global crop (i.a., 44 x 44). The global
discriminators are used on two scales. Crops are scaled down
by a factor of two for the second scale. We train all our
models for ~400K iterations. Training 4-8 models in parallel
takes 4-8 days, depending on the dataset, model, and crop
size. We report all results as an average across five different
runs. We refer to the Appendix for more details regarding the
training and model. Our implementation is publicly available
at https://github.com/BonifazStuhr/feamgan.

Memory Usage: Our best model requires ~25 GB of
VRAM at training time and performs inference using ~12
GB for an image of size 957 x 526. Our small model, with
a slight performance decrease, runs on consumer graphic
cards with ~9 GB of VRAM at training time and performs
inference using ~8 GB for an image of size 957 x 526.

Datasets: We conduct experiments on four translation
tasks across four datasets. For all datasets, we compute
semantic segmentations with MSeg [62], which we use
as a condition for our discriminator and to calculate the
discriminator masks.

(1) PFD [72] consists of 1914 x 1052 images of realistic
virtual world gameplay. The gameplay focuses on driving on
the roads of cities, rural areas, and highways. Each frame
is annotated with driving-related, pixel-wise semantic labels,
which we use as additional input for our generator. We use the
same subset as [2] and resize the images to 957 x 526 as [2]
to compare our method with recent work.

(2) Viper [73] consists of 1920 x 1080 sequences of realistic
virtual world gameplay. The gameplay focuses on driving on
the roads of cities, rural areas, and highways. Each frame
is annotated with different driving-related labels, where we
use the pixel-wise semantic segmentations as additional input
for our generator. We resize the images to 935 x 526. Since
Cityscapes does not contain night sequences, we remove
them from the dataset.

(3) Cityscapes [74] consists of 1920 x 1080 sequences of
real street scenes from 50 different German cities. We use the
sequences of the entire training set to train our models.

We use datasets (1-3) for the sim-to-real translation tasks
PFD— Cityscapes and Viper— Cityscapes. We resize and
crop the Cityscapes images to the size of PFD and Viper
images respectively to make the dataset compatible for the
translation tasks.

(4) BDDIOOK [75] is a large-scale driving dataset with
1280 x 720 images. The driving data was collected from more
than 50000 trips and covers a wide range of environments,
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including cities, rural areas, and highways. We resize the
images to 935 x 526. We use subsets of the training
and validation data for the following translation tasks:
Day— Night, Clear— Snowy.
Refer to Appendix B for more details about the datasets.
Compared Methods: We compare our work with the
following methods.

o Color Transfer (CT) [76] performs color correction by
transferring statistical features in laf space from the
target to the source image.

o MUNIT [15] achieves multimodal translation by recom-
bining the content code of an image with a style code
sampled from the style space of the target domain. It is
an extension of CycleGAN [17] and UNIT [22].

o CUT [31] uses a patchwise contrastive loss to achieve
one-sided unsupervised image-to-image translation.

o TSIT [7] achieves one-sided translation by fusing
features from the content stream into the generator on
multiple scales using FADE and utilizing a perceptual
loss between the translated and source images.

o QS-Attn [52] builds upon CUT [31] with an attention
module that selects significant anchors for the con-
trastive loss instead of features from random locations
of the image.

o« EPE [2] relies on a variety of gbuffers as input.
Techniques such as similarity cropping, utilizing seg-
mentations for both domains generated by a robust
segmentation model as input to the conditional discrim-
inators, and small patch training are used to achieve
content consistency.

Since EPE [2] provides inferred images of size 957 x 526 for
the PFD— Cityscapes task, comparisons are performed on
this resolution. For the Viper— Cityscapes, Day— Night,
and Clear— Snowy tasks, we train the models using their
official implementations. Furthermore, we retrain models as
additional baselines for the PFD— Cityscapes task.
Evaluation Metrics: Following prior work [2], we use the
Fréchet Inception Distance (FID) [77], the Kernel Inception
Distance (KID) [78], and the semantically aligned Kernel
VGG Distance (sKVD) [2] to evaluate image translation
quality quantitatively. The sKVD metric was introduced
in [2] and improved over previous metrics for mismatched
layouts in source and target data. In addition, we propose the
class-specific Kernel VGG Distance (cKVD), where a robust
segmentation model is used before the SKVD calculation to
mask input crops by class (or category). Thereby, for each
given class, all source and target image crops are filtered
using their segmentations by erasing the pixels of all other
classes. We select crops where more then 5% of the pixels
belong to the respective class. Then, the SKVD is calculated
class-wise on the filtered crops. Afterward, we can report
the cKVD as an average over all classes or separately for
each class to achieve a more fine-grained measurement.
We follow [2] and use a crop size of 1/8 and sample
source and target crop pairs with an similarity threshold
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of 0.5 between unmasked source and target segmentation
crops. More information on the classes used in the cKVD
metric can be found in Table 4 of the Appendix. For the KID,
sKVD, and cKVD metrics, we multiply the measurements by
1000 to improve the readability of results.

B. COMPARISON TO THE STATE OF THE ART

We compare our models quantitatively and qualitatively with
different baselines. First, we compare our results with EPE
and the baselines provided by EPE [2]. Then, we train
our own baselines on the four translation tasks for further
comparison.

1) COMPARISON TO EPE

A set of inferred images is provided for EPE and each of
the baselines [2]. Therefore, we train our models on the
same training set and use the inferred images from our best
models for this comparison. We select our best models based
on scores of various visual metrics and visual inspections
of translated images. As shown in Figure 4 a) and b),
our model relies solely on segmentation maps as additional
input compared to EPE, which uses a variety of gbuffers.
In addition, our model is trained with significantly fewer
steps (~400K iterations) compared to EPE and the baselines
(1M iterations). As shown in Table 1, our model outperforms
the baselines and EPE in all commonly used metrics (FID
and KID) and the sKVD metric. More surprisingly, our
small model, which can be trained on consumer GPUs,
outperforms all baselines and EPE as well. However, our
cKVD metric shows that our models have difficulty with
the person and sky classes. Therefore, the average cKVD
values are high and become low when we remove both classes
from the average calculation (AVGy,). A possible reason for
the weaker performance on the person class is our masking
procedure. Since the masking procedure requires overlapping
samples in both domains, the person class is not seen
frequently during training. This can lead to inconsistencies
(a glow) around the person class, as seen in Figure 10 of our
limitations. The masking procedure also leads to a drop in
performance in the sky class, as seen in Table 3 of our ablation
study.

As shown in the first row of Figure 4 and the results
of Figures 18 and 19 of Appendix D, our model translates
larger structures, such as lane markings, more consistently,
but fails to preserve some in-class characteristics from the
source dataset. This is evident, for example, in the structure of
translated streets and the corresponding cKVD value (road).
As shown in the second row and Appendix D, EPE achieves
visually superior modeling of the reflective properties of
materials (e.g., the car) but suffers from inconsistencies
(erased objects) regarding the vegetation, which can be
seen in the palm trees and the corresponding cKVD value
(vegetation). The superior modeling of reflective properties
can be attributed to the availability of gbuffers (i.a., glossines)
in EPE’s input.
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FIGURE 4. Qualitative comparison to EPE. We compare our method with the provided inferred images of EPE [2].

TABLE 1. Quantitative comparison to the baselines provided by EPE. We calculate all metrics on the inferred images of EPE and its baselines [2].

Method FID KID sKVD cKVD

AVG AVG,, sky ground road terrain vegetation building roadside-obj. person vehicle rest
ColorTransfer 84.34 88.17 16.65 36.01 33.12 3240 1297 16.13 20.94 19.24 29.92 74.79 62.78 41.79 49.16
MUNIT 45.00 35.05 16.51 38.57 34.81 29.80 1693 17.62 29.52 19.29 24.28 79.14 7734 40.13 51.61
CUT 47771 4201 18.03 3531 3326 2596 1532 17.87 20.09 22.72 25.00 74.02 60.99 41.71 49.37
EPE 44.06 33.66 13.87 35.22 30.21 27.14 13.54 13.56 24.77 20.77 26.75 50.58 83.34 4129 5045
FeaMGAN-S (ours) 43.27 32.59 1298 40.23 3269 38.10 1329 1534 26.29 20.17 27.32 61.57 102.65 42.83 54.73
FeaMGAN (ours)  40.32 28.59 12.94 40.02 31.78 46.70 13.72 15.60 23.23 17.69 25.57 66.65 99.24  39.38 52.40

By surpassing EPE in all commonly used quantitative
metrics while maintaining content consistency, we are able to
show that our model improves overall quantitative translation
performance. However, our method has specific drawbacks
that we discussed with the help of the cKVD metric and visual
comparisons.

2) COMPARISONS TO RETRAINED BASELINES

We find that retraining the baselines with their original
training setup for the PFD— Cityscapes task significantly
improves their performance on commonly used metrics
compared to the baselines provided by EPE, as can be
seen in Table 2. However, as shown in Figure 5 and
the random results of Figure 20 of Appendix D, content-
consistency problems remain. This indicates again that
simply relying on commonly used metrics does not provide
a complete picture if content consistency is taken into
account. When qualitatively comparing our model to the
baselines for the PFD— Cityscapes and Viper— Cityscapes
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tasks in Figure 5, we observe that our method significantly
reduces content inconsistencies. However, a limitation of
our masking strategy are class boundary artifacts, which
are particularly evident in the Day— Night translation task
(Figure 10). Since masking allows our method to focus on
specific classes, we achieve state-of-the-art performance for
the Clear— Snowy translation task.

C. ABLATION STUDY

1) EFFECTIVENESS OF MASKED DISCRIMINATOR

As shown in Figure 6 and the random samples in Figure 22
of Appendix D, our masking strategy for the discriminator
positively impacts content consistency. Without masking,
inconsistencies occur that correlate with biases between the
class distributions of the source and target domains. As shown
in [2], the distributions of certain classes in the spatial image
dimension vary greatly between the PFD dataset and the
Cityscapes dataset. For example, trees in Cityscapes appear
more frequently in the top half of the image, resulting in
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PFD—Cityscapes

Day— Night

Clear— Snowy

MUNIT CUT TSIT

FeaMGAN (ours)

Input QS-Attn

FIGURE 5. Qualitative comparison to prior work. Models were trained using their official implementations. Randomly sampled results can be found in
Figure 20 of Appendix D.

TABLE 2. Quantitative comparison to prior work. Models were trained using their official implementations. Results are reported as the average across
five runs. We refer to Table 7 of Appendix D for an extended version of this table.

Method PFD—Cityscapes Viper—Cityscapes Day—Night Clear—Snowy

FID KID sKVD c¢KVD FID KID sKVD c¢KVD FID KID sKVD c¢cKVD FID KID sKVD c¢KVD
Color Transfer 91.01 9482 18.16 50.87 8930 83.51 2020 51.23 12590 140.60 32.58 56.52 46.85 19.44 1491 42.89
MUNIT 40.36 2998 1499 4324 4796 3035 14.14 59.62 4253 31.83 15.02 50.83 44.74 1748 11.65 48.10
CUT 49.55 4425 1685 37.53 6035 4948 1680 51.02 3436 20.54 10.16 53.55 46.03 1570 14.71 4391
TSIT 38.70 28.70 10.80 4235 4526 2840 847 50.03 5496 3321 1271 5791 79.28 40.02 1297 41.52
QS-Attn 4941 42.87 1401 3857 5562 3931 1299 6322 46.67 2147 7.58 52.02 6091 18.85 14.19 44.00
FeaMGAN-S (ours) 45.16 3493 13.87 4050 52.79 3592 1434 4538 7040 5130 14.68 46.66 5793 1624 11.88 38.28
FeaMGAN (ours) 46.12 36.56 13.69 41.19 5156 34.63 1401 4721 6639 4696 13.14 46.88 56.78 14.77 11.36 41.72

hallucinated trees when the images are translated without
accounting for biases. In the first and second row of Figure 6,
we show that our masking strategy (Full) prevents these
inconsistencies in contrast to our model trained without
masking (w/o Dis. Mask). However, as shown in Table 3,
this comes with a quantitative tradeoff in performance on
commonly used metrics.

2) EFFECTIVENESS OF LOCAL DISCRIMINATOR

We compare our model trained with a local discriminator
(Full) to the model trained without a local discriminator
(w/o Local Dis. 352 x 352). As shown in Figure 6, the
local discriminator leads to an increase in quantitative
performance. Furthermore, we show the qualitative effects
of the local discriminator in Figure 6, where we observe
a decrease in glowing objects and a significant decrease
of erased objects in the translation. An example of a
glowing object is the palm tree in row two of Figure 6.
An example of erased objects are the missing houses in
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the background of the images from row three. In addition,
small inconsistencies near object boundaries are reduced,
as shown by the randomly sampled results in Figure 22 of
Appendix D (e.g., the wheels of the car in row one and
three). Overall, we can conclude that local discriminators
can reduce local inconsistencies, which might arise from
the robust but not flawless segmentation maps used for
masking.

3) EFFECTIVENESS OF SEGMENTATION-BASED SAMPLING
We compare our segmentation-based sampling method with
random sampling and sampling based on VGG features. For
the sampling strategy based on VGG features, we follow
EPE [2] to calculate scores for 352 x 352 crops of the
input images. Crops with a similarity score higher than
0.5 are selected for training. As shown in Table 3, our
segmentation-based sampling strategy (Full) slightly outper-
forms the other sampling strategies in overall translation
performance.
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w/o Dis. Mask w/o Local Dis. w/ FADE w/o FATE

Input Full

FIGURE 6. Qualitative ablations. Results are selected from the best model. Randomly sampled results can be found in Figure 22 of Appendix D.

TABLE 3. Quantitative evaluation for ablation study. Results are reported as the average across five runs. We refer to Table 8 of Appendix D for an
extended version of this table.

Method FID KID sKVD cKVD

AVG sky ground road terrain vegetation building roadside-obj. person vehicle rest
FeaMGan (Full) 46.12 3656 13.69 41.19 42.69 1497 1735 26.51 20.25 26.34 64.64 102.23 4238 5452
w/o Dis. Mask 37.10 25.88 14.73 39.65 26.70 1581 16.65 31.02 22.97 25.39 67.01 93.78 4423 5291
w/ FADE w/o FATE 45.46 3573 13.17 40.90 4149 1378 16.78 25.30 20.58 27.21 63.12 104.43 4244 53.83
w/ Random Crop 47.88 3848 1337 40.18 39.88 1290 14.65 25.09 21.89 27.32 64.32 98.81 43.08 53.86
w/ VGG Crop 5123 4246 13.56 40.62 4032 1338 15.67 26.47 21.09 27.28 65.23 99.61  43.19 53.94
w/o Local Dis.
-w/256x256 Crop 48.57 38.89 12.89 41.26 4231 1357 1598 25.28 22.18 26.56 61.13 107.48 4244 55.62
-w/352x352Crop 4726 37.75 1438 3930 3444 13.09 15.84 2583 21.50 27.20 61.24 98.25 4224 53.38
- w/464x464 Crop 46.61 37.25 1504 38.62 31.60 13.13 1538 27.06 22.23 29.67 63.38 87.51 4441 51.77
-w/512x512Crop 55.89 49.12 1594 3935 3648 14.68 16.06 26.87 19.61 27.37 62.40 98.90  40.32 50.86

957 %526 Input 957526 Output 957x%526 Layer 478263 Layer

119x65 Layer

5932 Layer

FIGURE 7. FATE attention maps. Results are selected from the best model.

4) EFFECTIVENESS OF FATE single feature across the entire feature map. Since a single

For each spatial point (“‘pixel””) in the input feature map, our
feature-attentive denormalization block selects the features
in the feature dimension to be incorporated into the output
stream of the generator by denormalization. We show the
attention values of our feature-attentive denormalization
block in Figure 7 by visualizing all attention values for a
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feature represents a property of the input, a spatial pattern
should emerge. This is expected especially in earlier layers,
where the spatiality of the convolutional model’s feature map
is best preserved. As shown in Figure 7, our attention mecha-
nism learns to attend to features that correlate with a property.
Examples are the shadows of a scene (row 1), cars and their
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Input 252%252

352x352

464x464 512512

FIGURE 8. Qualitative ablation of crop sizes. For each crop size, results are selected from the best model. Randomly sampled results can be found in

Figure 21 of Appendix D.
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FIGURE 9. Quantitative ablation of crop sizes. For each crop size, metrics for measuring translation quality are shown. For each metric, box plots are
calculated across metrics values of five different runs. For the IS, FID, KID, and cKVD metrics, we observe that translation performance for the target
domain increases steadily up to a global crop size of 464 x 464, after which the results become unstable for the FID, KID, and cKVD metrics.
Furthermore, the sKVD metric shows a steady decline in content consistency as the global crop size increases.

TABLE 4. cKVD class mapping.

cKVD Class MSeg-Id(Name)
sky 142(sky)
94(gravel), 95(platform), 97(railroad),
ground 100(pavement-merged), 101(ground)
road 98(road)
terrain 102(terrain)
vegetation 174(vegetation)
building 31(tunnel), 32(bridge), 33(building-parent),

35(building), 36(ceiling-merged)

130(streetlight), 131(road_barrier), 132(mailbox),
133(cctv_camera), 134(junction_box), 135(traffic_sign),
136(traffic_light), 137(fire_hydrant), 138(parking_meter),
139(bench), 140(bike_rack), 141(billboard)

125(person), 126(rider_other), 127(bicyclist),

roadside-obj.

person 128(motorcyclist)

175(bicycle), 176(car), 177(autorickshaw),
vehicle 178(motorcycle), 180(bus), 181(train),

182(truck), 183(trailer), 185(slow_wheeled_object)
rest all other MSeg classes

lighting (row 2), and vegetation (row 3). In addition, we find
increasingly more white feature maps in deeper layers. This
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can be interpreted positively as an indication that the learned
content (source) features in deeper layers are important for
the translation task and that more shallow content features of
earlier layers are increasingly ignored. However, this can also
be interpreted negatively and could indicate that our simple
attention mechanism is not able to separate deeper features
properly.

Comparing FATE to FADE, we find that FATE leads to
a subtle increase in training instability, resulting in slightly
worse average performance over the five runs per model.
However, FATE also leads to our best models. Therefore,
we select the FATE block as the standard configuration for
our model. The deviation from the average values for all runs
can be found in Table 8 of Appendix D. The slight increased
instability suggests that the attention mechanism of FATE can
be further improved.

5) EFFECT OF GLOBAL CROP SIZE

We successively increase the global crop size of the generator
and discriminators from 256 x 256 to 512 x 512 and
examine the effects on translation performance. As shown
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Intra-class inconsistencies

Glowing objects

FIGURE 10. Limitations.

TABLE 5. Additional details of the used datasets.

Minor hallucinations Class boundary artifiacts

Dataset Resolution fps Used Train/Val Data Task Input Resolution  Input Cropping
PFD [72] 1914x1052 - all images PFD—Cityscapes 957x526 -
Viper [73] 19201080  ~15 all train/val data, but no night sequences  Viper— Cityscapes 935526 -
. . PFD—Cityscapes 1.052x526 957x526
Cityscapes [74]  2048x1024 17 all sequences of the train/val data Viper—s Cityscapes 1.052%526 935%526
train: first 100k, val: first 40k Day—Night
BDDIOOK [75]  1280x720 30 i first 50K, val: first 40k Clear—sSnowy 935526 -
TABLE 6. Additional training details.

Task Epochs Schedule Decay

PFD—Cityscapes 20 half learning rate stepwise, learning rate > 0.0000125  after each 3rd epoch

Viper— Cityscapes 5 half learning rate stepwise, learning rate > 0.0000125 after each epoch

Day—Night 5 half learning rate stepwise, learning rate > 0.0000125 after each epoch

Clear—Snowy 10 half learning rate stepwise, learning rate > 0.0000125 after each epoch

in Figure 6, increasing the global crop size results in a
better approximation of the target domain style. However,
increasing the global crop size also leads to an increasing
number of artifacts in the translated image. In Figure 9,
we report the score of various metrics with respect to the
global crop size. The commonly used metrics for measuring
translation quality (IS, FID, and KID) show that translation
quality increases steadily up to a global crop size of 464 x
464, after which the results become unstable for the FID,
KID, and cKVD metrics. The cKVD metric also shows
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an increase in average performance up to a crop size
of 464 x 464, mainly because translation quality for the
underrepresented person class increases. This is intuitive
since a larger crop size leads to a more frequent appearance
of underrepresented classes during training. Furthermore, the
sKVD metric shows a steady decline in consistency as the
global crop size increases. Therefore, we choose a tradeoff
between approximation of the target domain style and content
consistency and select 352 x352 as the global crop size for our
model.
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Content Stream

Generator Stream *x6

x2

FIGURE 11. Generator architecture. Arrows with dashed lines indicate connections at multiple levels between the two streams.

Features FATE

il

FATE ](—*[ Features]

Features

|

FATE ResBIlk

FIGURE 12. The FATE residual block used in the generator stream. Before
each convolution layer of a typical ResNet block (ResBlk), we add our
FATE block as proposed section in I1I-D. The FATE block selectively fuses
the features from the content stream into the generator stream.

To upscale the input we utilize the “nearest” upsampling from Pytorch
after the skip connection.

V. CONCLUSION

In this work, we have shown that the use of content-based
masking for discriminator input effectively reduces content
inconsistencies in the translation of unpaired images. Addi-
tionally, we found that introducing a local discriminator
with a segmentation-based similarity sampling technique
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Generator Stream Encoder

FIGURE 13. The generator stream encoder used to encode the input
image and condition for the generator stream.

Confent Stream Encoder

FIGURE 14. The content stream encoder used to encode the input image
and condition for the content stream.

Features

Attention

FIGURE 15. The attention module used in the FATE block to attend to the
statistics of the features.

significantly reduces artifacts caused by the masking proce-
dure. Moreover, this similarity sampling technique enhances
performance when applied to global input crops. We have
also shown that our feature-based denormalization block is
able to attend to specific content features, such as features
of shadows. In addition, we introduced the cKVD metric to
evaluate translation quality at the class or category level. Our
experiments show that our proposed method achieves state-
of-the-art performance in photo-realistic sim-to-real transfer
and weather translation.
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x3

FIGURE 16. Discriminator architecture. Arrows with dashed lines indicate connections at multiple levels between the two

components.

A. LIMITATIONS

We remark on limitations regarding the dataset, sampling,
method, and implementation. Probably the most significant
limitations are the complex public datasets currently available
and in use, as they are not specifically designed for
unpaired translation. Collection strategies and datasets that
mitigate biases between source and target domains would be
beneficial. Furthermore, our sampling strategy only works on
an image basis and could be extended across the entire dataset
to sample more significant pairs for training. Although our
method works for large crops, there is still a crop size
limit that must be taken into account when tuning the
hyperparameters. In addition, our method for mitigating
content inconsistencies depends on the segmentation model.
In theory, the number of classes could be used to control how
fine-grained the content consistency should be, which leads
to flexibility but allows for errors depending on the segmen-
tation quality. This can result in artifacts such as glowing
objects, as shown in Figure 10. Intra-class inconsistencies that
may arise from intra-class biases ignored by the loss, such as
small textures, represent another problem. Intra-class incon-
sistencies are currently underexplored in unpaired image-to-
image translation and are an interesting direction for future
research. Finally, we would like to point out that the efficiency
of our implementation could be further improved. Apart
from these limitations, our method achieves state-of-the-art
performance in complex translation tasks while mitigating
inconsistencies through a masking strategy that works by
applying few tricks. Simple masking strategies have proven to
be very successful in other fields. Therefore, we believe that
masking strategies for unpaired image-to-image translation
represent a promising direction for further research.

B. ETHICAL AND RESPONSIBLE USE

Considering the limitations of current methods, unpaired
image-to-image translation methods should be trained and
tested with care, especially for safety-critical domains like
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autonomous driving. A major concern is that it is often
unclear or untested whether the transferred content can still
be considered consistent for subsequent tasks in the target
domain. Even though measures exist for content-consistent
translation, they do not allow for the explainability of what
exactly is being transferred and changed by the model on
a fine-grained level. With our proposed cKVD metric we
contribute to this field by allowing class-specific translation
measurements - a direction that we hope is the right one.
However, even if the content is categorically consistent at a
high (class) level, subcategories (like parts of textures) may
still be interchanged. At a lower level, content consistency
and style consistency are intertwined (e.g., a yellow stop
sign). Another privacy and security question is whether
translation methods are (or will) be able to (indirectly) project
sensitive information from the target domain to the translated
images (e.g., exchange faces from simulation with faces of
existing persons during the translation). A controllable (class-
level and in-class-level) consistency method could help to
resolve such issues.

APPENDIX

A. THE FEAMGAN ARCHITECTURE

1) GENERATOR

As shown in Figure 11, our generator consists of a content
stream encoder, a content stream, a generator stream encoder,
and a generator stream. The content stream encoder shown in
Figure 14 is utilized to create the initial features of the source
image and condition. These initial features are the input to
the content stream, which creates features for multiple levels
with residual blocks. The statistics of these features are then
integrated into the generator at multiple levels utilizing the
residual FATE blocks shown in Figure 12. The generator
stream utilizes the encoder shown in Figure 13 to create
the initial latent from which the target image is generated.
To further enforce content consistency, we do not use
a variational autoencoder to obtain an deterministic latent.
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Viper—Cityscapes Clear—Snowy

FIGURE 17. Additional qualitative results.
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FIGURE 18. Qualitative comparison to EPE. We compare our method with the provided inferred images of EPE [2].
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FIGURE 19. Qualitative comparison to EPE. We compare our method with the provided inferred images of EPE [2]. Results are randomly sampled from the
best model.
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FIGURE 21. Qualitative ablation of crop sizes. For each crop size, results are randomly sampled from the best model.
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Input Full w/o Dis. Mask w/o Local Dis. w/ FADE w/o FATE

FIGURE 22. Qualitative ablations. Results are randomly sampled from the best model.
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In addition, we found that utilizing additional residual
blocks in the last layers of the generator stream improves
performance, likely due to further refinement of the preceding
upsampled features. We use spectral instance normalization
for the residual blocks in the content stream and spectral batch
normalization for the residual blocks in the generator stream.
The convolutional layers in the generator stream encoder
have the following numbers of filters: [256, 512, 1024]. The
residual blocks in the generator have the following numbers
of filters: [1024, 1024, 1024, 512, 256, 128, 64, 64, 64, 64].
The numbers of filters of the convolutional layers in the con-
tent streams encoder are [64, 64]. The numbers of filters in
the content stream match those of the output of the preceding
residual block in the generator stream at the respective level:
[64, 128, 256, 512, 1024, 1024, 1024, 1024]. For all residual
blocks, we use 3 x 3 convolutions and 1 x 1 convolutions
for the skip connections. y and § in the FATE and FADE
blocks are created with 3 x 3 convolutions. Throughout the
generator, we use a padding of 1 for the convolutions -
we only downsample with strides and downsampling layers.
We utilize the “‘nearest’ upsampling and downsampling from
Pytorch. For our small model, we halve the number of filters.

2) DISCRIMINATOR

As shown in Figure 16, our discriminator consists of
downsampling, upsampling, and prediction components.
First, the input images of the source or target domain are
downsampled via 5 stride 2 convolutions. We transform the
output feature map of the last 4 downsampling convolutions
with 1 x 1 convolutions. The last transformed feature map
is used as input for the upsampling components, while the
other transformed feature maps are added to the feature
maps of the upsampling component for the receptive level.
Then we utilize the feature maps of the 3 upsampling
levels to create the final prediction on 3 levels. Thereby,
we first apply a convolutional layer on the upsampled
features. This convolution is followed by two convolutional
layers: One is used to create the prediction feature map
of depth 1, and the feature map of the other convolutional
layer is multiplied by the segmentation map. The resulting
segmentation feature map is then collapsed into depth
1 by adding the depth dimensions together. At last, the
collapsed segmentation feature map is added to the prediction
feature map to produce the final prediction. In this way,
the discriminator is encouraged to produce class-specific
predictions. We use spectral instance normalization for
all convolutional layers. The 3 x 3 convolutions of the
downsampling component have the following numbers of
filters: [64, 128, 256,512, 512]. The 1 x 1 convolutions of
the downsampling component have the following numbers
of filters: [256, 256,256, 256]. The first convolutions in
the prediction component have the following numbers of
filters: [128, 128, 128]. The convolutions that are multiplied
by the downsampled segmentation maps have the following
numbers of filters: [128, 128, 128]. The convolution used to
create the downsampled segmentation map has 128 filters.

VOLUME 14, 2026

The convolutions to create the predictions have the following
numbers of filters: [1, 1, 1]. Throughout the discriminator,
we use a padding of 1 for the convolutions - we only down-
sample with strides and downsampling layers. We utilize the
“bilinear” upsampling and downsampling from Pytorch. For
our small model, we halve the number of filters.

B. ADDITIONAL DATASET DETAILS

In Table 5, we show additional details about the used datasets.
Since we compare our method i.a. to the transferred PFD [72]
images provided by EPE [2], we use a base image height of
526 throughout our experiments. The aspect ratio is preserved
when resizing the input images. To match the input sizes of
the images of both domains, we apply cropping to the image
with the larger width if the image sizes of both domains do
not align. The resulting images are randomly flipped before
the sampling strategy is applied.

C. ADDITIONAL TRAINING DETAILS

In Table 6, we show additional details about the hyperparame-
ters used for training the four translation tasks. No tuning was
performed for other translation tasks then PFD— Cityscapes
besides adapting the learning rate schedule for the dataset
lengths of these tasks.

D. ADDITIONAL RESULTS

We show additional results of our experiments in Figures 18,
19, 20, 21, and 22. In Table 7, we report additional results
from our cKVD metric and the stability of all results over
five runs. Furthermore, we report the stability of all results
from the ablation study in Table 8. We note that the results
for most baselines and for our method show non-negligible
deviations in many tasks.
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