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Minimizing Human Labeling in Training Deep
Models for Pedestrian Intention Prediction

Muhammad Naveed Riaz™, Maciej Wielgosz"™, and Antonio M. Lopez™, Member, IEEE

Abstract— Accurately predicting whether pedestrians will
cross in front of an autonomous vehicle is essential for ensuring
safe and comfortable maneuvers. However, developing models for
this task remains challenging due to the limited availability of
diverse datasets containing both crossing (C) and non-crossing
(NC) scenarios. Therefore, we propose a procedure that leverages
synthetic videos with C/NC labels and an untrained model whose
architecture is designed for C/NC prediction to automatically
produce C/NC labels for a set of real-world videos. Thus,
this procedure performs a synth-to-real unsupervised domain
adaptation for C/NC prediction, so we term it S2R-UDA-CP.
To assess the effectiveness of S2ZR-UDA-CP in self-labeling, we uti-
lize two state-of-the-art models, PedGNN and ST-CrossingPose,
and we rely on the publicly-available PedSynth dataset, which
consists of synthetic videos with C/NC labels. Notably, once the
real-world videos are self-labeled, they can be used to train
models different from those used in S2R-UDA-CP. These models
are designed to operate onboard a vehicle, whereas S2R-UDA-CP
is an offline procedure. To evaluate the quality of the C/NC labels
generated by S2R-UDA-CP, we also employ PedGraph+ (another
literature referent) as it is not used in S2R-UDA-CP. Overall, the
results show that training models to predict C/NC using videos
labeled by S2R-UDA-CP achieves performance even better than
models trained on human-labeled data. Our study also highlights
different discrepancies between automatic and human labeling.
To the best of our knowledge, this is the first study to evaluate
synth-to-real self-labeling for C/NC prediction.
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I. INTRODUCTION

S EVIDENCED in an early Google self-driving car

report [29], 10% of their self-driving malfunctions on
streets were due to incorrect behavior predictions from other
road users, including pedestrians. In fact, it is important
to know whether pedestrians plan to cross in front of the
self-driving vehicle to perform safe and comfortable maneu-
vers (e.g., see Figure 1). However, creating fast and accurate
models to perform such a prediction from sequential images is
challenging [3], [6], [16], [17], [21], [26], [34], [47], [52], [53],
[54], [56]. One of the factors that makes it difficult is the lack
of datasets with diverse crossing (C) and non-crossing (NC)
scenarios. Currently, two datasets, JAAD [33] and PIE [32],
are widely used to benchmark such prediction models. In these
datasets, the core ground truth consists of manually provided
labels indicating if pedestrians are crossing or will cross in
front of the ego vehicle. This human labeling process tends to
be time-consuming and subjective.

In fact, the course of human data labeling inherently poses
challenges to various computer vision tasks that are at the core
of many autonomous driving systems. To address this chal-
lenge, self-labeling procedures have been developed for tasks
such as object detection [31] and semantic segmentation [41].
An effective approach involves using synthetic images with
automatically generated labels as initial training data for
the respective visual models. Subsequently, an incremental
procedure retrains these models using both the synthetic data
and real-world images, where the latter are self-labeled by suc-
cessive versions of the models, until some convergence criteria
is fulfilled. These procedures fall into the realm of synth-to-
real unsupervised domain adaptation (S2R-UDA). The goal
is to develop models trained without manual intervention that
perform as well as or better than those trained with manually
labeled images.

With this aim, we propose an S2R-UDA procedure inspired
by semi-supervised learning (SSL) [44], [45] to automatically
assign C/NC labels to real-world videos. For brevity, we refer
to it as S2R-UDA-CP. To our knowledge, this is the first
application of synth-to-real self-labeling to the task of predict-
ing C/NC intentions. Unlike object detection [31], semantic
segmentation [41], and monocular depth estimation [19],
where S2R-UDA is applied to still images, pedestrian C/NC
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Fig. 1. Left: a distracted pedestrian intends to cross the road through a
non-zebra crossing while listening to music, as a vehicle approaches. Right:
an image captured by the vehicle’s onboard camera. Autonomous vehicles
must detect the pedestrian’s intention to cross before it occurs to execute safe
and comfortable braking, similar to how a human driver would react.

intentions must be labeled accurately in terms of their start and
end frames in a video sequence. This is challenging because
there is inherent uncertainty in determining those frames. For
instance, a human labeler can navigate forward and backward
through a video to review a pedestrian C/NC action. The
labeler may determine that it is a C action. However, suppose
the first frame labeled as C is set too early relative to the
actual onset of the C action. In that case, this training sample
may introduce causal confusion during the training of C/NC
prediction models, as there might not yet be a clear reason
in the initial frames to predict the C label. Conversely, if the
first frame labeled as C is set too late, the observations to
predict the C action may be too short to be an effective
training sample. A similar reasoning can be drawn for an
NC case. This uncertainty can be further increased if different
labelers follow inconsistent rules due to ambiguous labeling
instructions. Implementing an automatic labeling protocol is
expected to improve consistency in C/NC labeling. Moreover,
we believe that programmatically generated synthetic C/NC
samples can serve as a powerful prior to achieve the desired
consistency. Thus, this paper presents:

1) The S2R-UDA-CP procedure for C/NC self-labeling of
real-world videos. It takes as input a dataset of synthetic
videos with C/NC labels, V5L, an untrained deep model
designed for C/NC prediction, M, real-world videos to be
labeled, VRV, and a small set of videos with human-provided
C/NC labels, VRL. Unlike traditional SSL procedures, the
latter is not included in the training set. Instead, it is used
as a validation set to establish a criterion for stopping the
self-labeling process and set hyper-parameters. S2R-UDA-CP
returns VRE, which is VRV with added C/NC pseudo-labels.
Moreover, M becomes trained for C/NC prediction, M*, and
its performance computed on VXL, p. Thus, formaly speaking
S2R-UDA-CP(VSt, VR YRu M) — < VR M*, p >.

2) Currently, the only publicly available dataset of syn-
thetic videos with C/NC labels we identified was our
PedSynth [36]. Consequently, we use it to demonstrate the
effectiveness of S2R-UDA-CP. For real-world videos, fol-
lowing common practice in the literature, we utilize the
PIE dataset [32]. As untrained models for pedestrian C/NC
prediction, we employ two from the state-of-the-art that are
based on pedestrian pose estimation: ST-CrossingPose [53]
and our PedGNN [36].

3) The self-labeled videos can be used to train models
different from those employed in S2R-UDA-CP. Thus, to
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further evaluate the effectiveness of the C/NC pseudo-labels,
we employ another state-of-the-art reference, PedGraph+ [6],
which is not used in the S2R-UDA-CP procedure.

4) The quantitative results on PIE dataset demonstrate that
S2R-UDA-CP achieves competitive self-labeling performance,
even surpassing human labeling.

5) Through qualitative examples, we also highlight different
discrepancies between automatic and human labeling.

The remainder of the paper is organized as follows.
Section II summarizes the main related works. Section III
presents our S2R-UDA-CP proposal. In Section IV, we outline
our experimental protocol, including the corresponding results
and discussion. Finally, Section V summarizes the main out-
comes of this work and highlights potential future work.

II. RELATED WORK
A. Pedestrian Intention Prediction (PIP)

Pioneering approaches cast C/NC prediction as a trajectory
prediction problem, which requires the explicit estimation of
the future location, speed, and acceleration of the observed
pedestrians [24], [40]. In practice, the corresponding dynamic
models were difficult to adjust and required to extract the sil-
houette of the pedestrians, dense depth, and dense optical flow
with ego-motion compensation. On the other hand, Schnee-
mann and Heinemann [39] concluded that pedestrians’ posture
and body movement are essential to making faster C/NC
predictions. Consequently, methods relying on the temporal
evolution of pedestrian skeletons gained popularity, especially
due to the increasing accuracy of the deep models adjusting
them in 2D images, e.g., see [9] (becoming OpenPose [8])
and [15] (becoming AlphaPose [14]). For example, a sequence
of pedestrian skeletons was used as input for classical machine
learning models, such as a random forest C/NC classifier [16],
as well as for more computationally intensive yet more
accurate deep learning models, including PedGraph [7] and
ST-CrossingPose [53], both based on Graph Convolutional
Networks (GNNs). ST-CrossingPose demonstrated competi-
tive performance on JAAD while analyzing factors such as
pedestrian size, time to event, and occlusion. PedGraph was
further developed into PedGraph+ [6] by incorporating the
ego-vehicle’s speed into the C/NC prediction, positioning
PedGraph+ as one of the state-of-the-art models.

Skeleton extraction and C/NC prediction have also been
tackled as a joint multitask problem in [35]. Semantic and
contextual information is also considered in different works.
In [26], a deep model based on recurrent neural networks
(RNN) and attention modules is proposed, which takes as
input the speed of the ego-vehicle, the bounding box (BB),
the skeleton and the local context (RGB crops) of pedestrians.
In [51], RNNs and attention modules are used to train two
intermediate deep architectures whose output is fused (mid/late
fusion) to provide C/NC predictions. One architecture consid-
ers the speed of the ego-vehicle, the BB, and the skeleton of
pedestrians. The other considers scene semantic segmentation.

In [34], a dual encoding strategy was proposed to pro-
cess different input-data modalities both independently and
jointly, enabling the extraction of shared and unique features
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to represent pedestrian intentions. In [52], the concepts of
intention-driven actions and actions-informed intentions are
introduced, where multimodal data is used to predict pedes-
trian actions, which are then employed to detect intentions.
In [21], input-data modalities are categorized as visual or non-
visual, with each category processed separately and combined
through a late-fusion C/NC prediction. While multimodal
approaches have enhanced prediction reliability, they often
prioritize adding new data types and designing fusion mod-
ules, overlooking challenges such as feature redundancy and
reduced computational efficiency. Other methods, such as
PIT [56] and TReP [54], integrate deep Transformers to
improve performance at the cost of increased computational
time.

In this paper: Our S2R-UDA-CP procedure requires a
(untrained) model capable of per-frame C/NC prediction.
Given that our PedGNN model [36] is lightweight, fast, and
achieves state-of-the-art performance on standard datasets,
we employ it within S2R-UDA-CP. To demonstrate that S2R-
UDA-CP is compatible with other models as well, we also
utilize ST-CrossingPose [53], as it can similarly provide per-
frame C/NC predictions. To evaluate the effectiveness of the
pseudo-labels generated by S2R-UDA-CP, we rely on a state-
of-the-art model not involved in this procedure—specifically,
PedGraph+, which serves as a benchmark capable of predict-
ing C/NC 1 to 2 seconds ahead (Time-to-Event).

B. Synthetic Datasets Focusing on C/NC Prediction

C/NC prediction research started with relatively small
datasets [16], [40]. Fortunately, larger and naturalistic datasets
such as JAAD [33] and PIE [32] appeared progressively,
helping to accelerate this research. Using synthetic data to
support C/NC prediction research was also a matter of time.
Onboard pedestrian detection was one of the first tasks for
which a model was trained on synthetic images to perform
later in real-world images; this was done more than a decade
ago [30]. Since then, there have been many works that use
synthetic data to support the training of perception models or
performing simulations [5], [12], [18], [37], [38], [42], [50].

Focusing on pedestrians, synthetic data has been mainly
generated and used for the tasks of detection and tracking
either onboard or from static infrastructure locations [10], [13],
[22], [25], [43]; where the required ground truth for each
pedestrian consists of a 2D/3D BB, pixel-level segmentation
and depth, an ID, and, eventually, a body skeleton. In addition
to this kind of ground truth, for collecting samples to develop
C/NC prediction models, we must control pedestrian behavior
in the simulator, e.g., to force C/NC situations as we wish,
and we must label each pedestrian track accordingly as in
Figure 2. Recent attempts to do so [1], [2] rely on the CARLA
simulator [12]. In [1], the CP2A dataset was introduced with
220K video clips with per-frame C/NC labels, where 25% of
the clips contain crossing (C) examples. In [2], the Virtual-
Pedcross-4667 dataset was introduced with 4,667 video clips
specially prepared to cover a variety of weather and lighting
conditions and per-frame C/NC labels, where 61% of the
clips contain crossing (C) examples. On the other hand, these

GT: Crossing GT: Crossing

Fig. 2. Summary of two videos from PedSynth. Top rows: a pedestrian
crosses the road perpendicularly to the ego-vehicle moving direction. Bottom
rows: a pedestrian changes the intention of crossing the road at mid-lane.
In both examples, the pedestrians enter the road at locations that are not
enabled for crossing. GT stands for ground truth (i.e., C/NC label).

datasets lack some corner cases like the one shown as the
bottom example in Figure 2. Overall, the experiments shown
in [1] and [2] encourage using synthetic data to train C/NC
prediction models.

In this paper: S2R-UDA-CP requires a set of synthetic
videos with C/NC labels. Given that our PedSynth dataset [36]
has proven to be an excellent complement to human-labeled
datasets such as PIE and JAAD, we employ it in S2R-UDA-CP.
Moreover, CP2A and Virtual-Pedcross-4667 are not publicly
available, whereas PedSynth is.

C. Unsupervised Domain Adaptation

The use of automatically labeled synthetic data to train deep
models that need to work with real-world unlabeled data falls
within the realm of unsupervised domain adaptation (UDA)
[11], [48], [49], [55]. In this context, UDA proposals have
mainly focused on visual tasks involving isolated images, such
as object detection [31], semantic segmentation [41], monoc-
ular depth estimation [19], and animal pose estimation [27].
Such UDA proposals may focus on adapting specific deep
models to work on different domains (e.g., alignment of feature
space [28], online self-labeling and model weights adapta-
tion [23]) or they may focus on self-labeling data coming
from new domains using a semi-supervised learning (SSL)
procedure (e.g., co-training is used in [46] for object detection
and in [20] for semantic segmentation). A primary advantage
of the latter is that the deep model used to support self-labeling
is treated as a close box and the produced pseudo-labels can be
used to train future (eventually improved) deep models even
based on quite different architectures. Analogously, since it
is treated as a close box, the model used for self-labeling
the data can be replaced by future (eventually improved)
deep models too, i.e., using the same self-labeling procedure.
On the other hand, in general terms, one must pay attention to
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self-labeling error drifts when using SSL procedures [44], [45].
However, an advantage of using an SSL-inspired procedure
to address synth-to-real UDA is that one can leverage a
relatively large amount of synthetic labeled data, which acts as
strong regularize provided these data are of sufficient quality.
Conversely, in traditional SSL settings (without domain shift),
a relatively small amount of labeled data is assumed.

In this paper: Building on the complementarity of PedSynth
and human-labeled data we draw in [36], here we go beyond
by introducing S2R-UDA-CP, an SSL-inspired self-labeling
procedure to automatically provide the C/NC labels on a
real-world training set, i.e., avoiding human labeling. It is
important to note that we are not labeling isolated images.
Instead, from a large video, we must identify continuous
segments (start and end frames) that display relevant C/NC
events.

III. METHODS

This paper focuses on the use of synthetic videos with C/NC
labels to perform an SSL-inspired self-labeling procedure on
real-world videos. As mentioned, this is a type of synth-to-real
unsupervised domain adaptation (S2R-UDA) applied to C/NC
prediction; thus, we call it S2R-UDA-CP. A high-level con-
ceptualization of S2R-UDA-CP is presented in Algorithm 1,
which we detail in the rest of this section.

Inputs. Our self-labeling procedure requires a set of syn-
thetic videos with C/NC labels, we call it V5L. This set is
the starting point for self-labeling real-world videos. Thus,
V3L is critical for the convergence of the underlying domain
adaptation and so for the production of accurate C/NC labels
in real-world videos. For instance, as we will see through our
experiments (Sect. IV), PedSynth allows us to complete the
task.

We term VRU the real-world videos to be self-labeled. For
instance, we utilize the PIE training set while disregarding
its C/NC labels. Self-labeling implies processing videos to
locate segments with C/NC cases, i.e., to identify their start-
end frames. It is worth noting that both V5. and VRV come
with pedestrian tracks (2D bounding box and ID), thus, start-
end frames of a C/NC case are per pedestrian track. Eventually,
we can designate one pedestrian track with a C label and
another with an NC label within the same frame. Thus, the
C/NC self-labeling task differs from simply classifying full
short video clips with C/NC/other labels. The hard task is to
automatically identify the start-end frames of a C/NC case,
if this is provided by hand (e.g., in the form of a short video
clip), then the C/NC label could be added effortlessly. In the
case of VS, pedestrian tracks are automatically generated. For
VRU | these tracks can be obtained by applying state-of-the-
art pedestrian detection and tracking procedures [4] in offline
videos, or they can be provided manually. In any case, we need
to add the appropriate C/NC labels afterward.

In practice, to develop a deep model, we need data to
perform quantitative evaluations; from hyperparameter tuning
at training time to regression tests in the software engineering
sense. Thus, some manually labeled data is expected to be
available. Using procedures such as our S2R-UDA-CP, we can
maximize the use of the manually labeled data for model
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Algorithm 1 S2R-UDA-CP (See Main Text for details)

Inputs
VSL: Synthetic videos with C/NC labels (e.g., PedSynth).
VRL: Real videos with labels (e.g., PIE validation set).
VRu: Real unlabeled videos (e. g., PIE training set w/o
labels).
M: Untrained deep model for C/NC prediction (e.g.,
PedGNN).
HM: Deep model training hyper-parameters.
HS!: Self-labeling hyper-parameters.

Tnax: Maximum number of cycles.
Comments
% # denotes number of C/NC cases (w or w/o label).
SSL assumption: #VRt <« #YRu
Usual in S2R-UDA literature: #V5t > #VRu
Outputs
VRi: YRU with C/NC pseudo-labels.
The input model M trained for C/NC prediction.
p: Performance of M in VR,
Self-Labeling:
% Factor out data computations common to all cycles.
PreProcessing(VSL, YRu YRy
% The initial model is trained with synthetic data only.
Mo, po < TrainInitialModel(V5L, HM, VR
V,RL <~ @; SelfTrain < True; t < 0
while SelfTrain and t < T, do

% Obtain C/NC pseudo-labels by applying the
current
% C/NC prediction model to unlabeled real-world
viggzos.
V, I < GeneratePseudoLabels(M,, VRv, 15!
% Retrain the C/NC prediction model by mixed
batches of
% labeled synthetic videos and self-label real-world
videos.
Mist, prat <TrainModel(VSt, Ve HM 38! pRe)
% Use a labeled real-world validation set to decide
% if the C/NC prediction model keeps improving.
SelfTrain < Performancelncreases(p;, p;41, H5!)
if SelfTrain then

| t<«1t+1
end

end
R
return V, “; M;; p;

assessment tasks since training data comes from self-labeling.
For instance, in machine learning terms, part of the manually
labeled data can be used as the validation set (helping in
hyperparameter tuning) and the rest as the testing set. This
is what we do in this paper since our experiments will utilize
the standard PIE validation and testing sets. S2R-UDA-CP can
use a C/NC human-labeled validation set to define a stopping
criterion in this context. We term such a set as VKL,

In addition to the datasets used in S2R-UDA-CP as input
(i.e., V5L, VRU and VRL), we need a deep architecture trainable
to perform the C/NC prediction task on video streams. We term
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it as M. At input time, M is not trained for the task. It can be
any proposal from the literature with reasonable performance.
For instance, to show the effectiveness of S2R-UDA-CP, in this
paper we utilize ST-CrossingPose and our PedGNN. They
provide state-of-the-art performance in C/NC prediction by
processing video streams using a temporal sliding window
technique. This allows us to know the starting and ending
frames of the C/NC cases.

As inputs to S2R-UDA-CP, we also have HM and HS!. The
former refers to the usual hyper-parameters involved in train-
ing deep models (learning rate protocol and settings, number
of epochs, mini-batch size, etc.) and model-specific parameters
(e.g., the number of consecutive frames, N, considered to
gather input information for the model). In other words,
these hyper-parameters are not specific for S2R-UDA-CP but
for the training of M. The latter refers to hyper-parameters
that are specific for S2R-UDA-CP. For instance, the balance
between synthetic and real-world self-labeled data (Bsg) used
in each mini-batch, a threshold (z,) on model performance
improvement according to evaluations on the validation set,
and a parameter used in a post-self-labeling step (Ny ). We will
refer to these parameters in the functions using them, explained
in the rest of this section.

Finally, we can also set a maximum number of cycles, Tyqy,
to stop S2R-UDA-CP.

Outputs. The main output of S2R-UDA-CP is the set of
training videos, VRV, augmented with C/NC pseudo-labels.
We term the new set as Vi, In addition, the procedure can
output the model M used to produce VRi and its performance
on the validation set VRL. To avoid biases due to different
amounts of C and NC labels, we use the standard F1-score
classification metric.

PreProcessing(V5t, VRu PRL), The execution of a C/NC
prediction model may require the computation of input fea-
tures for each pedestrian track. If the model is applied in
offline tasks that imply several passes over the same datasets,
we can compute such features once and use them in all passes.
For instance, ST-CrossingPose and PedGNN models utilize
per-frame pedestrian skeletons as input. Then, for a procedure
such as S2R-UDA-CP, we can compute all the skeletons of the
datasets of interest, V5., VRV and VR as part of this function
and use them each time the C/NC prediction model is applied
to these datasets.

TrainInitialModel(VS:, KM VEL): M, p.  Initially,
we lack C/NC labels from real-world videos for training.
Therefore, we train an initial model, M given HM, using
the synthetic data V.. The performance of M on VEL is
computed using Fl-score and informed as p.

GeneratePseudoLabels(M, VRV HS)): VRi. This func-
tion uses M to generate C/NC pseudo-labels for VXU, which
we denote as VRi. It is worth noting that VXU consists of
one or multiple videos. If there are several videos, we apply
the same processing iterating over each one. For instance, this
is the case of the PIE training set. As mentioned before, M
predicts C/NC cases by analyzing the current and previous
frames following a temporal sliding window technique. Since
this self-labeling is done during training, we can consider pre-
vious and future frames. We take advantage of this by applying
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a post-processing step to remove spurious C/NC labels in each
pedestrian track. In particular, we consider a time window of
Ny frames to do so, where Ny € HS!, Ny > 0. Self-labeling
errors may be common in the initial cycles of S2R-UDA-
CP as M transitions from the synthetic to the real domain
by considering real-world pseudo-labels, which are expected
to improve gradually throughout the cycles. In this type of
incremental procedure, error drifts can appear. However, the
synthetic data (e.g., PedSynth) is expected to act as a strong
regularizer during the mixed training of M (TrainModel()
function) and we have not observed such potential drifts in
practice. Additionally, we do not carry over the generated
pseudo-labels from cycle to cycle, which helps to mitigate
potential error drifts.

TrainModel(VSt, Vi, HM  HSI YRy, M, p. It trains
M given HM, using V5L and the self-labeled set VRi. C/NC
cases from V5L and VRi are mixed as training samples at the
mini-batch level during the training of M. A parameter Bsg
determines the percentage of synthetic samples used in the
mini-batch, where Bsz € H, |Bsg| < 1. The performance of
M on the validation set VR is computed using F1-score and
reported as p.

Performancelncreases(p., p,, H5'): Boolean. This func-
tion returns True if p, — p. > t,, and False otherwise; where
7, € HS 1, > 0. Note that p, is supposed to be a new
performance value and p. the current one. Thus, we check if
the new performance significantly improves the current one.

Hyper-parameter tuning. To determine the values of the
hyper-parameters in HM and HS!, we begin with HM.
We can invoke S2R-UDA-CP by setting T4 = 0, which
allows us to train M using only the synthetic data V5 given
HM. By empirically exploring the suitable range of values
for the variables in H while observing the corresponding
returned performances p, we can establish a suitable HM.
Then, with a fixed HM, we can follow the same exploratory
approach for the variables in HS!E. We can use Tjpax = 1 so
that we run one self-labeling cycle. As mentioned before,
we remark that we use Fl-score to assess C/NC prediction
performance.

IV. EXPERIMENTAL RESULTS
A. Datasets, Evaluation Metrics, and Self-Labeling Models

The standard real-world datasets for C/NC prediction are
JAAD [33] and PIE [32]. However, JAAD consists of short
videos showing a pedestrian labeled as crossing (C) or non-
crossing (NC). Thus, C/NC labels are implicit in the videos,
there is no need to find start-end sequences of C/NC pedestri-
ans, which is the key task for a C/NC self-labeling procedure.
Thus, this paper focuses on PIE since it presents video
sequences more in the wild. For self-labeling with S2R-UDA-
CP, we use PedSynth as our synthetic dataset for two reasons.
Firstly, it is the only publicly available synthetic dataset with
C/NC labels at this time. Secondly, as shown in [36], it com-
bines effectively with real-world datasets containing C/NC
labels. Tables I and II summarize the main features of PIE
and PedSynth datasets. We use the standard Train/Val./Test
split of the PIE dataset. We could use the full PedSynth for
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TABLE I

RELEVANT FEATURES OF PIE AND PEDSYNTH
Feature PIE PedSynth
Videos with C/NC labels 55 947
Length per video (s) ~ 600 ~ 20
Frames per second (fps) 30 30
Frame resolution (pix) 1920 x 1080 | 1600 x 600
Frames with C/NC labels ~ 293K ~ 398K
Pedestrian skeleton no yes
Pedestrian tracks yes yes

TABLE II

LET’S A sample BE A PARTICULAR PEDESTRIAN COMPLETING A C/NC
SEQUENCE. THUS, DIFFERENT SAMPLES CAN OVERLAP IN THE SAME
FRAME. LET N} BE THE NUMBER OF LABELED FRAMES OF THE
C/NC SEQUENCE OF SAMPLE s. LET Ng BE THE NUMBER OF
SAMPLES IN A PARTICULAR SUBSET OF VIDEOS. FOR EACH
DATASET AND SPEAIT SUBSET, THIS TABLE REPORTS
#o=3 Z?il ¢t(s, f,1), WHERE [ € {C, NC}

Is THE LABEL, AND gt(s, f,I) = 1 IF [
MATCHES THE C/NC LABEL ASSOCIATED TO
THE PEDESTRIAN SAMPLE s AT FRAME f,

AND gt (s, f,1) = 0 OTHERWISE

PIE PedSynth
Train Valid. Test| Train Valid.  Test
#C 116.2K 18.1K 130.9K | 155.1K 50.4K 50.5K
#NC 110.7K 22.1K 76.8K| 82.3K 29.9K 29.5K
TOTAL | 226.9K 40.2K 207.7K |237.4K 80.3K 80.0K

training purposes, however, to compare new results to our
previous work, we keep the Train/Val./Test split proposed
in [36]. Specifically, ~ 80% of PedSynth is allocated for
training, ~ 10% for validation, and another ~ 10% for testing
(see Table II). This means, that in this paper we use the ~ 80%
of PedSynth as the synthetic source domain.

To evaluate self-labeling quantitatively, we use the met-
rics typically applied in C/NC prediction literature, namely
accuracy, precision, recall, and Fl-score. These metrics are
standard for classification tasks. In this case, Fl-score is the
best metric, since it compensates for the bias of PIE validations
and testing sets toward NC frames. In fact, as mentioned
in Section IIl, S2R-UDA-CP internally uses Fl-score for
hyper-parameter tuning and convergence assessment.

As noted earlier, for self-labeling with S2R-UDA-CP we
use PedGNN and ST-CrossingPose, both of which are signif-
icantly different in terms of their deep architecture designs.
On the other hand, both models take 2D skeleton fitting as
input to generate pose features for each tracked pedestrian.
In particular, a skeleton consists of 17 joints obtained via
AlphaPose [14] and additional joint interpolations to obtain
Neck and CHip joints (not provided by AlphaPose). The
original ST-CrossingPose proposal utilizes skeletons provided
by OpenPose [8]. However, AlphaPose is known to pro-
vide more accurate skeletons. Therefore, we have adapted
ST-CrossingPose to work with the same skeletons as PedGNN.
To predict a C/NC label, we use Nr consecutive skeletons of
a tracked pedestrian as input. A temporal sliding window is
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Fig. 3. Pedestrian skeleton (19 joints) as expected by PedGNN.

applied to process each track, incorporating the current frame
and the preceding Nr—1 frames, with a step size of one frame.
We emphasize that synthetic and real-world videos undergo the
same processing. Thus, we use AlphaPose to extract pedestrian
skeletons from CARLA-based PedSynth, as it provides high
accuracy and helps avoid domain gaps that might arise from
using skeletons derived from the CARLA’s ground truth [36].
Additionally, it is important to remember that the individual
pedestrian motion patterns in CARLA were created, in general
terms, through a two-step process: (1) capturing visual markers
placed on the clothing of people performing movements of
interest (walking, running, standing); (2) manually adjusting
each pattern to fit each synthetic person model, considering
factors like physical build, gender, and simulated age.

To evaluate the effectiveness of the pseudo-labels generated
by S2R-UDA-CP for training third-party models, we con-
duct experiments using PedGraph+ [6], a literature reference
on onboard C/NC prediction. This evaluation is performed
twice, once with PedGNN and once with ST-CrossingPose
as the models operating within S2R-UDA-CP. In other words,
PedGraph+ is not used to operate S2R-UDA-CP.

B. Training Protocol

For training PedGNN and ST-CrossingPose, we use AdamW
with binary cross-entropy loss and default parameters except
for the learning rate, /.. Training is conducted for Mg
epochs with a Dg, dropout. The mini-batch size Np is
adjusted to fit a 24GB GPU memory. As per Algorithm 1,
l,, Mg, Dg,, Ng € HM. Therefore, we followed the approach
outlined in Section III/Hyper-parameter tuning to determine
the values for the hyper-parameters in HM and H5!. This
resulted in /, = 0.001, Mg = 100, Dg, = 50, and Np = 500.
Although these are standard hyper-parameters associated with
the training of deep models, we also note that Np € HM,
Consequently, we tested Nr € {4,8, 16,32, 64} and found
that Nrp = 32 (~ 1 second of past data) yielded the best
prediction results. Once HM was set, we focused on HSI,
where Bsg, Nw, Ty € HSL. To ensure a balanced representa-
tion of synthetic and real-world domains and allow the model
to focus equally on each, we set Bsg = 50 for mixing samples
at the mini-batch level. Imbalanced contributions, revealed that
the model tended to overfit towards the dominant domain.
Overfitting towards the synthetic domain may prevent conver-
gence of the self-labeling process, while overfitting towards
the real-world domain may lead to classical error drifting.
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TABLE III

SELF-LABELING RESULTS ON PIE VALIDATION SET, USING PEDGNN.
M; AND p; (F1-SCORE) ARE THE INTERMEDIATE TRAINED MODEL
AND ITS PERFORMANCES AT CYCLE ¢ IN ALGORITHM 1. THUS,
My CORRESPONDS TO A TRAINING BASED ONLY IN SYN-
THETIC LABELED DATA (PEDSYNTH). FOR ¢ > 0, THE
MODELS ARE TRAINED WITH SYNTHETIC DATA AND
SELF-LABELED REAL-WORLD DATA (PIE TRAINING
SET). SINCE THE F1-SCORE IS LOWER FOR My
THAN FOR M3, ALGORITHM 1 STOPS WITH

R
V3 L As THE OUTPUT PIE TRAINING SET
WITH PSEUDO-LABELS

Model | Accuracy | Precision | Recall | Fl1-Score (p¢)
Mo 56.37 59.89 60.26 60.07
M1 58.38 60.98 68.47 64.55
Mo 60.49 61.61 83.44 70.88
M3 62.29 62.23 87.55 72.75
My 53.24 53.17 99.09 69.21

TABLE IV

ANALOGOUS TO TABLE III BUT USING ST-CROSSINGPOSE. IN THIS CASE,

R-
ALGORITHM 1 ALSO OUTPUTS V3 L

Model | Accuracy | Precision | Recall | Fl-Score (p¢)
Mo 56.79 51.60 74.18 60.86
My 58.03 68.32 55.09 60.99
Mz 60.33 72.13 60.54 65.83
M3 62.91 76.18 64.49 69.85
My 59.51 89.84 50.39 64.57

Note that while running S2R-UDA-CP, real-world samples are
provided with pseudo-labels (in [36] the labels are provided by
humans). We found that Ny = 10 frames (~ 333ms) provides
temporal stability in predictions, as shorter windows failed
to effectively smooth spurious labels, while longer windows
risked over-smoothing genuine transitions. Finally, we found
7, = 1.0 to be a suitable value for the minimum F1-score
increment to avoid prematurely stopping the self-labeling loop.

C. S2R-UDA-CP Experiments

In these experiments, PIE training (ignoring the C/NC
labels) and validation sets play the role of VXU and VEL in
Algorithm 1, respectively. PedSynth plays the role of VL.
HM and HS! are set according to the training protocol in
Section IV-B, and we set Tj,,,x = oo to allow the algorithm
to stop by convergence.

Accordingly, Table III presents the performance of four
intermediate C/NC prediction models on the PIE validation
set when using PedGNN as C/NC prediction architecture (role
of the input M in Algorithm 1). Table IV is the analogous
when using ST-CrossingPose architecture. These intermediate
models are produced by the S2R-UDA-CP procedure during
its iterative process towards convergence (in Algorithm 1 these
models are referred to as M;, and their Fl-score on the
validation set as p;). Mg corresponds to training PedGNN/ST-
CrossingPose solely with PedSynth. M; additionally uses
the pseudo-labels generated by My in the PIE training
set, My utilizes PedSynth and the PIE training set with
pseudo-labels generated by M, and so forth.
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TABLE V

C/NC PREDICTION RESULTS ON PIE TESTING SET. M3 poyGNN AND
M3 ST —Crossing Pose REFER TO M3 IN TABLES III AND IV, RESPEC-
TIVELY. AS REFERENCE, WE INCLUDE RESULTS FrROM [36],
WHICH ARE BASED ON PEDGNN. SPECIFICALLY, Mg IS
TRAINED ONLY USING PEDSYNTH (IT CORRESPONDS TO
M IN ALGORITHM 1), M p IS TRAINED ONLY USING
PIE TRAINING SET WITH HUMAN-PROVIDED C/NC
LABELS, AND M p_ g COMBINES BOTH TRAIN-

ING SETS ENSURING EQUAL DATASET SAM-

PLING PER MINI-BATCH

Model Accuracy | Precision | Recall | FI1-Score
Mg 62.74 69.37 79.31 74.01
Mp 68.11 66.98 68.36 67.81
Mpys 70.52 74.80 82.73 79.12
M3 pedGNN 70.83 75.35 90.25 82.11
M3, ST —CrossingPose 69.79 83.76 76.55 79.99
TABLE VI

USING THE SAME CRITERION THAN IN TABLE II, WE REPORT THE PIE
SAMPLES USED IN THE PAPER PRESENTING PEDGRAPH+ [6]

Not Crossing (#NC)
Train Valid. Test
17,481 5,217 13,621

Crossing (#C)
Train Valid. Test
5,959 1,369 5,346

We observe in Table III and Table IV that the respective F1-
score values are lower for My than for M3. Consequently,
in both cases, Algorithm 1 terminates with V, L as the out-
put PIE training set with pseudo-labels, being the respective
M3 models the generators of these pseudo-labels.

D. On the Output M: Onboard C/NC Prediction
Experiments

In [36], we assessed the utility of PedSynth by training
PedGNN under two scenarios: one using PedSynth as the
sole training data (it corresponds to My in Algorithm 1),
and another combining PedSynth and the PIE training set
with human-provided C/NC labels, ensuring equal dataset
sampling per mini-batch. Evaluations of the two resulting
PedGNN versions were conducted on the PIE testing set.
Since this set is not involved in the S2R-UDA-CP procedure,
evaluating its output M on it can offer valuable insights into
the effectiveness of the pseudo-labels compared to human-
provided labels. Therefore, we have done it for PedGNN and
ST-CrossingPose. We remark that the temporal smoothing on
C/NC labels performed during self-labeling (Nw window) is
not applied since M is used here to simulate onboard C/NC
prediction (so there is no access to the future). The results are
presented in Table V. As previously noted in [36], PedSynth
and the human-labeled PIE training set complement each
other, achieving higher accuracy and F1-score than training on
a single domain. However, the most interesting outcome is that
using PedSynth combined with the self-labeled PIE training set
produces a performance similar to (with M3 s7_crossing Pose)
that obtained using PedSynth combined with human-provided
labels (M pLs), or even better (with M3 _p.agnn). This con-
firms that S2R-UDA-CP is an effective self-labeling procedure
that can work with different architectures for C/NC prediction.
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GT: Non-Crossing

Fig. 4. Discrepancies between human-provided C/NC labels and pseudo-labels in the PIE training set. FID represents the frame ID, which increments as the
sequence progresses. GT denotes ground truth, referring to the human-provided C/NC label. Prediction refers to the pseudo-label. Predictions are highlighted
in red if they do not match the GT and in green if they do. The same color scheme applies to the bounding box framing the pedestrian. For enhanced
visualization, the pedestrian of interest is zoomed in and displayed as a circular patch. Please refer to the main text for further discussion on this figure.

TABLE VII

RESULTS OF PEDGRAPH+ [6] IN PIE TESTING SET USING DIFFER-
ENT C/NC LABELS FOR THE SAME PIE TRAINING VIDEO SEG-
MENTS. MANUAL REFERS TO HUMAN LABELING, V3L REFER
TO PSEUDO-LABELS PROVIDED BY THE S2R-UDA-CP PRrRO-
CEDURE WHEN USING PEDGNN AND ST-CROSSINGPOSE
DEEP ARCHITECTURES

PIE training set labels Accuracy | Precision | Recall | F1-Score
Manual 62.48 72.94 54.90 62.65
Vf L/ PedGNN 69.35 75.29 71.00 72.02
Vfﬁl ST-CrossingPose 67.70 74.86 74.50 68.73

E. On the Output VRi: Time-to-Event Onboard Experiments

We further evaluate the effectiveness of the pseudo-labels
produced by S2R-UDA-CP, Vi, by training a C/NC pre-
diction model not involved in this procedure. We employ
PedGraph+ [6], a literature referent whose code is publicly
available. The training and testing setting in [6] differs from
ours. We use the full PIE videos, while in [6] video segments
just before an NC-C transition are taken as C examples,
and some segments without crossing events are taken as
NC examples. This results in significantly lower samples for
training, validation, and testing (Table VI) than those that we
have used so far. However, for the experiments in this section,
this is right. The PIE training data used by PedGraph+ is
available so we have been able to set it to work with their
skeleton keypoint information, focusing on C/NC classes, and
either using the human-provided C/NC labels (Table VI) or
replacing those with our C/NC pseudo-labels. In the latter case,
we train PedGraph+ with Vi, resulting in two scenarios.
Firstly, when VRi = V3R L from Table III (pseudo-labels
produced by using PedGNN), and secondly, when VR =
V3R L from Table IV (pseudo-labels produced by using ST-
CrossingPose). As done in the S3R-UDA-CP procedure, the
human-labeled PIE validation set (Table VI) is used to select
the best checkpoint while training PedGraph+-, both when
using human-provided labels and with our pseudo-labels.

Table VII presents comparative results on the PIE training
set used by PedGraph+ (Table VI). It is worth noting that,
although the metrics shown in Table VII are the same as those
used in previous tables (IIL,IV, V), there is a significant differ-
ence. In the previous tables, the C/NC classification results are
based on all frames in the validation/testing set. However, the
benchmarking protocol for PedGraph+ [6] proposes a time-to-
event (TTE) classification task, so the metrics refer to this task.
It involves detecting a C event with an anticipation (TTE) of

1-2 seconds. We observe that the results based on
pseudo-labels are substantially better than those based on
human labeling, with the PedGNN-based results being the
most effective.

F. Qualitative Results

At this stage, it is also important to perform a qualitative
analysis of the results. We begin by examining the C/NC
labeling of the PIE training set. Specifically, we highlight some
illustrative differences between human-provided labels and
pseudo-labels. For simplicity, we focus on the pseudo-labels
ge}glerated by using PedGNN for S2R-UDA-CP, i.e., the

V3’§JedGNN associated to M3 pe.agyn (Table III).

Figure 4 depicts an adult accompanying two children,
sampling a sequence of ~ 1.2 seconds. We think that the adult
starts to cross the road (FID=1475), but since the human-
driven ego-vehicle does not stop, the adult stops and waits
for it to pass. In this case, the human labeler classifies the
entire sequence as Non-Crossing (NC) because that is what
ultimately occurs regarding the lane in what the ego-vehicle
is moving. However, we argue that labeling this sequence as
Crossing (C) is also valid, as an autonomous vehicle might
slow down or even stop for safety reasons.

Figure 5 covers a sequence lasting ~ 16 seconds. A pedes-
trian walks along a sidewalk parallel to the ego-vehicle’s lane.
The pedestrian starts crossing a zebra crossing at FID=2886
and finishes after FID=3116. As a result, the human labeler
has marked the entire sequence as a Crossing case. How-
ever, our self-labeling process only identifies it as such from
FID=2900 onward. We contend that the human labeling
from FID=2626 to FID=2886 is incorrect, as there is no
evidence that the pedestrian intends to cross in front of
the ego-vehicle during this approximately 9-second period.
From FID=2900 onward, the ego-vehicle moves towards
the pedestrian while they are crossing the zebra crossing.
We suggest that labeling this interval as Crossing could intro-
duce causal confusion during the training of C/NC prediction
models.

Figure 6 spans a sequence of ~ 15 seconds. A person is
walking his bike, in fact waiting for a green traffic light to
cross a zebra crossing. Presumably, by analyzing the sequence
until the ego-vehicle passes through the zebra crossing (after
FID=1920), the human labeler has correctly identified a Non-
Crossing situation. However, this case was challenging for our
self-labeling procedure due to the small size of the person at
the beginning of the sequence and the bike that can cause flick-
ering in the skeleton fitting. At FID=1920, when the person is



RIAZ et al.:

GT: Crossing GT: Crossing

Fig. 5.
Figure 4. Please refer to the main text for further discussion on this figure.

GT: Non-Crossing GT: Non-Crossing

Fig. 6.
Figure 4. Please refer to the main text for further discussion on this figure.

Fig. 7.

visible at a higher resolution, the self-labeling procedure also
sets a Non-Crossing label. At this point, we could imitate the
human labeler and propagate the new label backward in the
sequence. However, this is not trivial to do automatically since
we can inject causal confusion as the human labeler does in
previous example. Thus, for addressing these cases, we think
it is better to focus on improving the C/NC prediction model
itself.

Figures 7 to 10 show qualitative results of the model
M3 peacyn in the PIE testing set (Table V). Figures 7
and 8 show examples in which the prediction of the model
matches the GT for NC and C scenarios, respectively. In both
cases, classified pedestrians are seen within a wide range of
distances. On the other hand, Figures 9 and 10 show more
difficult cases where the model prediction does not match
the GT in all frames, for NC and C scenarios, respectively.
The discrepancies are concentrated in the initial frames of the
C/NC events. These discrepancies arise from the online pre-
dictions of M3, PedGNN during inference, in contrast to
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GT: Crossing

GT: Crossing

Discrepancies between human-provided C/NC labels and pseudo-labels in the PIE training set. The naming and color conventions follow those in

GT: Non-Crossing GT: Non-Crossing

Discrepancies between human-provided C/NC labels and pseudo-labels in the PIE training set. The naming and color conventions follow those in

GT: Non-Crossing

GT: Non-Crossing

Non-Crossing (NC) example from the PIE testing set. The naming and color conventions follow those in Figure 4. Prediction matches GT.

the human labels of GT derived from the offline video
analysis. In other words, M3, PedGNN predicts without
neither using future frames nor temporal label smoothing,
whereas human labelers can review videos bidirectionally to
assign C/NC GT labels. Accordingly, we think it is unclear
if the model is performing wrong since the C/NC decision of
these pedestrians may vary according to even uncapturable
factors. For example, in Figure 9, the pedestrian appeared
to be moving with the intention to cross the road (so the
prediction of M3 p.agny during the initial ~ 0.9 seconds)
but it stopped due to the traffic light (so the GT label event at
the sequence starting). In this case, what is the right vehicle
action before the pedestrian stops? ignore the pedestrian
and keep the speed or even accelerate? slowing down to
break on time if the pedestrian is mentally distracted and
crosses in red? We think it is not an easy decision. Similarly,
Figure 10 depicts a difficult case. Between FID=16940 and
FID=17026 the pedestrian is mainly stopped and smoothly
starts to move. During that ~ 2.8 seconds, M3 p.sgnN cON-
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Fig. 8.

GT: Non-Crossing

Crossing (C) example from the PIE testing set. The naming and color conventions follow those in Figure 4. Prediction matches GT.

Fig. 9. Non-Crossing (NC) example from the PIE testing set. The naming and color conventions follow those in Figure 4. Prediction and GT do not match
at the beginning of the sequence. Please refer to the main text for further discussion on this figure.

GT: Crossing

GT: Crossing GT: Crossing

Fig. 10. Crossing (C) example from the PIE testing set. The naming and color conventions follow those in Figure 4. Prediction and GT do not match at the
beginning of the sequence. Please refer to the main text for further discussion on this figure.

siders that the pedestrian is not crossing. At the beginning of
the sequence, the vehicles start to stop due to a red traffic
light, progressively all the vehicles stop and the pedestrian
starts crossing the road (FID=17030). Accordingly, the GT
and the M3 p.gqgnn prediction match, indicating a crossing
case since then. A slightly further away pedestrian proceeded
similarly, creating the same discrepancies between the GT
and the M3 peagnn predictions. Note how humans labeled
both cases as crossing just because they propagated the label

backward in the video once the C/NC situation was clear.
Onboard in real-time, we cannot make decisions based on
observations from the future, we must decide what is the
optimum behavior according to what has been observed so
far and prior knowledge of pedestrian behaviors in the driving
area. In this case, the pedestrians are crossing the road through
a non-allowed path just because all the vehicles are stopped,
thus, the driver of the ego-vehicle already decided to stop;
what would the pedestrians do if not? would they stay without
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crossing (as M3 pe.agyn Was predicting) or would they try a
riskier crossing (because the ego-vehicle is not fully stopped)?
It is difficult to know, therefore, to determine the right labeling
in this case is not trivial.

Overall, cases like those shown in Figures 9 and 10 show
that final decisions on C/NC must consider not only the motion
pattern of pedestrians but also global traffic information in the
scene (e.g., presence and state of traffic lights, zebra crossings,
priors on per-area pedestrian habits, efc.).

However, from the point of view of the goal in this paper,
we have shown how our S2R-UDA-CP proposal could save
the C/NC labeling of 226.9K samples (Table II) without losing
C/NC prediction performance, in fact improving over manual
labeling as seen in Tables V and VII.

V. CONCLUSION

In our previous work [36], we demonstrated that our syn-
thetic dataset, PedSynth, complemented real-world pedestrian
tracks manually labeled for C/NC prediction. In this paper,
we challenge this costly and subjective process by introducing
a self-labeling procedure, termed S2R-UDA-CP. It utilizes a
synthetic dataset (e.g., PedSynth) and a deep architecture for
C/NC prediction (e.g., PedGNN, ST-CrossingPose) to generate
C/NC pseudo-labels for video streams with pedestrian tracks.
By employing S2R-UDA-CP to self-label the well-known PIE
training set, we have demonstrated that we can avoid manually
labeling 226.9K samples for C/NC without compromising
the resulting model’s performance. Moreover, the qualitative
analysis has shown that discrepancies between predictions and
ground truth labels do not necessarily mean that predictions
are wrong. Underlying those discrepancies is the onboard
real-time behavior expected for any C/NC decision system in
contrast to the offline nature of the human labeling process
(that allows playing videos forward and backward). Moreover,
sometimes, human labeling can introduce causal confusion
and follow inconsistent labeling criteria. We plan to release
the S2R-UDA-CP code, the trained models, and the result-
ing pseudo-labels. For future research, it would be core to
investigate pedestrian C/NC prediction under adverse weather
conditions. However, merely augmenting datasets such as PIE
with simulated adverse weather, like rain, is not enough.
Adverse weather affects human behavior and attire (e.g. the
use of umbrellas), making it essential to develop new synthetic
and real-world datasets with C/NC labels to drive progress in
pedestrian C/NC prediction.
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