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 A B S T R A C T

Reproducibility is a critical challenge in the application of Artificial Intelligence (AI) to electroencephalography 
(EEG) data for neurological function recognition. Data leakage in cross-validation of methods leads to 
over-optimistic performance metrics and uncertain across-subject reproducibility of results.

This study introduces a hierarchical statistical validation framework based on Generalized Mixed-Effects 
Models (GMMs) to rigorously assess the reproducibility and generalization capabilities of machine learning 
(ML) and deep learning (DL) models. To show its potential six neural network architectures for the fusion 
of multi-channel EEG data were evaluated on the Children’s Hospital Boston and the Massachusetts Institute 
of Technology, CHB-MIT Scalp EEG Database using a cross-validation at three different stratified validation 
levels: window, state, and subject.

Results show that window-level metrics are over-optimistic relative to leakage-free partitions: Sensitivity 
(Recall+) and Specificity (Recall-) of 0.96 ± 0.00 and 1.00 ± 0.00, respectively, at the window level drop 
to 0.77 ± 0.22 and 0.90 ± 0.17, respectively, at subject level. The framework also enables identification of 
statistically distinct subpopulations, underscoring the impact of neurophysiological heterogeneity on model 
performance.
1. Introduction

Neurological function can be affected by a variety of conditions, 
including epilepsy, traumatic brain injuries, neurodegenerative dis-
eases, psychiatric disorders and psychological or physiological factors 
(e.g. cognitive workload, divided attention, or stress). These condi-
tions manifest as changes in brain electrical activity measurable with 
electroencephalography (EEG). Since the interpretation of EEG data is 
complex and expertise-dependent, Artificial Intelligence (AI) methods 
can play a crucial role. By leveraging machine learning (ML) algorithms 
and pattern recognition techniques, AI can assist in the analysis of 
EEG data, helping to identify subtle changes in neurological function 
linked to neurological or psychological states (like seizures or cognitive 
workload).

In the last two decades, there has been an increase in the devel-
opment of machine learning and deep learning (DL) systems for the 
detection and prediction of neurological function from EEG data. Since 
EEG signals are naturally time series, temporal features analysis of these 
signals are crucial for accurate neurological function classification. 
In this fashion, most approaches classify the different behaviors of 
electrical activity using, as input, temporal windows of few seconds 
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extracted from each state (e.g. epileptic seizure, working memory de-
mand). Despite advancements in DL for EEG analysis, limited attention 
has been paid to rigorous reproducibility assessments across diverse 
neurological contexts [1,2]. In response, we propose a statistical frame-
work using Generalized Mixed-Effects Models (GMMs) [3] to assess the 
generalization of models and, thus, to verify their success in predicting 
new unseen cases.

1.1. State-of-the-art

A crucial step in automatic neurological function classification is 
the proper validation of the technique used to ensure the ability of 
generalization of the model across unseen subjects, sessions, states or 
tasks [4–7].

Cross-validation techniques are widely used to evaluate model per-
formance and can be categorized based on the experimental goal: 
k-fold (or repeated k-fold) and leave-one-out (or leave-p-out) methods. 
However, the explanations of the experimental design in the majority 
of the revised works are fuzzy and confusing in the terminology used to 
describe data splitting [1]. Still, a critical consideration is that the data 
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splitting must align with the classification problem being addressed 
and avoid data leakage to ensure maximum reproducibility [5]. The 
inherent variability across subjects, states, and sessions necessitates 
treating these factors as multi-dimensional variables, directly linked 
to the study’s research objectives and the classification challenges. 
Specifically, these strategies impact the level of model personalization 
and the evaluation of its generalization capabilities [8].

A k-fold split of all windows considers the window as sampling unit, 
regardless of the subject or state. Since all windows are considered, 
the train and test sets are not independent and share windows from 
the same patient and state intervals. This validation scheme, which is 
the most common in the literature [9–15], achieves the highest scores 
at the cost of the lowest generalization power and reproducibility of 
results in new unseen data, even do not translate into the clinical 
setting [16].

Leave-one-out cross-validation techniques use the ‘‘one-sample-out’’ 
as sampling unit. For example, in case of a leave-one-state-out, state 
intervals are the sampling units used to train and test data. Models are 
trained using windows from some state intervals belonging to a group 
of subjects and tested on new unseen intervals from the same set of 
patients [17,18]. The same procedure is computed in the case of leave-
one-session-out [19] where the model is trained in one context and is 
tested in another one. In this way, the capability to learn a specific 
cohort of individuals is validated. Although it is not guaranteed a high 
performance in unseen individuals, this is a valid option from the point 
of view of the clinical application.

Finally, leave-one-subject-out assesses models using subjects differ-
ent from the ones used for training. This is the most generalist and 
realistic assessment of across-subject generalization, and it is still the 
most challenging since it typically yields the lowest metrics [20–25].

Although the different choices can be found in the literature, most 
authors often only work with one of the options and specifically do 
not investigate the level of generalization. Since the metrics evaluating 
the performance of models are highly sensitive to data splitting, they 
cannot be fairly compared. The few works approaching different levels 
of validation show a decrease in performance between cross-validation 
with a split at window level and a leave-one-patient-out scheme. This 
also holds even for most recent DL models, as the comparison of 
several SoA approaches (including a transformer-based [25], a CNN 
squeeze-and-excitation modules, EEGNET [26], Wei-CNN [27], and 
CNN-LSTM [28]) using a leave-one-patient-out scheme on CHB-MIT 
cases shows. This is further supported by the results of the Neureka™ 
2020 Epilepsy Challenge [29], for example, with a highest sensitivity 
on the evaluation independent set of 20%.

As far as we know, there is a lack of systematic studies of the 
actual across-subject generalization of models. Also, it is not clear 
what the best way is to incorporate into validation inter- and intra-
subject variability. In this context, a recent study [8] emphasizes the 
need for subject-based cross validations to avoid over-optimistic met-
rics obtained in sample-based partitions in the validation of ML/DL 
for Neurological diseases detection (Alzheimer, Parkinson). Authors 
identify lack of statistical analysis as a main limitation of their study, 
being potential lack of normality in data a main reason for not using 
hypothesis tests. The use of GLM and the proposed subpopulation 
analysis relaxes the impact of the normality requirement and allows 
the analysis of non-normal distributions.

This paper contributes to a hierarchical statistical validation frame-
work for the evaluation of performance reproducibility of AI models 
for the analysis of EEG signals. The proposed framework is tested on 
deep learning architectures as exemplars to demonstrate how validation 
choices affect reported performance and reproducibility. In particular 
we propose to use Generalized Mixed-Effects Models (GMMs) [3] to 
assess the models at different levels of generalization, taking into 
account inter- and intra- subject variability by means of random effects 
that allow to measure the reproducibility of quality scores. To do so, we 
structure temporal windows in a hierarchical population structure of 
2 
states and patients and define different GMMs to upscale inference on 
performance across hierarchy levels. To demonstrate the validity and 
utility of our hierarchical statistical validation framework in a well-
established benchmark task, our framework is applied to the assessment 
of the performance for epilepsy detection of several DL methods for the 
integration of multi-channel EEG data

The following sections are organized as follows: Section 2 describes 
our proposal for any validation protocol. Section 3 describes the exper-
imental design and Section 4 reports the results on a use case. Finally, 
Section 5 summarizes the main findings.

2. Statistical evaluation of performance reproducibility

The target population of a statistical inference from samples is 
precisely the population from which they come their experimental sam-
pling. In EEG, sampling choices (window, state, subject) determine both 
cross-validation splits and the generalization level of the reported met-
rics. Independence between training and test sets is therefore essential 
for ensuring the highest reproducibility of results. 

In the context of EEG analysis, ML/DL methods take as input tempo-
ral windows cropped from recordings of subjects that include different 
neurological activity intervals (e.g. ictal/interictal states for epilepsy, or 
baseline and different levels of workload for memory workload). These 
windows can be stratified (grouped) at three different levels: 

• individual samples as temporal window of a few seconds;
• abnormal states as state intervals corresponding to normal vs 
abnormal conditions, such as a workload level, ictal and interictal 
states, anxiety, apnea, narcolepsy, etc;

• subjects as whole individuals.
Each level defines an experimental sampling for the computation 

of metrics and data splitting in k-fold schemes. Each split allows us to 
validate ML/DL methods at different levels of personalization, but also 
defines a hierarchical population structure that allows different levels 
of inference on methods’ performance.

Fig.  1 illustrates the three experimental samplings for signals split-
ting within the hierarchical population structure defined by these ex-
perimental samplings: the window level, 𝐻0, with 𝑁𝐻0

 samples, the 
state level, 𝐻1, with 𝑁𝐻1

 samples and the subject level, 𝐻2, with 
𝑁𝐻2

 samples. The fact that the experimental sampling at level 𝐻𝑖 can 
be clustered into 𝑁𝐻𝑖+1

 independent samples of the higher level 𝐻𝑖+1
defines a dependence across them that should be taken into account in 
statistical models.

A validation at window level has the least reproducibility power, 
unless the variability across the groups of a higher order level is taken 
into account. A validation at state level can assess reproducibility 
of results on unseen (for example, ictal and interictal, or workload) 
intervals for models personalized for the set of patients in 𝐻2, provided 
that inter-state variability is modeled and incorporated into the analysis 
of metrics. Finally, the higher level can assess the performance of popu-
lation models on unseen subjects provided that inter-subject variability 
is incorporated into the validation.

The performance of methods with inference at different levels of 
the hierarchical population structure can be analyzed using GMMs [3]. 
GMMs have a flexible formulation that allows an analysis of factors 
having an impact on performance with inference of results at different 
levels of generalization. On the one hand, these regression models allow 
to estimate the variance of a metric across methods at the level of the 
experimental sampling by including the method as a fixed effect. On 
the other one, they can include a random effect to estimate across-
sample variability and, thus, allow the evaluation of the generalization 
of results for new unseen cases of the same population level.

GMMs are defined as soon as the dependent variable to be analyzed 
and the independent variables/factors candidates to have a correlation 
or influence on the dependent variable values are identified. In our 
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Fig. 1. Hierarchical population structure defined by EEG levels: yellow for subject, green for state and black for window.
case, the goal is to compare the performance of a set of methods and 
assess their across-subject generalization/variability. Thus, the depen-
dent variable is any performance metric analyzed as function of the 
method used. Since the methods are fixed, they are formulated as a 
fixed effect in the GMM equation. Given that they are evaluated in a set 
of individuals sampled from a population, in order to model and assess 
differences in performance across them and allow GMM for inference 
to the whole population (i.e. subjects not belonging to the evaluation 
set), the subject is added as a random effect to GMM formulation. Next, 
we formulate GMMs for the different levels of generalization.

Let the subscript ℎ𝑖 denote the value of a quality metric, 𝑄, com-
puted for the ℎ𝑖-th sample of the 𝐻𝑖 population level and 𝑚 the 𝑚th 
method. Then, the formulation for a model analyzing 𝑄 across 𝑁𝑀𝑡ℎ
methods at the 𝐻𝑖 population level is given by: 

𝑄ℎ𝑖𝑚 = 𝜇 + 𝛽𝑚 + 𝜖ℎ𝑖𝑚 (1)

for 𝜇 the intercept of the model, 𝛽𝑚, 𝑚 = 1,… , 𝑁𝑀𝑡ℎ being the method 
fixed factor, 𝑄ℎ𝑖𝑚 the metric computed for the ℎ𝑖-th sample using the 
𝑚th method and 𝜖ℎ𝑖𝑚 ∼ 𝑁(0, 𝜎2𝜖 ) the error of the GMM regression 
model for 𝑄ℎ𝑖𝑚. The intercept 𝜇 represents the average metric for the 
reference method and 𝛽𝑚 the deviations (increase or decrease) in the 
𝑚th method metric. The model (Eq. (1)) compares 𝑄 across the methods 
𝛽𝑚 assuming that the observations 𝑄ℎ𝑖𝑚 are independent and cannot be 
grouped into higher order samplings. Under this assumption inference 
is somehow a ‘‘personalized’’ one since it is limited to the level of the 
sampling included in the study. This implies that, in case ℎ𝑖 samples can 
be clustered in 𝑁𝐻𝑘

 samples of a higher order level, 𝐻𝑘, the inference 
would be limited to the 𝑁𝐻𝑘

 samples used for validation. Since the 
model (Eq. (1)) is not evaluating performance on 𝐻𝑘 population, it is 
not guaranteed reproducibility in new unseen samples of the level 𝐻𝑘.

This population inference can be modeled by including a random 
effect for the clustered samples (e.g. subjects): 
𝑄ℎ𝑖𝑚ℎ𝑘 = 𝜇 + 𝛽𝑚 + 𝑢ℎ𝑘 + 𝜖ℎ𝑖𝑚ℎ𝑘 (2)

with 𝑄ℎ𝑖𝑚ℎ𝑘  the metric of the ℎ𝑖-th sample from the ℎ𝑘-th cluster 
computed using the 𝑚th method, 𝜖ℎ𝑖𝑚ℎ𝑘 ∼ 𝑁(0, 𝜎2𝜖 ) the error of the 
GMM regression model and the random effect 𝑢ℎ𝑘 ∼ 𝑁(0, 𝜎2𝑢 ), ℎ𝑘 =
1,… , 𝑁𝐻𝑘

, modeling a sampling of size 𝑁𝐻𝑘
 of the population at 𝐻𝑘

level. The parameters 𝜎2𝜖  and 𝜎2𝑢  model, respectively, within-cluster and 
across-cluster variability. Therefore an inference based simultaneously 
on both variabilities has a ‘‘population’’ inference at the higher level 
𝐻𝑘, meaning that results will be reproducible for new samplings at level 
k.

Random effects also compensate correlations that arise in case of 
repeated measurements which are usual in case of limited datasets (like 
3 
in medical applications) forcing that methods are tested on the same 
set of samples. This inter-sample variability can be decoupled from the 
main fix effect target of the inference by incorporating a random effect 
to (Eq. (1)) as follows: 
𝑄ℎ𝑖𝑚 = 𝜇 + 𝛽𝑚 + 𝑢ℎ𝑖 + 𝜖ℎ𝑖𝑚 (3)

with the random effect 𝑢ℎ𝑖 ∼ 𝑁(0, 𝜎2𝑢 ), ℎ𝑖 = 1,… , 𝑁𝐻𝑖
, representing the 

across-sample (poblational) variability.
To mitigate the impact of non-normality in residuals (𝜖⋅ in Eqs. (1)–

(3)), several transformations (including logarithmic, Gamma and Poi-
son) can be applied to the dependent variable 𝑄. In such cases, mod-
els are adjusted in the transformed domain and estimates on 𝑄 are 
back-transformed to the original scale for their interpretation.

The analysis of the distribution of random effects also allows us de-
tecting subpopulations with a distinct behavior. Under the assumption 
that all individuals come from the same population, the residuals 𝑢𝑘
should follow a normal distribution 𝑁(0, 𝜎2𝑢 ). Otherwise, random effects 
follow a mixture of gaussians, each modeling one of the underlying 
subpopulations. Subpopulations can be identified using a clustering 
(like K-means) of the estimated random effects with the number of 
clusters given by the minimum K such that the random effects of models 
adjusted for each population cluster are all normal. Since each subpop-
ulation has a different distribution of the metric 𝑄, their identification 
can be useful to design the level of specialization of models. Finally, 
single cases with extreme values are statistical outliers prone to bias 
GMM estimations and, thus, should be excluded. Statistical outliers can 
be detected using interquartile ranges (IQR method) or z-values of the 
random effects distribution.

In the following, we formulate the different GMMs associated to 
each of the experimental levels of EEG data and analyze the degree 
of reproducibility and generalization that each level is able to infer on 
the metric 𝑄.

At window level, windows cropped from all subjects in the dataset 
are considered independent and, thus, data is split regardless of the 
subject or interval windows were sampled from. Given that usual qual-
ity metrics can only be computed on a group of windows, the implicit 
sampling used for the formulation of GMMs is the K-fold split. In this 
way the model (Eq. (1)) is formulated with 𝑄ℎ𝑖  computed for each 
fold, ℎ𝑖 = 1,… , 𝐾, being 𝐾 the number of folds. This GMM validates 
the reproducibility of methods on new K-fold splittings of the same 
set of windows. In order to leverage inference to unseen windows, K-
folds should be clustered into higher order samplings of the hierarchical 
population structure. However, a K-fold split is not designed to leverage 
inference to a population level higher in the hierarchy given that each 
fold includes samples from several clusters of higher levels and, thus, 
K-fold metrics cannot be estimated using models with random effects.



D. Gil and A. Hernández-Sabaté Biomedical Signal Processing and Control 120 (2026) 110020 
At state level, the training set excludes windows belonging to a 
random selection of state intervals in a design that allows to evaluate 
the performance of models personalized for a given set of subjects 
at two different levels. In a state-wise split, quality metrics can be 
computed for each interval of the test set and their reproducibility on 
new intervals from the same set of subjects can be inferred using the 
personalized model (Eq. (1)). Besides, since metrics computed for each 
interval can be grouped according to the subject, the poblational GMM 
given by (2) can also be formulated. This GMM leverages inference to 
methods personalized for any set of subjects (different than the one 
used in the experiment) in the population.

At subject level, test windows belong to subjects excluded from 
the training and, thus, allows the assessment of generalist population 
methods using the random effect model given by (3) with metrics com-
puted for each test subject. In this case, random effects would account 
for inter-subject variability and reproducibility would be assessed for 
new unseen subjects evaluated using models trained on the current 
population.

3. Application to epileptic seizures detection using DL methods

To show how the validation protocol described in Section 2 can be 
applied we compare the generalization power of several neural network 
architectures applied to a use case that involves, windows, states and 
subjects, for the detection of epileptic seizures in EEG Multi-Channel 
Signals.

3.1. Architectures for EEG analysis

Approaches for the analysis of EEG signals differ on the type of EEG 
features they use and also where and how they combine the information 
from EEG signals. The most popular architectures are Long Short-Term 
Memory (LSTM) models and Convolutional Neural Networks (CNN). All 
of them, take as input a 2D matrix given by EEG stacked channels. This 
matrix will be noted by 𝑋𝐶×𝑇 , for 𝐶 the number of EEG channels and 
𝑇  the temporal dimension.

LSTM networks are a type of recurrent neural network (RNN) 
specifically designed to model sequential data by capturing long-range 
temporal dependencies. In the context of EEG analysis, where signals 
are inherently time series data, LSTMs are particularly well-suited, 
since EEG signals show complex temporal dependencies, both within 
short intervals (e.g., windows of some seconds) and across longer 
periods (e.g., states or sessions). Several models [9,10,30–33] use LSTM 
to project channels taking into account their learned temporal features. 
These models process the spatial 2D matrix given by the stacking of 
windows for all channels. In this way, channels are projected taking 
into account the projection at previous times, so that the classification 
of the window can take into account the evolution of the EEG channels 
inside the window time interval.

CNN-based models for EEG analysis share three essential units: 
channel fusion, convolutional feature extraction and classification lay-
ers. The key difference lies in the placement and design of the fusion 
unit. When placed before the convolutional unit, the channels are fused 
at the raw input level (early fusion), while post-convolution fusion 
combines feature representations at the mid-level (mid fusion). Early 
fusion models [20,26,34–36] extract convolutional temporal features 
from the projected EEG channels, while mid fusion models  [11,37,38] 
project channel-specific temporal representations channels obtained 
independently by applying convolutional operations.

The design of the fusion unit plays a critical role in combining 
multi-channel EEG data for feature extraction. Three approaches are 
considered:

1. Concatenation (CAT). The dimensionality of the EEG channels 
is flattened to create a representation vector by concatenation 
4 
of the representation space of all channels. In the case of early 
fusion, the representation space is given by the value of the 
signal recorded by the EEG electrodes, so that the resulting 
projection is given by: 𝑋𝐶×𝑇 ↦ 𝑋𝐶∗𝑇 . In the case of mid fusion, 
channels are represented by the values of the 𝑁𝐾 neurons of the 
last convolutional block and, thus, the projection is given by: 
𝑋𝑁𝐾×𝐶×𝐿′

↦ 𝑋𝑁𝐾×(𝐶∗𝐿′)

2. Trainable Weighted Average (W-AVG). A trainable linear layer 
is used to compute an average pooling with weights learned for 
each channel. For an early fusion approach, the projected signal 
is a 1D vector, 𝑋𝑇 , with the 𝑡th component, 𝑥𝑒𝑎𝑟𝑙𝑦𝑊 −𝐴𝑉 𝐺(𝑡), given 
by: 

𝑥𝑒𝑎𝑟𝑙𝑦𝑊 −𝐴𝑉 𝐺(𝑡) =
𝐶
∑

𝑐=0
𝑤𝑐𝑥

𝑖𝑛(𝑐, 𝑡) (4)

being 𝑥𝑖𝑛(𝑐, 𝑡) the (𝑐, 𝑡) component of the input matrix 𝑋𝐶×𝑇 . For 
a fusion after the convolutional unit, the projection of channels is 
a 2D tensor, 𝑋𝑁𝐾×𝐿′ , with the (𝑛𝑘, 𝑙′) component, 𝑥𝑚𝑖𝑑𝑊 −𝐴𝑉 𝐺(𝑛𝑘, 𝑙

′), 
computed from the 3D feature tensor components 𝑥𝑚𝑖𝑑 (𝑛𝑘, 𝑐, 𝑙′)
as: 

𝑥𝑚𝑖𝑑𝑊 −𝐴𝑉 𝐺(𝑛𝑘, 𝑙
′) =

𝐶
∑

𝑐=0
𝑤𝑐𝑥

𝑚𝑖𝑑 (𝑛𝑘, 𝑐, 𝑙′) (5)

For both cases, the 𝐶 weights, 𝑤𝑐 , are the weights of the linear 
layer learned during the training process. These weights are 
shared for all the dimensions representing a channel.

3. Multiple Trainable Weighted Average (MW-AVG). Since in 
case of a mid fusion, each channel is represented by an 𝑁𝐾
dimensional space, another option is to learn different weights 
for each dimension and compute 𝑥𝑁𝐾×𝐿′  as: 

𝑥𝑚𝑖𝑑𝑀𝑊 −𝐴𝑉 𝐺(𝑛𝑘, 𝑙
′) =

𝑁𝐾
∑

𝑁𝑛=0

𝐶
∑

𝑐=0
𝑤𝑛𝑘

𝑐 𝑥𝑚𝑖𝑑 (𝑛𝑘, 𝑐, 𝑙′) (6)

for 𝑤𝑛𝑘
𝑐  the components of a 2D matrix of weights that is learned 

during training. This multidimensional trainable pooling is im-
plemented using a 2D convolutional layer of kernel size (𝐶, 1), 
𝑁𝐾 input channels and 𝑁𝐾 output neurons.

Six methods have been carefully selected to enable a thorough 
comparison of temporal and spatial modeling approaches (CNN vs. 
LSTM), explore the diversity in fusion strategies (early vs. mid fusion), 
and assess the impact of trainable components (e.g., fixed concatena-
tion vs. trainable weights) on model reproducibility and generalization 
to unseen data. These methods span a spectrum of complexity and 
capability in channel fusion, providing a comprehensive framework to 
evaluate how different fusion strategies influence the robustness and 
generalizability of models in EEG signal analysis.

Taking into account the methods found in the literature that can be 
reproduced the final selection includes following methods:

M1: Early CAT fusion [39] as baseline for early-stage integration 
of spatial information before feature extraction begins. This 
architecture has one linear layer to concatenate all the signals, 
three sequential blocks of convolution and max-pooling layers of 
16, 32 and 64 units, respectively, and two fully connected dense 
layers of 128 and 2 units, respectively. ReLu is the activation 
function.

M2: Mid CAT fusion [39], for the evaluation of how spatial feature 
integration after initial processing impacts model performance. 
This architecture has three sequential blocks of convolution 
and max-pooling layers of 16, 32 and 64 units, respectively, 
one linear layer to concatenate all the signals and two fully 
connected dense layers of 128 and 2 units, respectively. ReLU 
is the activation function.
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M3: Early W-AVG fusion [20] to assess the benefits of incorporating 
a trainable weights of channel importance. This architecture 
consists of four blocks of convolution and max-pooling layers, 
and a dense classification layer at the end. The first convolution 
operation is broken down into two convolution layers of 20 units 
each, one over time followed by another over electrodes. The 
following convolutional layers have 40 and 80 units respectively. 
ELU is used as the activation function.

M4: Mid W-AVG fusion [11] to evaluate the benefits of dynamically 
learning channel importance at channel-specific feature repre-
sentation level. This architecture consists of three core blocks to 
handle input samples, followed by two dense layers of 50 and 
2 units respectively, and a softmax classifier. Convolution layers 
have 16, 32 and 64 units, respectively. Each pooling layer goes 
only in temporal dimension without overlap, where the first two 
are set as max pooling with kernel size 2, and the third is set as 
average pooling with kernel size 7.

M5: Mid MW-AVG fusion [39] to assess the benefits of advanced, 
trainable pooling mechanisms. This architecture has three se-
quential blocks of convolution and max-pooling layers of 16, 
32 and 64 units, respectively, another convolutional layer with 
kernel of size the number of channels, and two fully connected 
dense layers of 128 and 2 units, respectively. In this model there 
is no activation function to ensure the linear combination of 
channels.

M6: LSTM [10] to evaluate benchmark convolutional architectures 
against sequential model explicitly designed to capture EEG 
temporal dynamics. This architecture consists of 256 memory 
units with ReLU as the activation function, followed by two fully 
connected dense layers. The first dense layer has 128 units and a 
non-linear activation function (ReLU), while the final layer has 
the sigmoid activation function.

It is important to notice that all the proposed fusion strategies 
operate on multi-channel inputs and learn a joint representation of 
the multi-channel signals. We agree that these strategies do not explic-
itly model inter-channel dependencies, like coherence, correlation, or 
connectivity measures used for the diagnosis of disorders like ADHD 
or emotional dysfunctions. However, they still integrate information 
from multiple EEG channels into a shared feature space, in contrast 
to single-channel analyses, whose features are computed independently 
from each electrode without combining information across channels. 
Therefore, they should be considered a multi-channel analysis approach 
based on an implicit Integration of EEG multi-signal information.

3.2. Dataset

For all the experiments, we have used the public CHB-MIT Scalp 
EEG Database [40] that contains 24 cases (labeled 𝑐ℎ𝑏𝑖, for i=1, … ,24) 
recorded using a 21 electrode EEG device sampled at 256 Hz [41]. 
Each case contains several .edf files from a single subject. There are 
some files that do not contain any seizure so that are labeled as 
normal records while the remaining files are labeled as seizure files. 
Recordings have been annotated with the starting and ending second 
of seizures. The number and duration of seizures varies significantly 
across patients, from 3 to 27 seizures lasting between 6 and 752 s being 
a total of 198 seizures with an average of 586,414 s. This represents a 
total of 11,015 s of seizures for a total of 951.93 h of recording, being 
a total of 185.51 h of interictal state recording in the seizures files.

EEG signals went through the following pre-processing steps be-
fore being the input to models. Since we address the discrimination 
between ictal and interictal states, we exclude the immediate pre-ictal 
and post-ictal periods, which are known to show transient dynamics 
and recovery processes that differ from the more stable ictal/interictal 
activity that we aim to model [42,43]. Given that these states are not 
annotated in the CHB-MIT database, and based on prior EEG and SEEG 
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works, we discarded a symmetric 30 s before and after each annotated 
seizure to exclude transient peri-ictal activity while discarding only 
a small fraction of the available data. The remaining intervals were 
down-sampled to 128 Hz [44] and cut into 1 s windows [9,17,45]. 
No additional denoising was applied since a basic Butterworth filter 
was used during acquisition [10]. To mitigate class imbalance, ictal 
windows were extracted with 80% of overlap, while interictal ones 
were non-overlapping and drawn from files labeled by ‘‘seizure’’. This 
yielded a total of 645,999 interictal and 56,192 ictal windows.  Al-
ternative preprocessing (e.g., different band-limits, artifact rejection, 
window lengths) could influence absolute metrics; however, our hi-
erarchical validation and GMM analysis remain applicable and would 
quantify their impact on reproducibility

Table  1 reports patient-specific information, summing up 951.93 h 
of recording and 181 seizures with a duration of 11,015 s. As a general 
information, the dataset was recorded from 23 patients with ages 3–22 
years, being recording chb21 obtained from the same patient chb01, 
but 1.5 years later; there is no information about sex and age for chb24 
because it was added to the dataset later [40].

3.3. Data splits for hierarchical cross-validation

To assess the level of generalization of models, we used a cross-
validation scheme with the following variations for each level of the 
hierarchical data stratification used.

For the analysis at window level, we performed a 15-fold cross-
validation. In each fold, approximately 6.7% of the data was held out 
for testing. Training was class-balanced by random undersampling of 
interictal windows. Test sets preserved the actual ratio between ictal 
(20%) and non-ictal (80%) windows.

For the analysis at state level, we have used a cross-validation over 
seizure intervals, that is, a leave-one-state-out procedure. We trained 
198 independent models, each time holding out one entire seizure in-
terval (all its windows) for testing. The training set comprised windows 
from all remaining seizure intervals plus interictal windows; training 
was class-balanced by randomly undersampling interictal windows. The 
test set consisted of all windows from the held-out seizure interval, with 
interictal windows drawn from the central portion of recordings labeled 
with ‘‘normal’’ to maintain a 20%/80% ictal/non-ictal ratio.

For the analysis at subject level, we have used a cross-validation 
over subjects (each subject serves as the test unit once), that is a leave-
one-patient-out procedure. We trained 24 different models, each time 
holding out one subject for testing and training on the remaining 23 
subjects. Training sets were class-balanced by undersampling interictal 
windows; the test set preserved the subject’s original class distribution. 

3.4. Metrics

We report recall, precision, and F1-score for each class (with seizure 
as the positive class), plus overall accuracy. Reporting per-class metrics 
addresses class imbalance; specifically, precision and F1 for the positive 
class quantify how the far more numerous interictal windows affect 
performance relative to the scarcer ictal windows.

We report descriptive statistics for all metrics as mean ± standard 
deviation (𝜇±𝜎). For each metric, best performers are indicated in bold. 
Variability is computed as 𝜇 ± 𝜎 across the folds at the window level 
and across subjects at the subject level. 

For each experimental level (window folds, state intervals and 
subjects), class-specific recall were analyzed independently using the 
GMMs described in Section 2. For method comparisons, the GMMs 
compare five of the methods to the Early CAT as the reference. Model 
normality assumptions were assessed via residual analysis and normal-
ity tests to determine the best scale transformation for each metric. 
By considering separate GMMs for each class, conclusions about repro-
ducibility of the models are not affected by the class imbalance inherent 
to the CHB-MIT dataset.
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Table 1
Information of patients of the CHB-MIT Scalp EEG Dataset.
 Patient Gender-Age Seizures Seizures: Total

duration (sec)
Only seizures
records: Total
duration (h)

All records:
Total
duration (h)

 

 01 F-11 7 442 6.65 40.55  
 02 M-11 3 172 2.27 35.27  
 03 F-14 7 402 7 38  
 04 M-22 4 378 10.66 156.07  
 05 F-7 5 558 5 39  
 06 F-1.5 10 153 25.89 66.74  
 07 F-14.5 3 325 9.04 67.05  
 08 M-3.5 5 919 5 20.01  
 09 F-10 4 276 9.58 67.87  
 10 M-3 7 447 14.02 50.02  
 11 F-12 3 806 2.79 34.79  
 12 F-2 27 989 9.68 20.69  
 13 F-3 10 440 7 11  
 14 F-9 8 169 7 26  
 15 M-16 20 1992 14.01 39.01  
 16 F-7 8 69 5 17  
 17 F-12 3 293 3.01 20.01  
 18 F-18 6 317 5.63 34.63  
 19 F-19 3 236 2.93 28.93  
 20 F-6 8 294 5.57 27.6  
 21 F-13 4 199 3.83 32.83  
 22 F-9 3 204 3 31  
 23 F-6 7 424 8.96 26.56  
 24 – 16 511 12 21.3  
 Total 181 11015 185.51 951.93  
For each GMM, we report model parameters, p-values for fixed 
effects (with significant values in bold), and 95% confidence intervals 
(CI) for their mean values. Notice that these intervals correspond, 
indeed, to the 95% CIs of each method’s average recall for seizure and 
non-seizure windows as estimated by the GMMs. In case of change of 
scale or transformation of data required to satisfy model normality as-
sumptions, CIs were back-transformed to the original scale. For models 
with random effects, we also provide CI for the random-effect estimates.

Random-effect distributions were analyzed to detect subpopulations 
introducing a bias in normality.  Visual assessment was also performed 
using dot plots: each subject (y-axis) is shown with a horizontal line 
representing the CI of its conditional mode (deviation from the pop-
ulation mean). Effects are plotted after subtracting the intercept, so 
intervals are centered at 0 (vertical reference line) to facilitate checking 
the normality assumption. Statistical outliers were identified using 
Grubbs’ test [46], Shapiro–Wilkinson tests confirmed significant devia-
tions from normality and K-means was used to identify subpopulations. 
Unless stated otherwise, a 𝑝-value < 0.05 was considered statistically 
significant.

All the models were implemented in Python 3.9 environment and 
PyTorch 2.10 framework. Experiments were carried out on a desktop 
computer with Windows 10 and an NVIDIA GeForce RTX 2070 Super 
graphic card. Statistical analyses were conducted using R version 4.3.2.

4. Results

Table  2 reports window-level descriptive statistics. Standard devi-
ations are uniformly small, reflecting lack of independence between 
training and test sets. Average metrics are very high across methods, 
with M1, M2, M5 and M6 being the top performers with similar 
ranges (average recall > 0.96). In contrast, the trainable weighted early 
fusion (M3) is the worst performer across metrics, especially for those 
computed for seizure detection.

Table  3 summarizes the GMMs (Eq. (1)) for Recall+ and Recall- at 
window level. Both models were fit on the original metric scale. GMM 
significant factors (methods) are aligned with descriptive statistics in 
Table  2. For Recall+, there are not significant differences across M1, 
M2, M4 and M5 with M3 performing significantly worst and M6 
significantly better. For Recall-, feature concatenation (M1 and M2) and 
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LSTM (M6) are significantly better than the remaining methods, being 
(as expected) the early fusion of M3 the one with lower CI ranges.

Table  4 reports-state level descriptive statistics. Concatenation
(M1,M2) and multi-weighted (M5) fusions achieve the best ranges. 
However, compared to window-level results, mean performance de-
creases (especially for the positive class), and standard deviations 
increase substantially. This greater variability is consistent with the 
heterogeneity of epileptic patterns reported in prior works [47,48], 
which current methods do not fully capture. Accordingly, these effects 
should be further analyzed using the GMM with subject as random 
effect given by (Eq. (2)) to identify subpopulations and discard outliers.

Two GMMs given by (2) were adjusted for Recall+ and Recall- on a 
logarithmic scale to account for non-normality of models’ residuals. Fig. 
2 plots 95% CI for the random effects estimated for Recall- (left plot) 
and Recall+ (right plot). We observe a large across-subject variability 
in estimated effects ranges associated to data heteroscedasticity. For 
both metrics, subjects 𝑐ℎ𝑏17, 𝑐ℎ𝑏02, 𝑐ℎ𝑏11, 𝑐ℎ𝑏22 have the largest CI 
ranges (around 0.1 of estimated variance) and subjects 𝑐ℎ𝑏12, 𝑐ℎ𝑏15 the 
smallest ones (0.045 of estimated variance approximately). Both effects 
also show substantial deviation from centrality. In particular, random 
effects for the GMM estimating Recall+ are symmetric with 𝑐ℎ𝑏14
having extreme effects. A Grubbs test detects this case as an outlier (p-
val = 0.03796), while the remaining cases do not significantly deviate 
from normality according to a Shapiro–Wilkinson test (p-val=0.2243). 
Random effects for the GMM estimating Recall- are clearly biased 
from centrality, clear indicator of non-normality, and have case 𝑐ℎ𝑏08
with extreme values. This case is detected by a Grubbs test as an 
outlier (p-val = 0.02407) and it will be excluded from the further 
analysis. A Shapiro–Wilkinson test on the remaining population rejects 
the normality hypothesis with p-val<0.01. To further investigate and 
identify subpopulations, a K-means clustering with K=2 was applied 
to Recall- random effects. K-means clustered random effects into two 
subpopulations: Subpopulation1 with {𝑐ℎ𝑏02, 𝑐ℎ𝑏03, 𝑐ℎ𝑏04, 𝑐ℎ𝑏07, 𝑐ℎ𝑏09, 
𝑐ℎ𝑏10, 𝑐ℎ𝑏11, 𝑐ℎ𝑏12, 𝑐ℎ𝑏14-𝑐ℎ𝑏23,} and Subpopulation2 with cases {𝑐ℎ𝑏06, 
𝑐ℎ𝑏13, 𝑐ℎ𝑏05, 𝑐ℎ𝑏08 and 𝑐ℎ𝑏01}. The random effects of two GMMs in 
logarithmic scale adjusted for each subpopulation did not significantly 
deviate from normality according to a Shapiro–Wilkinson (p-val >0.3).

Table  5 reports a summary of the GMMs in logarithmic scale es-
timated for Recall+ (excluding the outlier 𝑐ℎ𝑏 ) and for each Recall- 
14
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Table 2
Comparison of the methods. Descriptive Statistics (top metrics in bold) at Window Level.
 Models Recall+ Recall− Precision+ Precision− F1+ F1− Accuracy  
 M1 0.96 ± 0.00 1.00 ± 0.00 0.95 ± 0.00 1.00 ± 0.00 0.96 ± 0.00 1.00 ± 0.00 0.99 ± 0.00  
 M2 0.96 ± 0.00 1.00 ± 0.00 0.95 ± 0.00 1.00 ± 0.00 0.96 ± 0.00 1.00 ± 0.00 0.99 ± 0.00 
 M3 0.88 ± 0.01 0.94 ± 0.01 0.55 ± 0.04 0.99 ± 0.00 0.68 ± 0.02 0.96 ± 0.00 0.93 ± 0.01  
 M4 0.96 ± 0.00 0.98 ± 0.00 0.81 ± 0.03 1.00 ± 0.00 0.88 ± 0.01 0.99 ± 0.00 0.98 ± 0.00  
 M5 0.96 ± 0.00 0.99 ± 0.00 0.94 ± 0.01 0.97 ± 0.00 0.95 ± 0.00 1.00 ± 0.00 0.99 ± 0.00  
 M6 0.97 ± 0.00 1.00 ± 0.00 0.94 ± 0.01 1.00 ± 0.00 0.96 ± 0.00 1.00 ± 0.00 0.99 ± 0.00  
Table 3
Comparison of the methods. Regression Models (significant effects shaded) at 
Window Level.

Recall + Recall –
Models coefficient p_val 95% CI coefficient p_val 95% CI
M1 9.60e-01 – (0.96,0.96) 1.00e+00 – (1.00,1.00)
M2 −5.75e-07 1.00 (0.96,0.96) 3.04e-07 1.00 (1.00,1.00)
M3 −7.57e-02 0.00 (0.88,0.89) −6.21e-02 0.00 (0.94,0.94)
M4 −2.80e-07 1.00 (0.96,0.96) −2.00e-02 0.00 (0.98,0.98)
M5 −1.45e-07 1.00 (0.96,0.96) −1.00e-02 0.00 (0.99,0.99)
M6 1.00e-02 0.00 (0.97,0.97) 1.87e-07 1.00 (1.00,1.00)
Table 4
Comparison of the methods. Descriptive Statistics (top metrics in bold) at State Level.
 Models Recall+ Recall− Precision+ Precision− F1+ F1− Accuracy  
 M1 0.86 ± 0.22 0.98 ± 0.04 0.91 ± 0.19 0.97 ± 0.05 0.87 ± 0.19 0.97 ± 0.03 0.96 ± 0.05  
 M2 0.87 ± 0.21 0.98 ± 0.03 0.92 ± 0.17 0.97 ± 0.04 0.88 ± 0.17 0.97 ± 0.03 0.96 ± 0.04  
 M3 0.75 ± 0.24 0.91 ± 0.12 0.73 ± 0.26 0.94 ± 0.05 0.71 ± 0.23 0.92 ± 0.08 0.88 ± 0.11  
 M4 0.82 ± 0.20 0.93 ± 0.11 0.79 ± 0.20 0.96 ± 0.04 0.78 ± 0.18 0.94 ± 0.08 0.90 ± 0.10  
 M5 0.85 ± 0.22 0.98 ± 0.04 0.90 ± 0.19 0.97 ± 0.05 0.86 ± 0.19 0.97 ± 0.03 0.95 ± 0.05  
 M6 0.75 ± 0.21 0.95 ± 0.06 0.82 ± 0.18 0.94 ± 0.05 0.77 ± 0.17 0.94 ± 0.04 0.91 ± 0.06  
Fig. 2. Comparison of the methods at State Level. Visual analysis of random effects normality estimated for Recall- (left) and Recall+ (right) GMMs. For each 
plot, 𝑦-axis represents each subject and 𝑥-axis are confidence intervals for the estimated deviation (conditional modes) of each subject from the estimated metric 
average.
subpopulations at state level. For all metrics, concatenation (M1, M2) 
and multi-weighted average (M5) perform significantly better than the 
other fusion methods. For all models, Recall- CI ranges for Subpop-
ulation2 are lower than ranges for Subpopulation1 with the largest 
decrease for W-AVG fusions models (M3,M4). This identifies Subpop-
ulation2 cases as having potentially unusual heterogeneous interictal 
patterns with a variability comparable to the one observed in ictal 
episodes (Recall+ ranges are similar for M1,M2 and M5). For Subpop-
ulation1, all CI ranges are comparable to the ones obtained at window 
level, with similar high average and small variance, which indicates 
highly homogeneous non-ictal patterns.

Table  6 reports subject-level descriptive statistics. Concatenation 
at input level (M1) and multi-weighted (M5) mid-fusion achieve the 
7 
highest metrics. However, all population-generalist models show a 
substantial performance drop, with the lowest means and highest stan-
dard deviations, especially for seizure detection. The high precision 
in detection of normal states in contrast to low seizure detection 
reflects the strong class imbalance. As before, the large variability mo-
tivates a random-effects GMM analysis (Eq. (3)) to probe subject-level 
heterogeneity.

In order to identify subpopulations, 2 GMMs were adjusted for 
Recall+ and Recall-. Both models were adjusted using the Gamma dis-
tribution with log link function to compensate data heteroscedasticity 
and non-normality. Fig.  3 shows the random effects of the 2 GMMs 
estimated for Recall- (left plot) and Recall+ (right plot).
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Table 5
Comparison of the methods. Regression Models (significant effects shaded) at State Level.

Recall + Recall –
Subpopulation 1 Subpopulation 2

Models coefficient p_val 95% CI coefficient p_val 95% CI coefficient p_val 95% CI
M1 −1.75e+00 – (0.89,0.96) −2.23e+00 – (0.99,1.00) −1.82e+00 – (0.90,0.98)
M2 −2.71e-02 0.62 (0.90,0.96) 6.69e-03 0.78 (0.99,1.00) −4.95e-02 0.55 (0.91,0.98)
M3 4.54e-01 <0.01 (0.78,0.88) 2.97e-01 <0.01 (0.95,0.96) 6.55e-01 <0.01 (0.71,0.87)
M4 2.41e-01 <0.01 (0.84,0.92) 2.07e-01 <0.01 (0.96,0.98) 5.88e-01 <0.01 (0.74,0.88)
M5 2.79e-02 0.61 (0.89,0.95) 1.13e-03 0.96 (0.99,1.00) 6.23e-02 0.45 (0.89,0.97)
M6 4.61e-01 <0.01 (0.77,0.88) 1.67e-01 <0.01 (0.97,0.98) 3.23e-01 <0.01 (0.82,0.93)
Table 6
Comparison of the methods. Descriptive Statistics (top metrics in bold) at Subject Level.
 Models Recall+ Recall− Precision+ Precision− F1+ F1− Accuracy  
 M1 0.77 ± 0.22 0.90 ± 0.17 0.43 ± 0.36 0.99 ± 0.01 0.41 ± 0.31 0.93 ± 0.13 0.90 ± 0.17 
 M2 0.68 ± 0.31 0.91 ± 0.17 0.45 ± 0.36 0.99 ± 0.01 0.42 ± 0.31 0.94 ± 0.13 0.90 ± 0.17 
 M3 0.69 ± 0.26 0.87 ± 0.15 0.19 ± 0.15 0.99 ± 0.01 0.27 ± 0.19 0.92 ± 0.11 0.87 ± 0.15  
 M4 0.69 ± 0.26 0.83 ± 0.17 0.18 ± 0.18 0.99 ± 0.01 0.24 ± 0.20 0.89 ± 0.15 0.82 ± 0.19  
 M5 0.70 ± 0.32 0.89 ± 0.21 0.41 ± 0.34 0.99 ± 0.01 0.41 ± 0.32 0.92 ± 0.16 0.89 ± 0.20  
 M6 0.60 ± 0.31 0.91 ± 0.13 0.21 ± 0.16 0.99 ± 0.01 0.27 ± 0.19 0.95 ± 0.07 0.91 ± 0.11 
In this case, Recall- effects present homoscedasticity with equal CI 
ranges for random effects with 0.25 variance approximately. Recall+ 
effects have a heteroscedasticity pattern with increasing ranges from 
0.2 for 𝑐ℎ𝑏09 to over 0.2 for 𝑐ℎ𝑏14. Regarding centrality associated 
to normality,  random effects for the GMM estimating Recall+ are 
symmetric and also have 𝑐ℎ𝑏14 having extreme effects. Unlike effects at 
state level, a Grubbs test does not detect this case as an outlier (𝑝-value 
=0.9761) and the effects for the whole population significantly deviate 
from normality according to a Shapiro–Wilkinson test (p-val=0.01). 
To identify subpopulations, a K-means clustering with K=2 was ap-
plied to Recall+ random effects. K-means clustered random effects into 
two subpopulations: Subpopulation1 with {𝑐ℎ𝑏01-𝑐ℎ𝑏07, 𝑐ℎ𝑏09-𝑐ℎ𝑏11, 
𝑐ℎ𝑏17-𝑐ℎ𝑏19 and 𝑐ℎ𝑏22-𝑐ℎ𝑏24 } and Subpopulation2 with cases {𝑐ℎ𝑏08, 
𝑐ℎ𝑏12-𝑐ℎ𝑏16 and 𝑐ℎ𝑏20-𝑐ℎ𝑏21}. The random effects of two GMMs us-
ing the Gamma distribution adjusted for each subpopulation did not 
significantly deviate from normality according to a Shapiro–Wilkinson 
(p-val>0.05).

Recall- random effects distribution is also asymmetric and has 𝑐ℎ𝑏09
subject with extreme values. A Grubbs test (p-val = 0.02331) confirms 
𝑐ℎ𝑏09 as an outlier case and, thus, it will be excluded from the further 
analysis. A Shapiro–Wilkinson test on the remaining population rejects 
the normality hypothesis with p-val<0.001. To identify subpopulations, 
a K-means clustering with K=2 was applied to Recall- random effects. 
The k-means clustered random effects into two subpopulations: Subpop-
ulation1 with {𝑐ℎ𝑏01, 𝑐ℎ𝑏02, 𝑐ℎ𝑏03, 𝑐ℎ𝑏04, 𝑐ℎ𝑏07, 𝑐ℎ𝑏08 and 𝑐ℎ𝑏15-𝑐ℎ𝑏23,} 
and Subpopulation2 with cases {𝑐ℎ𝑏05, 𝑐ℎ𝑏06 and 𝑐ℎ𝑏10-𝑐ℎ𝑏14}. The 
random effects of two GMMs in Gamma scale adjusted for each sub-
population did not significantly deviate from normality according to a 
Shapiro–Wilkinson (p-val=0.9). 

Table  7 reports the models estimated for each Recall- (on top) and 
Recall+ (on bottom) subpopulations. For Recall-, CI ranges for Sub-
population2 are lower than ranges for Subpopulation1 for all models 
with no significant differences among performance on Subpopulation2. 
This identifies Subpopulation2 cases as having potentially unusual 
heterogeneous interictal patterns. It is worth noting that, although 
non-significant (p-val=0.06), the LSTM method performs better than 
the remaining ones with ranges closer to the one achieved for Sub-
population1. Subpopulation1 Recall- CI ranges are similar to the ones 
estimated at state level with mid fusions (M2 and M5) being signif-
icantly better, M3 and M4 significantly worse and M1 and M6 with 
similar mid performance. This suggests that Subpopulation1 has highly 
homogeneous non-ictal patterns. For Recall+, all methods also perform 
worse in Subpopulation2, but differences in CI ranges are larger than 
for non-ictal detection. This not only identifies Subpopulation2 as 
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having larger variability in ictal patterns, but also indicates the higher 
heterogeneity of epileptic seizures in comparison to non-ictal intervals. 
This is also reflected in Subpopulation1 CI ranges, which are closer 
to the ones obtained for Subpopulation2 in Recall- than to the top 
Recall- ranges of Subpopulation1. Regarding models performance, con-
catenation (M1 and M2) and weighted averages (M3 and M6) perform 
significantly better in Subpopulation1, while M1 is the best performer 
in both subpopulations.

5. Discussion and conclusions

5.1. Models’ performance

Across-level comparisons confirm that window-level results are 
over-optimistic (Accuracy ≈ 0.99, Sensitivity ≈ 0.99 and Specificity 
≈ 1.00) due to the lack of independence between train and test 
sets, confirming the need for higher-level validation schemes. On the 
contrary, state and subject-level splits yield more realistic performance 
estimates, with drops in metrics to Accuracy ≈ 0.91, Sensitivity ≈ 0.75 
and Specificity ≈ 0.95 at state level and Accuracy ≈ 0.91, Sensitivity 
≈ 0.60 and Specificity ≈ 0.91 at subject level. Notably, all models 
exhibited substantial variability in detecting seizure patterns, both 
across subjects in generalist models (Table  6) and intra-subject in 
personalized models (Table  4). This variability exhibits an increasing 
tendency across generalization levels, rising from 0.00 at window level 
to 0.24 at state interval level and up to 0.32 at subject level. At this 
last level, non-seizure detection also exhibits a substantial increase 
in variability, even for the most stable methods (M1,M2) from 0.00 
and 0.04 at, respectively window and state interval levels to 0.17 at 
subject level. These findings highlight the challenges of generalizing to 
unseen conditions and the need for independence between train and 
test samples.

Regarding fusion architectures, the best performers are those ap-
proaches learning representation spaces that take into account channel-
wise information. Fusions based on non-trainable averages summarize 
channel information into a single projection representation vector. 
Being projections some valuable discriminative information might be 
lost in the process. CAT considers the information of all channels 
independently to compute the representation vector and, thus, the 
network can learn and preserve a combination of more discriminative 
features. MW-AVG computes trainable averages independently for each 
dimension and channel and, thus, it can also learn more discriminative 
features. This potential loss of information in representations based on 
projections has a negative impact on the performance of architectures 
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Fig. 3. Comparison of the methods at Subject Level. Visual analysis of random effects normality estimated for Recall- (left) and Recall+ (right) GMMs. For each 
plot, 𝑦-axis represents each subject and 𝑥-axis are confidence intervals for the estimated deviation (conditional modes) of each subject from the estimated metric 
average.
Table 7
Comparison of the methods. Regression Models (significant effects shaded) at Subject 
Level.

Recall–

Subpopulation1 Subpopulation2

Models coefficient p_val 95% CI coefficient p_val 95% CI
M1 −2.05e+00 – (0.96,0.98) −1.06e+00 – (0.61,0.85)
M2 −1.45e-01 <0.001 (0.98,1.00) −2.63e-01 0.25 (0.73,0.91)
M3 1.36e-01 <0.001 (0.94,0.97) −6.28e-02 0.78 (0.64,0.87)
M4 1.83e-01 <0.001 (0.93,0.96) 2.31e-01 0.31 (0.49,0.79)
M5 −1.40e-01 <0.001  (0.98,1.00) −1.83e-01 0.42 (0.70,0.90)
M6 4.79e-02 0.27 (0.95,0.98) −4.26e-01 0.06 (0.78,0.94)

Recall+

Subpopulation1 Subpopulation2

Models coefficient p_val 95% CI coefficient p_val 95% CI
M1 3.71e-01 – (0.75, 0.92) 6.09e-01 – (0.30, 0.67)
M2 1.07e-02 0.39 (0.74, 0.90) 1.77e-01 <0.01 (0.01, 0.48)
M3 2.24e-02 0.08 (0.72, 0.88) 1.37e-01 0.01 (0.11, 0.52)
M4 2.85e-02 0.03 (0.71, 0.86) 8.44e-02 0.08 (0.19, 0.57)
M5 5.08e-03 0.68 (0.74, 0.91) 1.08e-01 0.03 (0.16, 0.55)
M6 4.98e-02 <0.01 (0.68, 0.83) 2.72e-01 <0.01 (0.00, 0.38)
(M3, M4) using averages with common weights for all channels. On 
the other hand, CAT (either at input level, like M1, or feature one, 
like M2) and MW-AVG (M5) with channel-wise weights are able to 
learn discriminant representation spaces which are significantly better 
for, both, personalized and generalist population models. The channel 
fusion using temporal information (M6) exhibits more stable Recall- 
metrics, with higher values for the subpopulation having more variabil-
ity in interictal intervals. This suggests adding temporal information to 
channel-wise combinations.

We would like to highlight that performance of these low com-
plexity models compares to SoA methods based on more complex 
architectures, including transformer-based [25], a CNN squeeze-and-
excitation modules, EEGNET [26], Wei-CNN [27], and CNN-LSTM [28]. 
Specifically, the comparison using leave-one-patient-out scheme on 
CHB-MIT cases reported in show that results of specificity and sensi-
tivity have moderate average values of, respectively, 0.86 and 0.79 for 
top performers that agree to the ranges achieved by our best fusion 
models (0.9+/−0.17, 0.77+/−0.22 for M1). This comparison suggests 
that appropriate fusion strategies with shallow architecture can achieve 
good results with less computational cost and data burden for training.

We would also like to note that ictal 80% window overlap used 
to compensate data unbalancing does not affect our conclusions on 
performance. Although, overlap might inflate ictal metrics at window 
9 
level, this data partition already violates independence between train 
and test sets, introducing data leakage, and, thus, it always gives 
over-optimistic metrics, independently of window overlap. Another 
important remark is that partitions at state and subject levels prevent 
data leakage between overlapping windows, so that metrics are not 
inflated by their overlap. Our analysis does not depend on absolute 
quantities; rather, it focuses on their comparison across hierarchical 
levels. Given that such overlap is applied at all levels, it does not alter 
nor invalidate our findings and conclusions about generalization and 
over-optimistic data splits.

Finally, while we have used as benchmark examples end-to-end 
deep learning models processing EEG raw signals, classical feature-
based approaches (e.g., entropy/complexity indices, spectral/parame-
tric modeling) often provide physiologically interpretable markers of 
neural organization and variability. In this context, the proposed vali-
dation framework is representation-agnostic and can equally evaluate 
feature-engineered pipelines [49] that aim to explain neural dynamics.

5.2. Subpopulation analysis

The analysis of GMM random effects for seizure detection, identified 
a subpopulation of 8 subjects ({𝑐ℎ𝑏08, 𝑐ℎ𝑏12-𝑐ℎ𝑏16 and 𝑐ℎ𝑏20-𝑐ℎ𝑏21}), 
representing 29% of the cases, having ictal patterns so different from 
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the remaining population as to drastically drop performance of general-
ist models. Inclusion into models’ training of ictal intervals from these 
cases increased performance of all fusion approaches (with more than 
0.9 of average recall for models M1, M2 and M5), with the exception 
of the case 𝑐ℎ𝑏14 which remain with a low detection rate. The analysis 
of GMM random effects for seizure detection, identified this case as 
an outlier of extreme low performance in personalized models. This 
indicates that 𝑐ℎ𝑏14 ictal patterns might be significantly different from 
the remaining population, but also might have a significant inter-state 
variability difficult to model even using personalized approaches. The 
remaining subjects can be considered a compact population with uni-
form variability in seizure patterns, given that random effects modeling 
inter and intra subject variability followed a normal distribution.

Surprisingly, our GMM analysis identified two subpopulations in 
the detection of interictal patterns for, both, personalized (state level 
analysis) and population (subject level analysis) approaches. At both 
levels one of the subpopulations (the one labeled Subpopulation1) 
presented high homogeneity of non-ictal patterns with average metrics 
above 0.99 for top performers. Average performances for Subpopula-
tion2 drastically drop with an increase in standard deviations indicating 
high inter and intra subject variability in interictal periods. As expected, 
the Subpopulation2 for personalized models (𝑐ℎ𝑏06, 𝑐ℎ𝑏13, 𝑐ℎ𝑏05, 𝑐ℎ𝑏08
and 𝑐ℎ𝑏01) was smaller than for population ones (𝑐ℎ𝑏05, 𝑐ℎ𝑏06 and 
𝑐ℎ𝑏10-𝑐ℎ𝑏14). Only 3 cases (𝑐ℎ𝑏05, 𝑐ℎ𝑏06 and 𝑐ℎ𝑏13) belong to Sub-
population2 at, both, personalized and population levels, indicating 
an interictal variability difficult to model even for personalized ap-
proaches. Also, the analysis identified 𝑐ℎ𝑏09 and 𝑐ℎ𝑏08 as outliers for, 
respectively, personalized and population models.

Finally, an analysis across the subpopulations with higher vari-
ability in patterns identifies the following cases with heterogeneous 
patterns especially difficult to model. Cases 𝑐ℎ𝑏12, 𝑐ℎ𝑏13 and 𝑐ℎ𝑏14 have 
ictal and interictal patterns so different from the remaining population 
that cannot be modeled by generalist approaches. Cases 𝑐ℎ𝑏05, 𝑐ℎ𝑏06
and 𝑐ℎ𝑏13 have high inter and intra subject variability in non-ictal 
patterns and so has 𝑐ℎ𝑏14 for ictal periods. These cases are difficult to 
model even for personalized approaches.

Our findings of population subtypes are supported by recent liter-
ature conducting patient-specific analysis using different approaches 
(including non-linear dynamics [50], Wavelets [51], ensemble ML mod-
els [52], convolutional attention modules for channel fusion [53], 
GANs [54] and LSTM [55]). Like our GMM, the work in [51] also 
identified 𝑐ℎ𝑏13 as being a especially bad case. In [52] cases 𝑐ℎ𝑏05, 
𝑐ℎ𝑏06, 𝑐ℎ𝑏08, 𝑐ℎ𝑏09, 𝑐ℎ𝑏10, 𝑐ℎ𝑏13, 𝑐ℎ𝑏14 and 𝑐ℎ𝑏16 had a substantial 
increase in false positive rate in population models. All these cases were 
identified by our GMM as having complex interictal (5/6, 80%) or ictal 
(4/8, 50%) periods difficult to model. The analysis in [53] also detects 
an increase in false positives for 𝑐ℎ𝑏08 and 𝑐ℎ𝑏10. In [50], cases 𝑐ℎ𝑏06, 
𝑐ℎ𝑏08 are also worst performers. The methods for seizure forecasting 
reported in [54] show systematic low performance for 𝑐ℎ𝑏02, 𝑐ℎ𝑏09, 
𝑐ℎ𝑏10 and 𝑐ℎ𝑏14, which GMM detects 3/4 (75%) of them. Finally, 
in [55], cases 𝑐ℎ𝑏14 and 𝑐ℎ𝑏18 achieve the lowest seizure prediction 
metrics. Considering cases having low metrics in at least two SoA 
methods as the most difficult ones, our GMM was able to detect all of 
them. In particular, 𝑐ℎ𝑏14 which is detected by our analysis as a difficult 
case for, both, ictal and interictal periods coincides with 5/6 of the SoA 
methods.

The diversity in populations detected in this study has also a neu-
rophysiological basis. Electrical recordings from people with epilepsy 
often show isolated epileptiform discharges between seizures known 
as Interictal Epileptiform Discharges (IEDs). IEDs are large intermit-
tent electrophysiological events observed between seizures that exhibit 
multidien variation in their frequency that correlates with seizure like-
lihood. These abnormal neuronal oscillations reflect specific dynamic 
changes in network excitability, play various roles in epilepsy and their 
diversity suggests a sub-type classification of epileptic patients based on 
interictal patterns [56]. Aura Analysis
10 
In our particular case, subpopulation groups can be associated to an 
heterogeneity in patients’ age, being those belonging to the subpopula-
tions with a drop in performance significantly younger for interictal 
groups at, both, subject and state levels. For interictal variability, 
the average ages of the patients subpopulations at subject-level are 
5.94 (95%CI of (2.53, 9.34)) and 12.13 (95%CI of (9.20, 15.06)) for 
respectively, SubPopulation2 and SubPopulation1 and 5.94 (95%CI 
of (2.53, 9.34)) and 12.13 (95%CI of (9.20, 15.06)) for respectively, 
SubPopulation2 and SubPopulation1 detected at state level. A one-
sided T-test for independent samples was significant in both cases with 
p-values equal to 0.0029 and 0.0093 for, respectively, subject and state 
subpopulations. For interictal variability at state level the average ages 
of the patients are 7.44 (95%CI of (3.27, 11.60)) and 11.33 (95%CI 
of (8.17, 14.49)) for respectively, SubPopulation2 and SubPopulation1. 
Although, according to one-side T-test for independent samples, these 
differences were not significant (p-val equal to 0.0544), the patients in 
SubPopulation2 are also younger.

These findings provide a clinical interpretation of our statistical 
population analysis and encourage its use in the implementation of 
improved personalized models

5.3. Use case limitations

First, we would like to clarify that the goal of this work is to 
present a hierarchical statistical validation framework of signal-based 
ML applications using GMMs. Epilepsy detection was selected as a clin-
ically relevant use case, since it is one of the most extensively studied 
EEG applications with public datasets available for benchmarking. In 
this context, several DL methods for the integration of multi-channel 
EEG data were tested to highlight how misleading validation strategies 
can inflate results, and how our proposed framework provides a more 
rigorous assessment. Our aim was to demonstrate the validity and 
utility of our hierarchical validation framework in a well-established 
benchmark task, not to focus on methods for the detection of any 
particular pathology (epilepsy) or single/multi channel analysis

Our final decision to use CHB-MIT was motivated by its status of 
being one of the most popular datasets used to validate ML/DL models 
for automatic seizure detection in multi-channel problems [57]. Al-
though relatively small in size and dated, it still has enough variability 
in patients and data to conduct analysis using DL methods compared to 
other datasets. Also, its extensive use enables direct comparison with 
previous studies and, as extensively discussed in the paper, allows us to 
highlight how validation choices critically affect reported performance 
and compare our findings to other subject-specific analysis. A recent 
review shows that Bonn and CHB-MIT EEG datasets are used the most 
to validate deep learning models for automatic seizure detection [57]. 
In particular, recent DL works [25,58,59] also perform their analysis 
only on this last data set, which validates our choice and should reduce 
the concerns about generalization of our findings

Regarding the choice of the DL models, we would like to emphasize 
that, while they do not explicitly estimate inter-regional coupling mea-
sures such as coherence or state synchrony, they process multi-channel 
EEG as a joint input and learn integrated feature representations across 
electrodes. For this reason, they should be considered multi-channel ap-
proaches, albeit of the ‘‘fusion’’ type rather than the ‘‘interaction-based’’ 
type.  Being implicit fusion of channels might limit interpretability 
of inter-regional relationships (e.g., coherence, synchrony). Therefore, 
future studies should pair the framework with explicit connectivity 
or complexity features to examine whether interpretable channel in-
teractions improve robustness and clinical insight. Another important 
remark is that the proposed hierarchical validation is broadly appli-
cable to any EEG feature extraction paradigm because the framework 
operates at the level of validation design and statistical inference, 
independent of the specific features used.
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6. Conclusions

Summarizing, this study proposes a hierarchical validation protocol 
that spans window, state, and subject levels, offering insights into the 
reproducibility of models under realistic conditions. As well, evidences 
that can exist subpopulations within EEG datasets that significantly 
impact model performance, emphasizing the need for tailored solutions 
in clinical applications. The main conclusion is that while AI methods 
achieve high performance under constrained settings (e.g., window-
level analysis), their generalization to new subjects and conditions 
remains limited. By systematically addressing these challenges, the 
proposed framework provides a foundation for developing clinically 
viable AI systems for EEG analysis. We would like to emphasize that 
our methodological contribution is the validation framework itself, not 
new EEG representation/model. Model families are illustrative testbeds 
of the validation framework and not the target of our innovation.

There are some points of this work that could be improved. This 
study relies only on the CHB-MIT database, which potentially could 
limit generalizability. We plan to incorporate other public databases, 
like TUH EEG Seizure Corpus or EPILEPSIAE, to validate the framework 
across datasets with different demographics. The applicability of our 
framework would also benefit if we applied it to EEG data recorded 
with other neurological conditions (like cognitive workload or sleep 
apnea). Still, we consider that the experiments and discussion carried 
out are enough to validate the potential of our framework for the 
assessment of the personalization level required for systems analyzing 
cognitive states in EEG signals.

The proposed hierarchical validation is broadly applicable to any 
EEG feature extraction paradigm (including dual-channel coherence, 
inter-hemispheric synchrony, and multi-channel connectivity analyses) 
because the framework operates at the level of validation design and 
statistical inference, regardless of the specific features used. Future 
work will extend this framework to dual- and multi-channel analy-
ses, particularly for conditions where functional connectivity or hemi-
spheric asymmetries are key (e.g., ADHD, emotional dysfunctions). Fu-
ture extensions of our framework may also combine fusion-based repre-
sentations with explicit connectivity features,  entropy/complexity de-
scriptors and autoregressive/spectral parametrics as inputs to shallow 
classifiers [49] to further enrich the modeling of spatial dependencies 
across cortical regions

The proposed subpopulation analysis is a valuable tool, not only 
for the implementation of improved ML/DL models but also for an 
enhanced personalized clinical diagnosis and treatment of patients. If 
distinct EEG-defined subgroups are shown to correlate with differen-
tial responses to pharmacological or neuromodulatory interventions, 
clinicians could tailor therapeutic strategies accordingly, thereby re-
ducing reliance on trial-and-error approaches and improving patient 
outcomes. EEG-based subpopulation detection could also contribute to 
prognostic assessments, as certain electrophysiological subtypes may 
be associated with differential disease trajectories, risk of relapse, or 
likelihood of treatment resistance. Finally, these subpopulation-specific 
signatures may function as biomarkers of treatment response, disease 
progression, or relapse risk, thereby enabling phenotypic stratifica-
tion and supporting precision medicine approaches. In this context, 
since previous studies have shown that entropy and complexity-based 
EEG measures reflect neural system heterogeneity and organizational 
changes across populations, deep analysis of the connection between 
the observed inter-subject variability and underlying differences in EEG 
signal complexity will be performed as future valuable work. 
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