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Abstract

Ordinal classification addresses prediction tasks where class labels have a natural order
but are not necessarily equally spaced. While traditional approaches typically assume sym-
metric misclassification costs, many real-world applications exhibit asymmetric, label-
dependent penalties. This paper extends previous work on Bayes-optimal decision rules
for ordinal classification under symmetric loss (Delgado, 2025) to this more general, cost-
sensitive setting. Within a unified decision-theoretic framework, we formalize the inter-
play between three fundamental components of classification: the loss function, which en-
codes misclassification severity; the scoring rule, used to evaluate probabilitic predictions
and shown here to satisfy regularity and properness; and the decision criterion that maps
predictive distributions to class labels. We prove that the proposed scoring rule coincides
with the expected loss up to a change of sign —a result of independent interest— and we
explicitly characterize sufficient structural conditions under which the resulting decision
criterion is well defined and Bayes-optimal. Special attention is given to the interval-scale
case, where class distances are explicitly incorporated into the loss, the score, and the deci-
sion rule. We show that, depending on the structure of the loss function, Bayes optimality
may hold either globally or locally in the space of predictive probability distributions.
Empirical results on two real-world datasets, covering both interval-scale and fully ordinal
cost-sensitive scenarios and different classifier families, illustrate the practical implications
of the proposed approach.
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CRPS Continuous ranked probability score (Sect. 1)

DC Discrete convexity (Definition 3)

MAE Mean absolute error (Remark 4)

w-MAE Omega-weighted Mean Absolute Error (Remark 4, Equation (6))

MAP Maximum a posteriori. Bayes-optimal decision under 0—1 loss (Sect. 1)
MTh Multi-thresholding meta-algorithm (Delgado et al., 2024) (Sect. 1)
OCA Order-compatibility assumption (Definition 5)

Ord-MAP Ordinal Maximum A Posteriori rule (Delgado et al., 2024, Sect. 1)
w-0Ord-MAP  Omega-weighted Ordinal Maximum A Posteriori rules (Sect. 3)

1 Introduction

Ordinal classification (also known as ordinal regression) is a branch of supervised learning
that addresses tasks where the target variable represents discrete categories with a natural
order —unlike in the nominal setting, where no such ordering exists. This type of problem
frequently arises in real-world applications such as medical diagnosis, socioeconomic anal-
ysis, and quality evaluation. A typical example involves Likert-type scales (Likert, 1932),
which commonly comprise 3, 5, or 7 points that respondents use to indicate their degree of
agreement or disagreement with a given statement. These scales are widely used in domains
such as sentiment analysis, satisfaction surveys, opinion mining, and information retrieval,
especially in recommender systems (Pang and Lee, 2008).

Likert-type scales typically assume uniform spacing between successive categories.
However, this assumption can be overly restrictive —particularly in interval scale scenarios,
where class labels remain ordered but are separated by uneven intervals (Binotto and Del-
gado, 2025), or whenever a cost-sensitive approximation to misclassification is required. A
simple illustration is offered by many digital-content platforms that gauge user preference
using just three options: “Not for me”, “I like it”, and “I love it”. In this case, the psychologi-
cal gap between the first and second categories is clearly larger than that between the second
and third, so the classes are not equally spaced.

To address such asymmetries, Garcia-Lapresta and colleagues (Garcia-Lapresta and
Pérez-Roman, 2015; Garcia-Lapresta et al., 2018; Garcia-Lapresta and Pérez-Roman, 2018)
introduced the Ordered Qualitative Scales framework, which incorporates expert-elicited
notions of ordinal proximity between adjacent categories in the context of unbalanced
qualitative scales. Since these proximities are based on informed yet inherently subjective
judgments, the authors explore aggregation procedures to combine expert opinions on the
relative distances between linguistic terms in ordered qualitative scales. In contrast, our work
assumes that the distances between classes are already known —either objectively deter-
mined or subjectively assigned but treated as reliable. These distances may vary depending
on the specific pair of classes, rendering standard ordinal classification approaches inad-
equate. It is in this setting that our framework is developed.

In a related vein, Delgado et al. (2024) proposed the Multi-Thresholding (MTh) meta-
algorithm, a cost-sensitive strategy at the output level that adjusts predicted class prob-
abilities according to pre-specified misclassification costs —typically provided by domain
experts, as in their medical case study— and selects the class with the highest adjusted value.
While MTh represents a promising step toward incorporating label-dependent misclassi-
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fication costs in ordinal classification, it does not offer a fully integrated or theoretically
grounded solution.

In this paper, we adopt a different and more comprehensive approach by extending the
research introduced in Delgado (2025) —originally developed for ordinal classification with
equally spaced classes— to a more general setting in which class labels are ordered but
not necessarily equidistant. Specifically, we address ordinal classification under label-
dependent misclassification costs: that is, when the penalties associated with classification
errors vary according to the involved classes. Rather than proposing a heuristic adjustment
of existing decision rules, we develop a fully decision-theoretic framework in which the loss
function, the scoring rule, and the decision criterion are derived and aligned consistently.

Our aim is, thus, to make explicit the intrinsic relationship among several fundamental
components of the classification process, which are often implicitly conflated but play con-
ceptually distinct roles in a decision-theoretic framework. Specifically, we distinguish the
following elements:

(a) the loss function, which is part of the problem specification and encodes the misclas-
sification cost structure, quantifying the severity of different types of errors;

(b) the scoring rule, which evaluates the quality of the predicted probability distribution
and determines which probabilistic forecasts are optimal during model training (we
refer to its value as score); and

(c) the decision criterion, which maps a predictive probability distribution to a single class
label and is Bayes-optimal with respect to the chosen loss function.

In addition, we consider a fourth element:

(d) the performance metric, used for empirical evaluation, which quantifies discrepancies
between predicted and observed class labels and should remain consistent with the loss
function underlying the decision rule.

The main contribution of this work is to characterize how these elements must be aligned in
ordinal classification problems with label-dependent misclassification costs, and to derive
the corresponding Bayes-optimal decision rule.

In ordinal classification, the relative positions of the classes determine the severity of
misclassification errors: predicting a class close to the true label typically incurs a smaller
cost than predicting a distant one. Such asymmetries cannot be represented under the 0—1
loss used in nominal classification and require loss functions that explicitly encode the
ordering and spacing of the labels. These “distances” are not properties of the predictors but
are encoded in the loss function, reflecting domain-specific misclassification costs.

In this setting, the Bayes decision rule that incorporates these costs is not a post-hoc
adjustment but the statistically optimal criterion, as it minimizes the expected loss under the
relevant cost structure. The predictive distribution produced by the classifier must thus be
combined with an appropriate loss function to obtain a decision rule that fully respects the
ordinal structure of the labels.

We emphasize that in this work we do not address the construction of the probabilistic
classifier itself —a topic investigated, for instance, by Suarez et al. (2021) and Alcacer et al.
(2024) in the context of standard ordinal classification. Rather, we take the probabilistic out-
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put of a classifier as given and focus on identifying the decision rule that best suits ordinal
classification when misclassification losses are label-dependent.

The decision criterion (component (c)) is typically derived as the Bayes-optimal deci-
sion rule, which minimizes the expected loss (component (a)) with respect to the predicted
class distribution. Formally, we observe training pairs of (X, Y'), where X denotes the
feature vector, and Y is the ordinal class label, taking values in {1,..., r}, with r > 2.
Given that X = x, the classifier produces a predictive (a posterior) probability distribution
p(x) = (p1(x), ..., pr(x)) over the classes {1, ..., r}, and the aim is to select a class label
that minimizes the expected loss under the chosen misclassification cost structure. In gen-
eral, given a loss function A and a probability distribution p = (ps,..., pr), the Bayes-
optimal decision £* is given as:

T
k* = i A, k) ps
argkzm}'r_},rzl (7, k) P »

iz

where A(j, k) is the loss associated to misclassify as belonging to class & an item which
actually is of class j. In the nominal (unordered) setting, the most commonly used loss
function is 0—1 loss, which assigns a unit penalty to any misclassification, regardless of the
classes involved. The corresponding Bayes-optimal decision rule is the well known MAP
(maximum a posteriori) criterion, which selects the class with the highest posterior prob-
ability —that is, the mode of the distribution. This decision rule also maximizes the Brier
score. The consistence among these components —loss function (0—1), Brier score, and
MAP— has established a solid theoretical foundation for nominal classification (Section
2.2 Delgado (2025)).

In the ordinal setting with equally spaced classes, a natural loss function is the absolute
error, which penalizes errors proportionally to the distance between true and predicted
classes (component (a)). Under this loss, the Bayes-optimal decision rule is the Ord-MAP
criterion introduced in Delgado (2025) (component (c)), which selects the median of the
posterior distribution —specifically, the first class whose cumulative probability exceeds
0.5. This rule is tailored for ordinal data, as it also maximizes a discrete version of the
Continuous Ranked Probability Score (CRPS), a scoring rule (component (b)) that takes
into account the inherent ordering of the classes by leveraging the cumulative distribution
function and rewarding predictions that concentrate probability mass near the true label. By
aligning the absolute error loss, a proper ordinal scoring function, and an appropriate deci-
sion rule, Ord-MAP (Ordinal Maximum A Posteriori) provides a coherent and informative
alternative to approaches based on nominal classification.

By formalizing the interplay between the loss function, scoring rule, and decision cri-
terion, this paper offers both theoretical insight and practical tools for optimal decision-
making in ordinal classification under label-dependent loss. This generalization not only
deepens the understanding of previous frameworks but also enables more accurate, applica-
tion-aware models in scenarios where class distances are heterogeneous —such as in health
risk levels, satisfaction surveys with uneven perception gaps, or socioeconomic indicators
characterized by unequal transitions between categories.

Throughout the paper, probabilistic inference is treated separately from decision-making.
We assume that a classifier provides an estimated posterior distribution over the ordered
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classes, and we do not modify or constrain this inference step in any way. The contribution
of this work concerns exclusively the decision rule that maps a given posterior distribution
to a single class label once a label-dependent loss function is specified. Figure 1 provides a
schematic overview of the classification pipeline, making explicit the distinct roles played
by the probabilistic prediction stage and the decision-theoretic layer.

These considerations can be made more explicit by examining how the loss function
interacts with the predictive distribution to shape the Bayes-optimal decision. The following
example clarifies this relationship.

Example 1 (Motivating example) Consider an ordinal classification problem with three
ordered classes {1, 2, 3}. Suppose the classifier outputs the predictive probability distribu-
tion p = (p1, P2, p3) = (0.4, 0.3, 0.3), and assume three different scenarios:

(i) Nominal setting with 0—1 loss If we treat the classes as unordered and use the standard
0-1 loss A(j, k) = 1y}, where 14 denotes a function that equals 1 if 4 holds and 0
otherwise, the expected loss incurred when predicting class £ is

3

j=1 ik

The Bayes rule chooses the class that minimizes the expected loss, hence, the class with
maximum probability (the mode). In this case, class 1 since 0.4 = max{0.4,0.3,0.3}.
This is the usual MAP rule.

Probabilistic prediction

Probabilistic

. Predicti
Observed data ! classifier disrterikl)(il tli‘fn
()(7 Y) trained by optimizing
p=(p1,---,pr)

a scoring rule (b)

apply
decision rule

——————————————————————————————————

Predicted
class label
§=k"

Bayes-optimal
decision rule

Evaluation

Y

Performance metric

()

True label
Y

Fig. 1 Conceptual pipeline of ordinal classification: a probabilistic classifier (trained via a scoring rule)
produces a predictive distribution p, which is converted into a point prediction § = k* through the Bayes-
optimal decision rule under a label-dependent loss. Performance is assessed through a metric aligned with
the targeted loss structure
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(i) Ordinal setting with symmetric absolute-error loss If we incorporate the order of the
classes and use the absolute-error loss A(j, k) = |j — k|, the expected loss becomes

R(p,1)=0x%x04+1x0.34+2x0.3=0.9,
R(p,2) =1x04+0x03+1x0.3=0.7,
R(p,3)=2x04+1x03+0x03=11

The Bayes-optimal decision is now class 2, corresponding to the median of the distri-
bution, rather than the mode. This is precisely the Ord-MAP rule (Delgado (2025)).
(iii) Ordinal setting with label-dependent misclassification costs Consider now a label-
dependent loss structure, where errors of misclassifying extreme class 3 are penalized

more heavily. For instance, let

6 ifj=3 k=1
Mg, k)=4 3 if j =3, k=2
|7 — k| otherwise .

The corresponding expected loss is

R(p,1)=0%x044+1x03+6x0.3=2.1,
R(p,2)=1x04+0x03+3x03=13,
R(p,3)=2x04+1x03+0x03=11

In this case, the Bayes-optimal decision is class 3.

Thus, for the same predictive distribution p, the optimal decision is: mode (class 1) under
0-1 loss, median (class 2) under symmetric absolute-error loss, and class 3 under the above
label-dependent loss.

This simple example illustrates that once we move beyond 01 loss, the standard MAP
rule is no longer appropriate: the Bayes decision depends crucially on the loss structure.
The example anticipates the central question addressed in this paper: how to systematically
derive a Bayes-optimal decision rule for ordinal classification when misclassification costs
depend on the specific labels involved. Indeed, the aim of this paper is precisely to formal-
ize the relationship between loss function and Bayes-optimal decision for ordinal problems
with label-dependent misclassification costs, and to show how the Bayes-optimal rule leads
to the w-Ord-MAP (Omega-weighted Ordinal Maximum A Posteriori) criterion introduced
in Sect. 3.

1.1 Organization of the Paper

Section 2 introduces the first two components of the fundamental classification triad: the
label-dependent loss function and the scoring rule. In Sect. 2.3, we establish a key con-
nection between them (Proposition 1), showing that the expected loss and the scoring rule
coincide up to a change of sign. This section also discusses two essential properties of
scoring rules —regularity and properness— with a formal proof of properness deferred to
Appendix Appendix A (Theorem 2). Section 2.2 introduces the global structural properties
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of the loss function that play a central role in the sequel: discrete convexity (DC) and convex
escalation structure (CES).

Section 3 addresses the third element of the triad, namely the decision criterion. It for-
mally introduces the w-Ord-MAP rule and presents the main theoretical result of the paper,
establishing its Bayes optimality (Theorem 1). The proof, given in Appendix Appendix B,
is derived under a local order-compatibility assumption (OCA) between the loss function
and the posterior distribution p. Proposition 2 shows that the global condition (CES) implies
(OCA) for all distributions p. The w-Ord-MAP criterion is illustrated through a toy example
(Sect. 3.1) and further examined in the binary asymmetric setting (Sect. 3.2).

Section 4 focuses on a particularly relevant special case: classification on the interval
scale, where classes are naturally interpreted as numerical intervals. A three-class scenario
is analyzed using two alternative loss constructions: one based on the Hausdorft distance
between intervals (Sect. 4.1) and another based on the cumulated cost of transition between
adjacent classes (Sect. 4.2). Section 5 presents two empirical studies on real-world datasets,
covering both interval-scale and fully ordinal cost-sensitive settings, and different classi-
fier families, to assess the practical implications of the proposed decision rule. Appendix
Appendix C provides complementary sensitivity and diagnostic analyses. Finally, Sect. 6
summarizes the main contributions and outlines directions for future research.

2 Label-Dependent Loss Function and Scoring Rule

In this section, we introduce a generalization of the absolute error loss function that accounts
for label-dependent costs, denoting it by A, (Sect. 2.1). In Sect. 2.3, we also propose a
weighted version of the (discrete) Continuous Ranked Probability Score (CRPS), referred
to as S, which incorporates a class-dependent weighting scheme. We first establish the
connection between these two fundamental components in Proposition 1, and then show
that S,, is a proper scoring rule.

2.1 Loss Function and Its Expectation

Consider an ordinal classification problem with r > 1 ordered classes, labeled as
1 < --- < r. The ordinal nature of the problem becomes meaningful only when > 3. The
loss function reflects the costs of misclassification, which are part of the decision problem.

Through this work, we assume that the loss function satisfies a set of basic assumptions.

Definition 1 (Basic Assumptions) We assume that the loss incurred when the true class is j
and the predicted class is & is defined by a loss function:

Mo(dy k) =wjr, Jk=1,...,r,
subject to the following basic assumptions:

1. Non-negativity: w; > 0 forall j, k € {1,..., r}.
2. Identity of indiscernibles: w;, =0 <= j=kforallj, k€ {1,..., r}.
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3. Monotonicity: wj < wje and wy; < wg; whenever 1 < j <k </ <r, reflecting
increasing penalty as the predicted class moves further away from the true one.

We also introduce the r x 7 loss matrix W = (wj k)j, k=1,....r-
For example, the absolute error loss, defined as w; , = |j — k|, satisfies all these assump-
tions. In addition, it exhibits two properties that are not assumed in our general setting,
symmetry (wj ), = wy ;) and linearity: wjp = wjp +wieif 1 <5 <k < £ < r. We also do
not assume the triangle inequality: w; ¢ < wj + w ¢, which would be required if A, were
a proper distance metric —a property we do not require, though it may hold in specific cases.
Given a loss function A, and a probability distribution p = (p1, ..., p,) over the classes
with p; > 0 and Z:zl p; = 1, representing the posterior probabilities output by a classifier,
the expected loss incurred when predicting class £ is:

J=1 J=1

#k

This quantity represents the expected penalty under A,, when the classifier predicts class £
and the true class is j with probability p;.

We emphasize that choosing a loss function is an integral part of statistical decision
theory: once A, is specified, the notion of error changes accordingly. The classification that
minimizes the expected loss R, is therefore the Bayes-optimal rule for this problem, in
exactly the same sense in which the MAP criterion is optimal for the 0—1 loss.

2.2 Global Structural Properties of the Loss Function

Throughout the paper, we make a clear distinction between global structural properties of
the loss function, which depend solely on A, and local compatibility conditions, which
involve both the loss function and the predictive probability distribution p, and determine
whether the decision rule is well defined for a given p. We now introduce and formalize the
former through two different structural properties.

Although both formalize the idea that misclassification errors become increasingly
severe as the predicted class moves farther away from the true one, the key distinction lies
in the level at which this escalation is enforced, as we will explain below.

1. Convex escalation of misclassification costs The first global structural property estab-
lishes that the marginal cost of moving one additional step away from the true class is
nondecreasing with distance from this class, so that errors involving farther classes are
penalized increasingly more severely.

Definition 2 (Convex Escalation Structure (CES)) A loss function A, is said to satisfy the
Convex Escalation Structure (CES) if, for each true class j, the incremental costs along each
row of the loss matrix W, w; 41 — w;r and w; — wj x—1, are nondecreasing as k moves
away from j on either side.
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Note that (CES) is a row-wise property of the loss matrix: for each fixed true class j (row),
it requires the marginal loss increments to be nondecreasing as the predicted class moves
away from column j along the row. Importantly, these increments may depend on the spe-
cific true class, allowing different escalation patterns across rows of the loss matrix.

In contrast to (CES), which enforces convex escalation conditional on the true class, the
stronger property below enforces convex escalation uniformly across classes by requiring
the loss to depend only on the ordinal distance.

2. Discrete convexity of distance-based losses Misclassification severity can be modeled
through an ordinal, additive global cost structure that generalizes the equally spaced
classes setting viewing misclassifying from j to k as a sequence of unit steps across
adjacent classes, in which the severity of each elementary step could be encoded by a
nonnegative function of the ordinal displacement. A simple and principled choice is to
let

wik = g(lj — k)
where g : {0,...,7 — 1} — R, the generating function, is an increasing and dis-

cretely convex function of the distance |j — k|. (Note that it depends on j and k only
through the distance |j — k).

Definition 3 (Discrete convexity (DC))A function g defined on the integers is said to be
discretely convex (DC) if g(0) = 0 and its second-order finite differences are nonnegative,

A?g(h) = g(h+2) = 2g(h+1)+g(h) > 0,
which is equivalent to nondecreasing forward increments,

g(h+2) —g(h+1) = g(h+1) —g(h).
Typical examples are

Linear: g(d) = d, corresponding to the absolute error loss.
Quadratic: g(d) = o d? with a > 0.

Hybrid: g(d) = d + o d? with a > 0.

Exponential (soft): g(d) = p? — 1 with p > 1.

Cumulated increments: g(d) = Zf:_ol d;, with §p < &1 < ---, natural when each ad-
ditional step adds at least as much cost as the previous one.

One may also allow for asymmetric costs by specifying two discretely convex functions gy,
and gr, and defining
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so that g;, and gr take as argument a nonnegative displacement or distance, and thereby
accommodating situations where underestimation and overestimation have different sever-
ities, while preserving convex escalation of the loss on each side of the true class (e.g.
gr.(d) = 2d? and gr(d) = d?, penalizing more underestimation).

Strictly speaking, discrete convexity (DC) is a property of the generating function. How-
ever, by a slight abuse of language, we will say that the loss function )\, satisfies (DC)
whenever it is distance-based and admits a representation of the form

gr(j —k) ifj >k,

9(l7j — k|) (symmetric case),
wjk = ' . . .
gr(k—j) irj<k,

where the generating function g (or g;, and gr in the asymmetric case) is discretely convex.

Remark 1 In contrast to (CES), discrete convexity (DC) imposes a stronger global structural
constraint: the loss is assumed to depend only on the ordinal distance |j — k| through a
single discretely convex function. As a consequence, all rows of the loss matrix share the
same convex profile, up to translation, and the escalation of misclassification costs is uni-
form across classes.

Therefore, (DC) can be seen as a homogeneous, distance-based specialization of (CES).
While every discretely convex loss satisfies (CES), the converse does not hold, as (CES)
allows for class-dependent escalation patterns. Schematically,

(DC) = (CES) but (CES) #= (DQC)
2.3 Scoring Rule

Savage (Savage (1971)) introduced the general concept of scoring rule, laying the theo-
retical groundwork for evaluating probabilistic forecasts. That work emphasized the impor-
tance of coherent probability assessments in both decision-making and statistical inference.
A scoring rule assigns a numerical value (a score) to a probabilistic forecast, which typically
takes the form of a distribution p = (p1,..., p,), based on the observed (true) outcome.
The goal is to assess the quality of the forecast: the better the forecast aligns with the actual
outcome, the better the score.

In this context, we introduce a scoring rule S,,, which is a weighted version of the (dis-
crete) Continuous Ranked Probability Score (CRPS). For simplicity, we will sometimes
refer to S, itself as “the score” when no ambiguity arises. This scoring rule incorporates a
class-dependent weighting structure derived from a general loss function and is inspired by
the classical discrete CRPS score, which is defined as:

- 1 ifk<t

2
S k) == ((pl + At pe) - 1{kse}) where 1p<gy = { 0 otherwise. (2
=1

Then, we can rewrite
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k—1 r
Spk)==> (pr+-+p)* =Y (prr1+-+pr)?
=1 =k
k—1 ¢ r r (3)
=) =Y )
=1 j=1 =k j=0+1

In the above and all subsequent expressions, it is understood, as is customary, that any sum-
mation whose upper bound is smaller than its lower bound vanishes.
Building on this formulation, we define the weighted version as follows.

Definition 4 (The S,, score) Given a probability distribution p = (p1, ..., p.), a loss func-

tion A,,andaclass k =1,..., r, the S, score is defined by:
k—1 4 r r
Su(p, k) = — (Z(wﬂ+l - wjé)?j) -y ( D (wie— wje+1)pj> : 4)
=1 j=1 t=k j=0+1

This quantity can be interpreted as the reward assigned to the quoted probability distribution
p when the actual class is &, under the loss function A,,. It extends the CRPS by integrating
label-dependent costs into the scoring rule, through weights applied to the non-true-class
probabilities p; (j # k), defined as local increments of the loss function.

Remark 2 1If the loss function is the absolute error loss, i.e., w; ; = [¢ — j|, the score simpli-
fies to:

k—1 L T T r
Su(p, k) = — (ij) *Z( > pj) :*Z‘(ler'--anz)*l{kge} :
=1 j=1 =k j=t+1 =1

This corresponds to a variant of the CRPS that uses absolute differences (¢;-norm) instead
of the usual squared differences (¢/2-norm). We refer to this variant as 5% Since the ¢; and
{2 norms are topologically equivalent in finite-dimensional spaces, we can relate this variant
to the standard CRPS as follows:

1/2

(=S, k)P < 80 (p, k) < —(— S(p, k)

The following result provides an alternative expression for the score S,, and establishes
its equivalence, up to a sign change, with the expected loss R,,, introduced earlier in (1).
This identity is particularly useful, as it facilitates the derivation of further results.

Proposition 1 For any probability distribution p = (py, . . ., p.), any loss function A, and
anyclass k= 1,..., r, the following identity holds:
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Proof From the definition of S, (p, k) (4), we can decompose it into two additive terms:

Ea

-1

(a) (iNWH—%DM) an 2:(§:wﬂ—%uﬂ%)

1 = j=0+1

~
Il

To simplify term (a), observe that the conditions 1 < /¢ <k —1, 1 < j < ¢ are equivalent
tol <j<k-—1,j<{<k—1. Therefore:

k-1 k-1 k—1
( E (%Hlfwjﬁ))pj:*E (Wjk —wjj)p E Wy k Pj
J=1 " t=j j=1

since w;; = 0 by definition of the loss function. For term (b), similarly, the conditions
k<l{<r,{+1<j<rareequivalenttok+1<j <r k </¢<j—1. Hence:

r j—1 r
- E ( § (Wﬂ_wﬂﬂ))pj:_ § (Wjk —wjj)p E Wik Pj -
j=k+1  (=k j=k+1 j=k+1

Combining terms (a) and (b), we otain:

Su(p, k) = (a) + (0) = =D wjrp; s

J#k

which is precisely the negative of the expected loss R, (p, k), as defined earlier in (1). This
completes the proof. O

Remark 3 The form in which we define the scoring rule S,, follows from the fact that, under
label-dependent losses, the Bayes-optimal decision rule no longer depends merely on point-
wise probabilities, but on how probability mass accumulates across ordered classes. The
construction reflects this cumulative structure: each term of S, corresponds to the contribu-
tion of a possible misclassification displacement weighted by its incremental cost. Hence
the score evaluates a predictive distribution by penalizing deviations in proportion to their
severity under the loss \,,.

This mirrors the role played by the Continuous Ranked Probability Score (CRPS) in the
case of ordinal classification with equally spaced classes, where CRPS is the strictly proper
scoring rule whose maximization yields the Ord-MAP rule. The proposed score S, can be
viewed as the natural extension of this idea to settings with label-dependent misclassifica-
tion costs. It is strictly proper, and its maximization is equivalent to minimizing expected
loss (Proposition 1), which explains both its form and its compatibility with the w-Ord-MAP
decision rule introduced in Section 3.
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Remark 4 For a deterministic forecast where the probability distribution is given by p = e;
for e; € R" denoting the i-th unit vector, with all the probability mass concentrated on class
i, expressions (5) and (1) imply that

Sw(p7 k) = —Wik = _)\w(ia k) .

This highlights the close connection between the score S, and the underlying loss function
Aw. Such a relationship also arises in other classification settings. In nominal classifica-
tion, the Brier score is directly linked to the 0-1 loss and the error rate (see Section 2.2 in
Delgado (2025)). In ordinal classification with equally spaced classes, the classical discrete
CRPS score given by Equation (2) is tied to the absolute error loss function (and the Mean
Absolute Error, MAE). In particular, when the predictive distribution is degenerate, p = e;,
corresponding to a point prediction at class i, the score reduces to S(p, k) = —|i — k|,
which coincides, up to a sign, with the absolute error loss (see Section 4.1 Delgado (2025)).

This interplay between scores and losses also extends to performance metrics, which
evaluate prediction quality across a validation dataset. One of the most widely used metrics
in ordinal classification is the Mean Absolute Error (MAE). It is defined as the average
absolute difference between the true class labels y; and the predicted labels 7;, both taking
values in {1,..., r}. Formally, MAE = 25"  |y; — 7;|, where n is the total number
of instances. In a label-dependent setting, we introduce the w-MAE (Omega-weighted Mean
Absolute Error) metric, which is based on the loss function A,. It generalizes MAE by
replacing the absolute difference with the cost W, 5,38 follows:

is Yi

w-MAE = E:A(%,% = }:w%; (6)

thereby addressing component (d) of the classification process.
Following Savage (Savage, 1971), a scoring rule such as S, is expected to satisfy two key
properties to be considered valid and useful, both in practice and in theoretical frameworks:

e Regularity According to Definition 1 in Gneiting and Raftery (2007), a scoring rule is
regular if it is finite for all valid probability distributions. S,, meets this condition be-
cause it is defined as a finite sum, and therefore always yields finite values.

e Properness (or Propriety) A scoring rule is said to be proper if the expected score is
maximized when the forecast matches the true distribution (cf. (1) Gneiting and Raf-
tery (2007)). Specifically, for any two probability distributions p and g over the set of
classes, the score S, is proper if

Su(p|p) = Sulpla),

where S, (p | ¢) denotes the expected score obtained when quoting forecast p while the true
distribution is ¢, and is computed as

Sulpld) =D Sulp. B)ax i g=(q1,---, q).
k=1
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In other words, the expected reward is maximized when the predicted distribution p coin-

cides with the true distribution. Proper scoring rules are thus designed to encourage honest
and accurate probability estimates. A formal proof that S, satisfies the propriety property is
provided in Appendix Appendix A.
Because of these properties, proper scoring rules are widely used to evaluate probabilistic
forecasts. For instance, Robert et al. (2024) introduces the Weighted Interval Score and the
Ranked Probability Score, which are tailored for quantile and integer-valued predictions,
respectively, and Vrugt (2024) provide a comprehensive review of scoring functions used
in hydrology, covering applications in binary, categorical, and continuous density settings.

3 Decision Criterion: the w-Ord-MAP

In this section, we introduce an extension of the Ord-MAP criterion proposed by Delgado
(2025), referred to as the w-Ord-MAP. This new criterion generalizes Ord-MAP to ordi-
nal classification problems involving label-dependent loss functions, thereby allowing for
greater flexibility in modeling varying class relationships and error costs.

We begin by formally defining the w-Ord-MAP criterion. We then demonstrate that this
rule constitutes a Bayes-optimal decision rule, meaning that it minimizes the expected loss
R,,. Moreover, since Proposition 1 establishes that this expected loss is equivalent (up to a
change in sign) to the score S,,, it follows that the w-Ord-MAP criterion is also optimal in
the sense that it maximizes the score.

Definition 5 (w-Ord-MAP criterion and Order-Compatibility Assumption (OCA)) Given
the probability distribution p = (p1,..., p,) over the r ordered classes and a loss func-
tion A, satisfying the basic assumptions, the w-Ord-MAP criterion selects the class
k* e {1,..., r} given by:

" min C,, if C, )
e e R e

T

k
Cu(p) = {k:L---ﬂ"*l Py (@i —wi)p > Y (wjk*wjkﬂ)pj},

j=1 j=k+1

imposing the following Order-Compatibility Assumption (OCA) between the loss func-
tion and p: if a class k satisfies the defining inequality of the w-Ord-MAP rule, then all
classes k' > k also satisfy it. More formally,

(OCA) if keCy(p) and k<r—1, then ¥ €C,(p) VK =k+1,...,r—1.

This criterion is based on comparing two weighted cumulative sums of the probability mass:
one from the left (up to class k) and one from the right (from class k + 1 onward). The

@ Springer



Machine Learning (2026) 115:60 Page 15 of 40 60

weights used in the comparison are given by the differences of loss values between neigh-
boring classes:

® wiry1 —wji for j <k, and
® wip—wjgpsr for j>k.

Under the basic assumptions, these weight differences are always non-negative.

Note that since w-Ord-MAP defines a deterministic mapping from the probability sim-
plex to the label space, its stability and well-definedness depend solely on the structural
properties of the loss function, and not on the convergence behavior of the underlying prob-
abilistic learner.

Remark 5 (Computational complexity and scalability) The w-Ord-MAP criterion is a closed-
form decision rule that operates on the predictive probability distribution p = (p1, ..., pr).
Its evaluation requires at most  — 1 cumulative sums and comparisons, yielding a compu-
tational cost of O(r) per instance. Since r is typically small in ordinal classification, the cost
of the decision rule is negligible relative to that of the underlying probabilistic classifier.
Consequently, w-Ord-MAP scales trivially to high-dimensional and large-sample settings.

Remark 6 When the loss function corresponds to equally spaced classes, that is,
w;k = |§ — k|, (OCA) trivially holds with any probability distribution p and w-Ord-MAP
rule simplifies. In this case, the condition becomes:

k r
k*:min{k:L...,rfl DYDY pj}

Jj=1 j=k+1

if the set is non-empty, and k* = r otherwise. This expression coincides exactly with the
median of the distribution p, which is the decision rule prescribed by the Ord-MAP criterion
in Delgado (2025).

In general, the difference between Ord-MAP and w-Ord-MAP does not lie in how prob-
abilities are estimated, but in how they are used for decision-making. Both rules operate on
the same posterior distribution; they differ only in the loss function with respect to which
optimality is defined.

In Appendix Appendix B we prove the main theoretical result of the paper, which is The-
orem 1 below. This result establishes that the w-Ord-MAP decision criterion is Bayes-opti-
mal with respect to the loss function A, if basic assumptions and (OCA) hold. Specifically,
it minimizes the expected loss R, and, equivalently, maximizes the associated score S,,.

Theorem 1 Letp = (py, ..., p.) be a probability distribution, and let \,, be a loss function
satisfying the basic assumptions. Assume that hypothesis (OCA) holds. Then, the class k*
selected by the w-Ord-MAP criterion (as given in Definition 5) satisfies:

k* = arg , nax Sw(p, k) = arg kglin R, (p, k),

s =1,...,r

i.e., it maximizes the score and minimizes the expected loss and therefore constitutes the
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Bayes-optimal decision rule.

It is important to emphasize that selecting a single class label from a posterior distribu-
tion necessarily involves a loss function. A so-called cost-free decision implicitly corre-
sponds to assuming the 0—1 loss. In ordinal or cost-sensitive settings, this assumption is no
longer appropriate, and adopting a loss-aware decision rule does not modify the inference
itself, but rather aligns the decision with the problem-specific notion of error severity.

Remark 7 Assumption (OCA) reflects the monotonicity of the decision condition used to
define the w-Ord-MAP rule. That is, it ensures that the set of admissible classes forms an
upper interval {ko, ko + 1,..., r}, and the w-Ord-MAP criterion is well defined as the
minimum class in this interval, £* = k.

This local compatibility condition (between the loss function A, and the distribution of
probability p), which is needed for the well definition of the Bayes-optimal decision rule, is
implied by the global structural properties of the loss function introduced in Sect. 2.2, as the
following proposition establishes.

Proposition 2 Assume that the loss function A\, (j, k) verifies (CES) (Definition 2). There-
fore, A\, satisfies (OCA) with any probability distribution over the classes p.

Proof We must prove that if & < r — 1 belongs to the set C,,(p) for any p, necessarily also
k+1 € C,(p). That is, assuming

k T
Z(Wj kt1 — Wjk)Pj = Z (Wjk — Wjk+1) Pj (7
=1

j=ht1

we must prove that

k+1 r
E (Wjk+2 — Wjkt+1)Pj > E (W) k+1 = Wjk+2) Dy 5
=1 j=k+2
but
k+1 k

E (Wjkt2 — Wjkt1)Pj = E (Wj k42 — W k1) Pj + Wht1 k42 Ph+1
j=1 7j=1

k r
> Y Wikt —wi) s = ) Wik~ wike) P
(CES) ™ 4
T T
= Wik = wWikt) Py FWkr1kPrer > Y Wik — Wik2) Py s
j=k+2 CES) ;e
which finishes the proof. O
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Remark 8 When the loss function does not verifies (CES), (OCA) may still be satisfied
for specific probability distributions p, as illustrated in Sect. 4. In such cases, the w-Ord-
MAP criterion remains well defined, but only locally in p. Schematically, the relationships
between the three assumptions on A, are:

(DC) = (CES) = (OCA)
for any p

3.1 The Motivating Example Revisited

To illustrate the w-Ord-MAP criterion —specifically, how the dynamic nature of the weight
differences in Definition 5 and the choice of the loss function \,, can influence the selected
class— we revisit the motivating Example 1, with » = 3 ordered classes. We assume that the
classifier provides the probability distribution p = (0.4, 0.3, 0.3). This example also illus-
trates the role of the Order-Compatibility Assumption (OCA) in ensuring that the criterion
is well defined.

According to the standard MAP criterion, the predicted class in the context of nominal
classification would be 1, corresponding to the mode. In contrast, the Ord-MAP criterion
for ordinal classification with equally spaced classes would assign class 2, the median of
the distribution. What class does the w-Ord-MAP criterion assign? The answer depends on
the loss function A, which captures the label-dependent misclassification penalties. The
selected class k* will be:

k=1 if wWi2P1 > we1p2 + (W31 — w32) p3
=9 if { wiz2pr <w21p2+ (w31 —wz2)ps  and
(W13 —wi2)p1 +w23P2 > w32 p3

=13 if { wizpr <wz1p2+ (w31 —ws2)ps  and
(w13 —w12)p1 +wazp2 <wsz2ps

These conditions correspond directly to the defining inequalities in Definition 5 for r = 3.
To illustrate how the choice of the loss function affects the prediction, consider the follow-
ing loss matrices, corresponding to loss functions A,, that verify the basic assumptions and

(CES):
0 2 4 01 3 0 1 2
wi=(1 0 1), wo=(1 0 1), Wwy=[1 0 1
2 1 0 3 10 6 3 0

Matrix W, also verifies (DC) with generating function g defined by:
g(0)=0,¢9(1)=1 and ¢(2)=3. This function is discretely convex since
2=3-1=g(2)—g(1) > g(1) —g(0) =1 -0 =1.

Therefore, hypothesis (OCA) holds for any probability distribution p with any of the three
loss functions, and the w-Ord-MAP criterion is well defined. Under these loss functions:

o With matrix W1, the predicted class is 1. Indeed,

w12 P1 :2X04:08206:1X03+(2—1) ><O.3:w21p2+(w31—w32)p3
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o With matrix W5, the predicted class is 2 since

w12 P1 :1X04:04<09:1X03+(3—1) ><O.3:wglp2+(w31—w32)p3,
(wlg—wlg)pl +OJ23p2:(3—1) Xx04+1x03=11>03=1x0.3=w32p3-

o With matrix W3, which corresponds to the particular case of Exemple 1, the predicted
class should be 3, the Bayes-optimal decision obtained minimizing the expected loss. This
is indeed the case since

w12 P1 =1x04=04< 12:1X03+(6—3) ><O.3:wglp2+(w31—w32)p3,
(wlg—wlg)pl +OJ23p2:(2—1) Xx04+1x03=07<09=3%x0.3=w32p3-

3.2 The Non-symmetric Binary Case

Although symmetric loss functions are common (as W5 loss matrix in Sect. 3.1), there are
situations in which the loss incurred when the true class is j and the predicted is k, w; 1, dif-
fers from the loss incurred in the reverse case, wy, ; (loss matrices W and W3 in Sect. 3.1).
The proposed w-Ord-MAP criterion naturally accommodates such asymmetries.

The simplest scenario arises in the binary classification setting, where the two misclas-
sification losses wj 2 and ws 1 are not necessarily equal. Under the usual symmetric assump-
tion (w12 = wa1), the Bayes-optimal decision rule reduces to the standard MAP criterion,
which assigns class 1 if py > 1/2, and class 2 if p; < 1/2, with an explicit tie-breaking rule
required when p; = 1/2.

What changes when the misclassification costs are unequal? In this case, the w-Ord-MAP
criterion selects the predicted class according to the rule:

. w21
=1 if (wiz—wi1)pr > (wo1 —wan)pp=p > —— |
w12+ w21
w
k=2 if p1<$,
w12 +wa1

where we use the fact that p; + p2 = 1. As a result, the decision threshold is no longer
fixed at 1/2, but instead shifts depending on the relative magnitudes of the misclassification
losses. Specifically, the threshold becomes wa1 / (w12 + wa1), which corresponds to the
classic threshold found in cost-sensitive binary classification (see Elkan (2001)). Note that
the MAP rule is recovered as a special case when w; 2 = ws 1. Figure 2 provides a graphical
illustration of the decision rule in the asymmetric binary case.

This binary case highlights that the proposed framework subsumes classical cost-sensi-
tive classification as a special case.

k=2 k=1

w21 1
w12+ w2

N —

Fig.2 Graphical representation of the w-Ord-MAP decision rule in the non-symmetric binary case. In this
example, it is assumed that wa 1 > w1 2, which results in a decision threshold greater than 1/2
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4 A Particular Case: The Interval Scale

The interval scale is a quantitative measurement scale that enables meaningful comparisons
of differences between values typically resulting from the discretization of a continuous
variable. It is closely related to classification with label-dependent loss, as both rely on
the principle that differences between labels —representing intervals in this context— are
meaningful and should influence the penalization of classification errors.

We now introduce some notation, following (Binotto and Delgado, 2025). In the inter-

val scale setting, the values 1, ..., r represent the indices of the class-intervals Iy, ..., I,
where I; = [a;, b;) with a; < b; for j=1,...,7 and aj = b;_; for j =2,...,r. Their
corresponding lengths are {; =b; —a; >0, j=1,...,7. We assume the intervals are

ordered: that is, forall = € I;, y € I; ifi < j, then x < y. We illustrate notations in Fig. 3,
where

6"_{0 ifj =141,
L Ei+1—|—-'-—|—£j,1 ifg>i41.

denotes the cumulative distance between intervals I; and I;.

Within this interval-scale framework, we consider two natural ways of defining label-
dependent misclassification costs. The first one is based on a geometric distance between
class intervals, while the second relies on an additive transition-cost interpretation. These
two constructions lead to markedly different structural properties of the resulting loss func-
tion and, in particular, to different conditions under which the w-Ord-MAP criterion is well
defined and Bayes-optimal.

4.1 Loss Based on the Hausdorff Distance

In the interval scale context, a natural first idea is to define misclassification costs in terms of
a geometric distance between the corresponding class intervals. However, standard metrics
such as the Hausdorff distance d 7 does not in general satisfy the convex escalation structure
(CES). Therefore, for Hausdorff-based costs, Bayes-optimality w-Ord-MAP can only be
guaranteed on the subset of probability distributions p for which (OCA) holds, which we
characterize below for r = 3.

In this subsection we define the loss function by

Ao(ty §) = wij = wji = du (L, I;) = du([ai, bi), [aj, by))) = max{ |a; — a;, [b; — bj| },

using the Hausdorff distance. Note that this function trivially satisfies the basic assumptions
and also the symmetry property. To facilitate the analysis, observe that if j > 4, then:

l I l L ] l I ] ] 5 l o I
T ] 1 1 1 ] 1
a b =a by a; b; aj b a, b,
[ G S S [

4 12 ¢ 611 fj l,

Fig. 3 Visual representation of the intervals [a;, b;), their lengths #;, and the cumulative gaps d; j be-
tween intervals
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w;j = max{ |a; — a;|, |b; — b;| } = max{¥; +0;;, §;; +¢;} = 0;; + max{¥;, {;}. ®)

4.1.1 TheCaser = 3

Note that forr = 3, W12 = max{ﬁl, éz}, W13 = /€2 + max{ﬂl, 53}, Wo3 = max{ég, E3}
The associated loss matrix is:

max{€27 63}

0
W = < max{fl, 62}

max{&, gg} f2 + max{ﬁl, 63}
0
62 + max{ﬁl, (3} maX{(g, 63}

We can check easily that (CES) fails with this matrix, since the successive increments of the
loss A, (j, k) are decreasing as k moves away from j. Indeed, for the first row, in order to
(CES) be accomplished, it is necessary that

Uy + max{fly, {3} — max{ly, la} > max{{1, {2} <= ly + max{l1, {3} > 2 max{{1, {2} (%)

The second row implies no condition, and for the third row, it would be necessary that

Oy + max{ly, {3} — max{ls, {3} > max{ly, l3} < 03 + max{ly, {3} > 2 max{ls, {3} (xx)

It is easy to see that no ordering of lengths ¢1, ¢5 and ¢35 accomplishes simultaneously (x)
and (%), since they together imply that

62 + max{ﬂl, (3} Z 2 Inax{ﬁl, fg, Zg}

Therefore, although we cannot ensure (OCA) for every probability distribution p, it is pos-
sible to find the set of distributions for which this assumption holds and, consequently, the
w-0rd-MAP criterion is well defined (and Bayes-optimal with respect to the loss function
defined from the Hausdorff distance), and can be written as:

E* =1 if max{ly, lo} p1 > max{ly, 2} ps + (Zg + max{¢3, £1} — max{/s, Eg}) 3.

B =9 if max{{ly, {2} p1 < max{ly, 2} pa + (Zg + max{¢3, {1} — max{/s, 42}) 3,
(Zg + max{fy, {3} — max{/, 62}) p1 + max{ls, {3} p2 > max{ls, {3} ps.

E* =3 if max{él, gg}pl < max{fh Eg}pg -+ (52 + max{ﬂg, El} — max{£37 62}) D3,
((2 + max{¢, 3} — max{{, Zg}) p1 + max{ls, {3} p2 < max{ls, {3} p3.

4.1.2 Case: £1, €3 < €4
Just to illustrate the procedure, we consider the particular case: ¢1, ¢35 < 5. In this situ-

ation, class 2 has a longer interval than both class 1 and class 3. Then, the w-Ord-MAP
criterion can be re-expressed as
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E*=1 if py>pa+pups.
k*=2 if py <ps+pps and  ppr+p2 >ps.
k*=3 if p1<p2+ups and ppr+p2 <ps.

£y, £ . .
with o = w € (0, 1). Equivalently, using that ps = 1 — (p1 + p2),
2
k*=1 if py>apy+b.
k=2 if pi<apa+b and p; >cpy+d.
k*=3 if pi<aps+b and p; >cps+d.
with
1-— —2 1
a= 'u, - _# , c= and d= .
1+ p 14+ p 14+ p 1+p

Observe thata +b=dand b < d.

Figure 4 shows for three values of p the regions of the simplex
{(p1, p2) € [0, 1]? : p; + p2 < 1} inwhich the w-Ord-MAP rule predicts classes k* = 1, 2
or 3 when hypothesis (OCA) holds (in colors). The white, black-striped regions correspond to
probability distributions (p;, p2) in the simplex for which (OCA) fails. In these domains, the
defining inequality is not monotone in k, so C,, (p) need not form an upper set; consequently
the w-Ord-MAP criterion is not well defined and Bayes-optimality cannot be guaranteed.

Note that this later case occurs when p; > a ps + b and at the same time, p; < ¢ps + d. The
d—b ad—cb):(l—,u 1 )

a—c’ a—c 3—p’ 3—p’/°

lines p; = aps + band p; = ¢ps + d cross at point (
From Fig. 4 we obtain the area of each decision region. The three areas are:
1 14+3p—2p2

Area (k™ =1) = Area (k™ =3) : 10 nG-n Area (k" =2) :

N | =
w
\
=

which sum up to

1+2p—p? <l
B-p)@+p 2

1 1
( this sum tends to 3 if u—1, and to 3 if,u%O)
The area of the white, black-striped region, which is the difference between 1/2 and the
sum, is:

1 (1-p?
2(1+p)B-p)’

which is a monotonically decreasing function with its maximum and minimum values equal
to 1/6 and 0 for i = 0 and p = 1, respectively.

Dividing by the simplex area 1/2 yields the corresponding probabilities under a uniform
distribution over the simplex. These areas are doubled to yield probabilities: when (p1, p2)
is sampled uniformly from the simplex {(p1, p2) € [0, 1]? : p1 + p2 < 1}, the probability
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T050

0.00 025 0.50 075 1.00 0.00 025 050 075 1.00
p2 p2

3.0.50

(a) Limit case p — 0. (b) Limit case u — 1, equivalent to Ord-MAP.

0.00 025 050 075 1.00
p2

(c) Intermediate case u = 0.5.

Fig.4 Decision regions induced by the w-Ord-MAP criterion for » = 3 under the assumption ¢1, £3 < £2,

with u = %21’[3} € (0, 1). Each colored zone shows the class predicted, k* = 1, 2, or 3, as a func-

tion of the values of (p1, p2). Striped regions indicate pairs (p1, p2) that do not satisfy (OCA)

that the rule outputs class & equals 2 x Area(k). These probabilities are plotted against y in
Fig. 5, being that corresponding to k* = 2 consistently the highest.

This analysis shows that, although the Hausdorff distance provides a natural geometric
notion of discrepancy between class intervals, the induced loss function does not satisfy the
Convex Escalation Structure (CES). As a consequence, the order-compatibility assumption
may fail for a non-negligible subset of probability distributions, and the w-Ord-MAP crite-
rion is then only locally well defined.

This limitation motivates the search for an alternative loss construction that preserves the
interval-scale interpretation while ensuring a more regular escalation of misclassification
costs and, consequently, more robust conditions for order-compatibility. This alternative
loss is given below.

4.2 Loss Based on Cumulated Cost of Transition Between Classes
As the predicted class £ moves away from the true class j, the Hausdorff distance between

the corresponding intervals may vary non-monotonically when interval lengths are het-
erogeneous. As shown in Sect. 4.1, this lack of monotonicity prevents the resulting loss
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Probability of predicting — (no prediction) — k*=1, k*=3 — k*=2
0.6
0.4
0.2
0.0
0.00 0.25 0.50 0.75 1.00
u

Fig.5 Probability of each decision by an uninformed classifier using the w-Ord-MAP criterion as a func-

tion of p for » = 3 under the assumption £1, £3 < {2, with u = %21’[3} €(0,1)

structure from satisfying the Convex Escalation Structure (CES), and consequently the
Order-Compatibility Assumption (OCA) may fail for some probability distributions p.

To overcome this limitation, rather than measuring the discrepancy between class inter-
vals through a purely geometric distance, we now adopt a transition-based perspective, in
which the cost of a misclassification is interpreted as the cumulative cost of crossing the
successive interval boundaries separating the true and the predicted classes. Specifically, the
cost of misclassifying an observation from interval I; as belonging to interval I, is defined
as

k—1 i
wjk:Zmeorj<k,and Z U, for j >k,
m=j m=k+1

where ¢,,, represents the cost of crossing the boundary between consecutive intervals I,
and I,,4+1 (or I,,—1). Equivalently,

wik =€+ 8y, for j <k, and € + 8 for j > k.

Unlike geometric distances between intervals, the transition-cost loss explicitly accounts
for the cumulative severity of crossing intermediate classes, which is precisely what the
interval-scale discretization represents. This interpretation naturally leads to an additive
structure: predicting class k > j requires crossing the boundaries from I to I, from
I;4qtoIj4o,and so on, up to Ij.

This loss function satisfies the basic assumptions introduced in Definition 1, but is gener-
ally not symmetric unless all interval lengths coincide. The increments of the loss function
are given by

@ Springer



60 Page 24 of 40 Machine Learning (2026) 115:60

Wikt1 — Wik = 01 — 055 =L if § <k,
Wik = Wjkt1 = Okj — Ok415 = L1 if j > k.

Whether (CES) holds under this transition-cost loss depends on the pattern of interval
lengths 41, ..., ¢,. In particular, (CES) is satisfied under certain monotonicity patterns of
the lengths, while it may fail when they vary irregularly. On the other hand, by substituting
the increments above into Definition 5, the set C,, can be expressed as follows for any prob-
ability distribution p:

k r
Cw(p):{k::l,...,rfl:Ekijz&Hl Z pj}.
j=1

j=k+1

This characterization allows us to determine the subsets of the probability simplex for which
(OCA) holds and the w-Ord-MAP criterion is well defined, as a function of the interval
lengths.

4.2.1 TheCaser = 3

We illustrate this analysis for » = 3, where the associated loss matrix is:

0 2 1+ 4o
W= Uy 0 Uy
Uy + L3 l3 0

Note that W is symmetric if and only if ¢; = ¢ = {3, which corresponds to the equally
spaced ordinal setting. We now analyze several representative configurations of interval
lengths for r = 3, illustrating how the validity of (CES) and (OCA) depends on their rela-
tive magnitudes.

4.2.2 Case(i): €1, L3 < £o

For r = 3, (CES) reduces to requiring {5 > ¢1 (row 1) and ¢5 > ¢35 (row 3), hence it holds
whenever {1, {3 < {5. As in this configuration (CES) is satisfied, (OCA) holds for any prob-
ability distribution p, and the w-Ord-MAP criterion is globally well defined and Bayes-
optimal. In this case, the criterion is expressed as:

E*=1 if flip1 >4Laps+Llaps
k*=2 if glpl < €2p2 +€2p3 and £2p1 +€2p2 > €3p3
k*=3 if fipr <lopz+laps and Lapr+Laps < {d3ps,

which using notations 71 = % <landmp = % > 1 is equivalent to
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1 1
=1 if > ( 7)
=z (73

k=2 if <

1
d > (<—)
T4 Md prdp2zy 2

E*=3 if p < and pj +p2 <
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This figure shows the regions of the simplex {(p1, p2) € [0, 1]2 : p; + p2 < 1} in which
the w-Ord-MAP rule predicts classes £* = 1, 2 or 3, in two different scenarios for which
81, €3 < 62.

We use the notations b = and d = ﬁ in Fig. 6 to denote some notable points.

4.2.3 Case (ii): £1, €2 < L3

In contrast to Case (i), (CES) fails in this configuration. As a result, (OCA) is no longer
guaranteed globally, but may still hold for specific regions of the probability simplex. The
w-0rd-MAP criterion, in this case, is expressed as in Case (i) but now 7 is not bounded,
while 72 < 1, except for pairs (p1, p2) for which

1
> d +p2 <
b1 = 1+ an P1 T P2 1+ 7

as shown in Fig. 7 (a). Outside the stripped region, C,(p) is an upper set and w-Ord-MAP
is well defined. This illustrates that, even when (CES) fails, the w-Ord-MAP criterion can
remain locally well defined and Bayes-optimal for subsets of probability distributions p.

4.2.4 Case (iii): €o, €3 < £,
In this case, as in Case (ii), in contrast to Case (i), assumption (CES) is not satisfied either,

and although (OCA) does not hold globally, it may still hold locally for specific probability
distributions. Figure 7 (b) shows the pairs (p1, p2) for which (OCA) holds and the w-Ord-

1.00
1.00
.
ors - [
k*=1
075
b o
S 050 b=d=0.5
0.5
5050
d
025
025 k*=3 k*=2
K*=3 K*=2 000
d 0.00 025 050 075 1.00

p2
0.00 025 050 075 1.00
p2

(b) Limit case £1 = f3 = /{3, equivalent to
(a) Case (i) £1/¢2 = 3/5 and ¢2/¢3 = 3/2. Ord-MAP.

Fig. 6 Case (i): decision regions induced by the w-Ord-MAP criterion for » = 3 under the assumption
41, €3 < €3 with the loss of the cumulated cost of transition. Each colored zone shows the class pre-
dicted, k* = 1, 2, or 3, as a function of the values of (p1, p2)
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1.00 00
o
075 k=1 075 k=1
d
Q050 / B 050
v/ /., d
0.25 0.2 b //
k*=3 k*=2 k*=3 k*=2
0.00 Lt 0.00 d
0.00 025 050 075 1.00 0.00 025 050 075 1.00
p2 p2

(a) Case (ii): £1/¢2 = 3/2 and {2 /l3 = 3/5. (b) Case (iii): £1/€2 = 3 and £y /03 = 3/2.

Fig.7 Cases (ii) and (iii): decision regions induced by the w-Ord-MAP criterion for » = 3 under different
scenarios, with the loss of the cumulated cost of transition. Each colored zone shows the class predicted,
k* =1, 2, or 3, as a function of the values of (p1, p2). Striped regions indicate pairs (p1, p2) that do
not satisfy (OCA)

MAP criterion is expressed as in the previous cases but with 7; > 1 and 7 not bounded
(in different colors indicating the resulting chosen class, and in striped white, pairs not
satisfying (OCA)). Outside the stripped region, C,,(p) is an upper set and w-Ord-MAP is
well defined.

This section shows that interval-scale classification naturally leads to label-dependent
loss functions whose structural properties critically determine the well-posedness of the
w-0rd-MAP criterion. While geometric distances such as the Hausdorff' metric may vio-
late global convex escalation, alternative constructions based on cumulated transition costs
restore the required monotonicity, either globally or locally. These findings highlight the
importance of explicitly modeling misclassification costs and motivate the empirical evalu-
ation of w-Ord-MAP under different loss specifications, which we address in the following
section.

5 Experimental Study

This section evaluates the empirical impact of replacing the Ord-MAP decision rule (Del-
gado, 2025) with the proposed cost-sensitive w-Ord-MAP criterion. Two complementary
experiments are conducted:

o Experiment A (Sect. 5.2): a realistic interval-scale scenario based on facial age predic-
tion using random forests.

e Experiment B (Sect. 5.3): a fully ordinal but non-interval scenario based on the Wine
Quality dataset and cumulative link models (CLMs).

These two studies serve different purposes. Experiment A illustrates the natural setting
where interval-scale distances directly induce a label-dependent loss. Experiment B demon-
strates that the advantages of the w-Ord-MAP decision rule persist in a different dataset and
classifier family, even when the classes are not formed from contiguous numerical intervals.
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Before describing the two experiments, we present the evaluation framework common
to both.

5.1 Experimental Framework and Evaluation Methodology

We compare Ord-MAP and w-Ord-MAP conditional on the same predictive probability dis-
tribution p. Thus, any performance difference arises solely from the decision rule and the
underlying loss function, not from the classifier.

Performance is assessed using the label-dependent w-MAE metric (Equation (6)), induced
by the loss matrix used in each experiment. When tuning in Experiment A (Sect. 5.2), we
use as error functions the error rate (equivalently, accuracy), the mean absolute error (MAE)
and the w-MAE metric. Both MAE and w-MAE are non-negative but unbounded. To allow
comparisons across folds and tuning settings, we follow (Binotto and Delgado, 2025) and
use standardized versions of these metrics. Given a confusion matrix and a loss function, the
metric is divided by its maximum possible value, which corresponds to the worst-case con-
fusion matrix: one that assigns every instance of each true class to the predicted class incur-
ring the largest loss. This yields standardized metrics in [0, 1], with larger values indicating
worse performance while preserving the ordinal and cost-sensitive structure of the measure.

For statistical comparison, we compute the standardized w-MAE metric differences
across folds and conduct paired one-sided tests (t-test and Wilcoxon signed-rank test) to
assess whether

Standardized w-MAE ( using w-Ord-MAP ) < Standardized w-MAE ( using Ord-MAP).

Two-sided tests provide no additional interpretability here, as the scientific question con-
cerns whether the cost-sensitive rule improves performance. Statistical significance is
reported using the following notation: ® for 10%, * for 5%, ** for 1% and *** for 1%,. Box-
plots of pairwise differences help visualize robustness across folds and tuning conditions
(Experiment A) or model specifications (Experiment B).

5.2 Experiment A: Facial Age Dataset
5.2.1 Dataset and Interval-Based Loss

Experiment A uses a real-world facial age dataset from Kaggle,' where the goal is to clas-
sify individuals into age intervals from image-derived features. The original dataset con-
tains 9,673 facial images labeled by age (0-98). Each image is resized to 32 x 32 pixels,
converted to grayscale, and flattened into 1,024 predictors.

To balance computational feasibility with statistical precision in model tuning, we
restrict the analysis to individuals aged < 25 years, roughly the median of the dataset. Age is
discretized into the four heterogeneous intervals [0, 2), [2, 11), [11, 20), [20, 25], which
induce a non-equidistant ordinal target. The final sample consists of 4,945 observations
distributed as: 1,105/ 1,963/ 1,067/810.

In this experiment, the loss function is constructed using the cumulated cost of transi-
tion between adjacent age intervals (Sect. 4.2), where w;, equals the cumulative length

Uhttps://www.kaggle.com/datasets/frabbisw/facial-age.
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of the intervals crossed when moving from interval I; to interval Ij. For interval lengths
by =2,00=09,03=9, ¢4 =5, the loss matrix is:

0 2 b1+ by 01+ 0y + 45 0 2 11 20

W A 0 0 bottls Y (9 0 9 18
- lo + £3 /3 0 U3 — 118 9 0 9

Oy +0ls+ 0y U3+ 4, n 0 23 14 5 0

This loss satisfies the Convex Escalation Structure (CES) because incremental penalties
increase as one moves away from the true class. Consequently, the Order-Compatibility
Assumption (OCA) holds for all predictive probability distributions p (Proposition 2),
ensuring that the w-Ord-MAP decision rule is well defined and Bayes-optimal under this
loss.

5.2.2 Model Training, Tuning and Validation

Probabilistic predictions are obtained using random forest classifiers trained with the train
function from the caret package’ We tune the mtry hyper-parameter, which controls
the number of features randomly sampled at each split. A small ensemble of three trees is
used to reduce computational cost. Hyper-parameter tuning employs 3-fold cross-validation
with 10 random search iterations, optimizing standardized MAE or standardized w-MAE,
depending on the setting, as custom performance metrics (accuracy is the default). This
allows the tuning procedure to be aligned with ordinal and cost-sensitive loss structures.
Final performance is evaluated via 10-fold cross-validation. In each fold, we:

1) train and tune the probabilistic classifier using the error rate, the standardized MAE, and
the standardized w-MAE as custom performance metrics (error functions);

2) obtain predicted probability distributions on the held-out fold;

3) convert them into class predictions using Ord-MAP and w-Ord-MAP rules;

4) compute the standardized w-MAE for each rule. This yields paired observations across
folds for statistical testing.

5.2.3 Results

Table 1 reports the p-values of one-sided paired tests comparing the standardized w-MAE
metric under both decision rules, across the three tuning metrics.

From Table 1 we see that across all tuning criteria, the w-Ord-MAP rule significantly
outperforms Ord-MAP. This improvement is systematic and robust, as illustrated in Fig. 8
through boxplots of paired metric differences, where boxes lying above zero indicate
improved performance under the cost-sensitive rule.

5.2.4 Discussion

The experiment demonstrates that incorporating interval-scale loss at the decision stage
yields consistent and statistically significant gains, even when using simple probabilistic

2Kuhn, M. (2008). Building Predictive Models in R Using the caret Package. Journal of Statistical Software,
Vol. 28(5), pp. 1-26. https://www.jstatsoft.org/index.php/jss/article/view/v028i05.
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Table 1 Experiment A: p-values
comparing standardized w-MAE

Error function

for Ord-MAP vs. w-Ord-MAP Statistical test Error rate Standardized Standard-
. . . . MAE ized w
using one-sided paired Wilcoxon MAE
and t-tests )
Wilcoxon 0.065430° 0.022005* 0.022005*
t-test 0.047416* 0.009598** 0.010841*
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Fig. 8 Experiment A: boxplots of paired differences in standardized w-MAE between Ord-MAP and w
-Ord-MAP. Positive values indicate better performance of w-Ord-MAP

models such as small random forests. These improvements arise solely from the decision
rule, confirming the practical relevance of the proposed w-Ord-MAP criterion.

5.3 Experiment B: Wine Quality Dataset
5.3.1 Dataset and Asymmetric DC-Based Loss

Experiment B considers the wine quality dataset from the UCI repository® (red wine sub-
set), with 1,599 observations and 11 physicochemical predictors. The target quality score
q € {3,..., 8} is collapsed into three ordered classes: low (¢ < 5), medium (g = 6), and
high (¢ > 7). To induce asymmetric, label-dependent costs while ensuring global well-
definedness of the w-Ord-MAP decision rule, we use a distance-based loss with two differ-
ent discretely convex functions for underestimation and overestimation:

wjk:{gL(J_k) if j>k

gr(j—k) if j<k gr(d) =d+apd® gr(d)=d+ard® ar>ar.

3 https://archive.ics.uci.edu/dataset/186/wine+quality.
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Choosing ap > «f, reflects that overestimating wine quality may be more costly (e.g., con-
sumer dissatisfaction or reputational damage) than underestimating it. For ooz, = 0.5 and
ar=2,9r(1) =15, gr.(2) =4, gr(1l) = 3, gr(2) = 10, and the loss matrix becomes:

( 0  gr(1) 93(2)> <0 3 10)
W=1|gc(l) 0 gr(l)|=|15 0 3|.
gr(2) gr(1) 0 4 15 0

The functions g7, and gg satisfy discrete convexity (DC): g(d) = d + a d? has increasing
increments: g(1) —¢g(0) =14, g(2) —g(l1)=14+3a and 1 +3a> 1+« if « > 0.
Hence the resulting loss satisfies (CES) (Remark 1), and therefore (OCA) holds globally
(Proposition 2)). Consequently, the w-Ord-MAP rule is well defined and Bayes-optimal for
all predictive distributions.

5.3.2 Probabilistic Modeling Via Cumulative Link Models

To complement the tree-based models of Experiment A (Sect. 5.2), we use cumulative link
models (CLMs) fitted using the c1m function from the ordinal R package* CLMs yield
a predictive probability vector p = (p1, p2, ps), which is then converted into a class label
using either Ord-MAP or w-Ord-MAP.

As model specifications, we explore the 20 combinations of:

five links: logistic, probit, loglog, complementary log-log (cloglog), Cauchy (cauchit);
four threshold structures: flexible (no constraints on the threshold spacing), equidistant
(equal spacing between thresholds), symmetric (thresholds symmetrically distributed
around a central value), symmetric2 (similar to the previous one but with the latent
mean of the reference group fixed at zero).

As expected in moderate-size ordinal datasets, many link—threshold combinations yield
nearly identical predictive distributions, reflecting a well-known stability property of CLM
estimators.

5.3.3 Results

Standardized w-MAE values under both decision rules are compared using paired one-sided
tests. Table 2 summarizes the results across all model specifications given by link—threshold
structure combinations.

Figure 9 shows representative boxplots of metric differences.

5.3.4 Discussion

Although different link and threshold specifications yielded nearly identical predictive dis-
tributions —a well-known stability property of CLM estimators— the w-Ord-MAP rule con-

4 Christensen, R.H.B. (2019). Ordinal — Regression Models for Ordinal Data. R package.
https://CRAN.R-project.org/package=ordinal.
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Table 2 Experiment B: p-values comparing standardized w-MAE for Ord-MAP vs. w-Ord-MAP using one-
sided paired Wilcoxon and t-tests

Link function

Threshold Test logistic probit loglog cloglog cauchit
flexible/symmetric/ Wilcoxon  0.01855* 0.04199*  0.08008®  0.01855* 0.02441*
equidistant t-test 0.01254* 0.01522* 0.07531®* 0.01915* 0.01612*
symmetric2 Wilcoxon  0.05273° 0.03223*  0.04199*  0.00488**  0.02901*
t-test 0.02635* 0.02026*  0.02227*  0.00527**  0.02540*

Threshold flexible, symmetric, equidistant Threshold symmetric2
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(a) Threshold flexible/symmetric/equidistant. (b) Threshold symmetric2.

Fig. 9 Experiment B: boxplots of paired differences in standardized w-MAE between Ord-MAP and w
-Ord-MAP. Positive values indicate better performance of w-Ord-MAP

sistently outperformed Ord-MAP, confirming that the improvements arise from the decision
mechanism rather than the base model.
Comparing with Experiment A, this confirms that:

e gains originate from the decision rule, not the model architecture;
e improvements extend to fully ordinal, non-interval settings;
e the method generalizes across classifier families (tree-based vs. parametric).

This second experiment is not meant to replicate the interval-scale structure but to dem-
onstrate that the w-Ord-MAP decision rule provides systematic improvements also in
fully ordinal, non-interval-scale scenarios, and across classifier families (tree-based RF vs
parametric CLM). This experiment thus strengthens the external validity of the proposed
approach.

A sensitivity analysis with respect to the asymmetry parameter ar (with oy, fixed) was
conducted to further characterize the behavior of the decision rule; the results, reported in
Appendix C.1, are fully consistent with the theoretical role of cost asymmetry and discrete
convexity.

Additional diagnostic rates, including disagreement rate between Ord-MAP and w-Ord-
MAP decisions, as well as the frequency of large-distance errors, are reported in Appendix
C.2 to further illustrate how w-Ord-MAP redistributes errors under an asymmetric loss.
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6 Conclusions

Recent work by Delgado (2025) addresses the limitations of the traditional Maximum A
Posteriori (MAP) criterion in ordinal classification, showing that its direct extension from
the nominal setting often leads to suboptimal decisions due to its disregard for class order-
ing. To overcome this limitation, Delgado (2025) proposes Ord-MAP, a decision rule that
selects the first class whose cumulative probability exceeds 0.5 —i.e., the median— providing
a consistent and theoretically grounded alternative when class labels are equally spaced.
That contribution implicitly highlights the interplay among three fundamental components
of classification: the scoring rule, the loss function quantifying misclassification severity,
and the resulting Bayes-optimal decision rule. However, the analysis is restricted to sym-
metric loss scenarios, where misclassification penalties depend only on class distance and
not on the specific labels involved.

In this paper, we extend this framework to the more general and practically relevant set-
ting in which class labels are ordered but not necessarily equidistant. This allows the sever-
ity of classification errors to vary across class transitions. Building on the foundation laid
by Delgado (2025), we generalize the aforementioned triad —scoring rule, loss function, and
decision criterion— to incorporate label-dependent (cost-sensitive) misclassification, thereby
introducing formal versions of each component that accommodate asymmetric and hetero-
geneous penalties.

This generalization yields a unified decision-theoretic framework for designing proper
scoring rules and Bayes-optimal decision criteria under label-dependent misclassification
costs. By explicitly characterizing the structural conditions under which the proposed w
-Ord-MAP criterion is well defined and optimal, the approach places cost-sensitive ordinal
classification on solid theoretical foundations, while retaining flexibility in the modeling of
class relationships. In particular, it naturally applies to interval-scale settings, where class
distances are meaningful but non-uniform.

To illustrate the expressiveness and applicability of the framework, we examine two rep-
resentative cases in detail. First, we study the binary asymmetric setting, showing how our
formulation recovers and extends classical cost-sensitive decision rules. Second, we focus
on the interval-scale case, exemplified by three ordered intervals of unequal width, where
the framework enables principled handling of non-equidistant labels and label-dependent
penalties, both globally and locally in the space of probability distributions.

We further assess the practical relevance of the proposed decision rule through empirical
studies comparing Ord-MAP and w-Ord-MAP on real-world datasets, using probabilistic
predictions obtained from different classifier families. The results show statistically sig-
nificant improvements in favor of w-Ord-MAP under the standardized w-Ord-MAP, the
label-dependent evaluation metric, supporting the practical usefulness of the proposed gen-
eralization in the considered experimental settings.

It is important to emphasize that w-Ord-MAP is not designed to minimize ordinal dis-
tance per se, but rather to minimize expected loss under a specified cost structure, as dictated
by statistical decision theory. Consequently, differences in distance-based error profiles
between Ord-MAP and w-Ord-MAP should be interpreted as reflecting different decision
objectives rather than differences in inferential quality. The proposed rule is optimal with
respect to the chosen loss, not universally superior under all evaluation criteria.
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This work opens several avenues for future research. A particularly promising direc-
tion is the extension of the w-Ord-MAP criterion to more complex output spaces, such as
structured or hierarchical ordinal settings, where misclassification costs may depend both
on ordinal distance and on position within the hierarchy. Another relevant direction con-
cerns robustness with respect to probability calibration quality. While w-Ord-MAP operates
purely at the decision stage and does not alter the posterior distribution provided by the clas-
sifier, the interaction between cost-sensitive decision rules and calibration methods deserves
further investigation and depends strongly on the learning algorithm employed.

The Properness of the score S,

Theorem 2 For any loss function A\, the score S, is proper.

Proof To prove this result, as for proving Theorem 2 (Appendix A) in Delgado (2025), we
use Theorem 1 Gneiting and Raftery (2007) with adapted notations, which guarantees that a
score S is proper is and only if there exists a convex, real-valued function G such that for all
k € {1,...,r} and probability distribution p over {1, ..., r}, the following holds:

S(p, k) = G(p)— < G'(p), p > +Gi(p) (A1)

where G’ (p) denotes the sub-gradient of G at point p. We will apply this result with S=8,
by determining the suitable function G.

Note that by (A1),
S(plp) = S(p, k) ps (G(p)— < G'(p), p> +Gi(p)) Pk
k=1 k=1

= (Gp)— <G @), p>)> pe+ > Grlp)pr

= (Gp)— <G'p),p>)+ <G (p),p>=G(p).

3

Therefore, our candidate is

Gp) = 301 p) = Zs@ pkfzs bk == (Swnn ). a2

k=1 j#k

The rest of the proof is divided into two steps: verifying that (A1) holds, and showing that
G defined by (A2) is convex. Then, a direct application of Theorem 1 Gneiting and Raftery
(2007) completes the proof.
Step 1: To verify that (A1) holds, we observe that for any k, G (p) = — > w; p; and
J#k
then,
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<G'(p), p>=— Z (Z%k%)pk =G(p).

k=1 j#k

Therefore,

G(p)— < G'(p), p > +Gi(p) =G(p) — Gp) = > _winpj =— Y _wjkp; = Sulp, k),
Jj#k J#k

which proves (A1) for § = S,,.
Step 2: Finally, we prove that function G is convex. Let o € (0, 1) and p, g, probability
distributions. Then, (1 — «) p + a ¢ is also a probability distribution, and

T

G -a)praq) ==Y (Y wr((1-a)p+aq)) (1 a)p+aa)

k=1 j#k )
—(1-a) Z<ijk )p; + g )pk‘az<2%k a)p; ‘*“MIJ))Q
k=1 j#k k=1 j#k
On the other hand,
ij'k ((1 —a)p; +oij) =(1-a) ijkpj + « ijkqj
7k ik £k

and then, by replacing this expression into (A3), we obtain that

G((1—a)p+ag) =—(1-a) ( (1-a) Z D wikps) pk+a2 > wikd)p )

k=1 j#k k=1 j#k
S0 (R 10 wESPRES o) wRIEY BT
k=1 j#k k=1 J;sk
= (1-a)’G(p) +a’Glg) —a(l-a) (Z > wikg;) wZ > winrs)an) -
k=1 j#k k=1 j#k
Noting that
T T

(D wikas)pe =Y (D _wjkp)ax >0,

k=1 j#k k=1 j#k

we finally obtain by (A4) that
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r

G(1—a)p+ag) =(1-a)*Gp)+a*Glg) —2a(1—a) Y (D wjka;) px
k=1 j#k

<(1-a)PGp)+a’Gq) < (1-a)G(p)+aG(g). O

The optimality of the w-Ord-MAP criterion

In this appendix we prove Theorem 1. This is the main theoretical result of the paper and
establishes that the w-Ord-MAP decision criterion is Bayes-optimal with respect to the loss
function A, since it minimizes the expected loss R, (equivalently, it maximizes the associ-
ated score S,,).

Its proof relies on Lemma 1, previously introduced in Delgado (2025), which we recall
here for completeness.

Lemma 1 [Lemma 1 Delgado (2025)] Given fixed a probability distribution
p=(p1,--., pr), let ©(p, s) be a non-positive function of s = 1,...,r depending on p.
Foranyk=1,...,r—1and§=1,..., r — k, define

Assume that there exists h = 1, ..., r such that the following hypotheses hold:

hi) Ifh<r, Ap, h,6) <O0foralld=1,...,r — h.
hy) Ifh>1,A(p, ¢, 1)>0forall=1,... h—1.

Therefore,

arg max p(p, &) =h.

ey T

(With the convention that we take the minimum of the points where the maximum is
achieved, if there are multiple such points.)

Theorem 1 Letp = (py, ..., p.) be a probability distribution, and let \,, be a loss function
satisfying the basic assumptions and (OCA). Then, the class k* selected by the w-Ord-MAP
criterion (as given in Definition 5) satisfies:

k* = arg  [nax Sw(p, k) = arg kgllin R, (p, k),

) 7T

i.e., it maximizes the score and minimizes the expected loss.

Proof of Theorem 1 From Proposition 1, we know that maximizing S,, is equivalent to mini-
mizing R,,. It is therefore enough to show that k£* maximizes the score S,,. To do this, we
apply Lemma 1, with ¢ equal to S,,, which is always non-positive by construction. Fix
h=1,...,mr—1and§ =1,...,r — h. Then, we compute the difference:
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h+6—1 7 h+6—1 r

Z (Z“ﬂﬂ Wii pa) Z ( > (wii- wgz+1)pg)

Jj=i+1

By the construction of the w-Ord-MAP criterion, taking h = k*, since ¢ > h, this expression
is non-positive, so condition h;) of Lemma 1 is satisfied.

To verify condition hz), we consider h = k*,if h > 1,and £ =1,..., h — 1. For each
such /,

4 r
A(p, £, 1) ijul*wje)PjJr Z (Wje — Wjeq1) Dy -
Jj=1 j=0+1

Again by the definition of k*, this expression is strictly positive for all ¢ < k*, satisfying
condition hg). Therefore, by Lemma 1, the score S, is maximized at k*, completing the
proof. O

Sensitivity to Asymmetry and Diagnostic Error Analysis

Sensitivity Analysis with Respectto oy and ar

We perform a sensitivity analysis in Experiment B (Sect. 5.3) to assess how the advantage
of w-Ord-MAP varies with the degree of cost asymmetry, and to evaluate the robustness
of the empirical findings with respect to the choice of the asymmetry parameters in the
loss function. Specifically, we fixed ar, = 2 and varied ag € {0.5, 1, 2, ..., 10}, thereby
moving from a nearly symmetric loss (o, = ar) to increasingly asymmetric scenarios in
which overestimating wine quality becomes progressively more costly than underestimating
it (ag > ) or vice versa (g < ay). For each value of ar, we recomputed the label-
dependent loss matrix, the corresponding standardization of w-MAE, and the decisions
induced by the w-Ord-MAP rule, but maintaining the same fitted CLM models and predic-
tive probability distributions.

To further characterize the role of loss asymmetry, we re-parametrized the quadratic
loss in terms of the asymmetry ratio pr = apr/ayr, fixing oz (=2). When pr = 1, the loss
is symmetric and quadratic, and both Ord-MAP and w-Ord-MAP yield nearly identical
decisions. As pr departs from unity, in either sense, the advantage of the cost-sensitive w
-Ord-MAP rule becomes increasingly pronounced. This behavior is fully consistent with
the theoretical motivation of the proposed rule, which is able to exploit label-dependent cost
asymmetries.

Figure 10 reports the sensitivity analysis with respect to the asymmetry ratio pr, keep-
ing oy, = 2 fixed. Boxplots with superimposed fold-level differences illustrate both central
tendency and variability across cross-validation splits, and show that the improvement of
the w-Ord-MAP criterion is stable across cross-validation folds and increases monotonically
with the severity of overestimating/underestimating costs.
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As we can observe in Fig. 10, when pr ~ 1 the performance difference between Ord-
MAP and w-Ord-MAP is negligible, reflecting the fact that in this experiment, under an
almost symmetric distance-based loss the two rules behave similarly. As pgr increases/
decreases, the average improvement in standardized w-MAE achieved by w-Ord-MAP
over Ord-MAP grows monotonically. That is, increasing asymmetry leads to a systematic
improvement of the cost-sensitive decision rule. The proportion of test cases in which w
-Ord-MAP yields a lower loss than Ord-MAP as a function of the asymmetry ratio pg is
illustrated in Fig. 11.

Fig. 11 shows that the advantage of w-Ord-MAP vanishes near the symmetric case
pr ~ 1 and increases rapidly as the loss function becomes more asymmetric, confirming
that the proposed rule is especially beneficial under non-linear and asymmetric cost struc-
tures. These results of this experiment indicate that the benefit of w-Ord-MAP is driven by
genuinely asymmetric or strongly non-linear loss structures. This behavior is partly attribut-
able to the low number of ordinal classes considered in this experiment and to the concen-
tration of predictive mass around the central category, a common feature of well-calibrated
ordinal models with three classes. In such settings, symmetric loss structures naturally favor
median-based decisions, leaving limited room for improvement. That is, potential gains
from incorporating non-linear but symmetric costs may remain empirically small in this
setting, despite being theoretically distinct.

This analysis isolates the effect of asymmetry in the loss function, disentangling it from
non-linearity alone. It confirms that the proposed decision rule not only remains stable under
moderate changes in the loss parameters, but it also exploits stronger asymmetries in a sys-
tematic way, yielding larger gains when the misclassification costs for overestimation are
more pronounced.

Sensitivity analysis in the asymmetry ratio pg (o = 2 fixed)
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Fig. 10 Sensitivity analysis with respect to pr. Boxplots for fold-level differences in standardized w

-MAE between Ord-MAP and w-Ord-MAP. Superimposed points correspond to individual cross-vali-
dation folds
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Sensitivity to cost asymmetry (o fixed)

= : _—e—* °
- -
| :
©
£ S e : /
g !
E \ ) e
c © | 'Y | °
= o
S | /
@ \o °
1] |
& <
S S !
ks |
s 1
S
£t o !
g8 o 7| 1
IS !
o ! Symmetric loss
o _| |
o 1
T T T T T T T T T T
0.25 1 15 2 25 3 35 4 4.5 5

PR

Fig. 11 Sensitivity analysis with respect to pr. Proportion of test instances for which w-Ord-MAP out-
performs Ord-MAP as a function of pr

Diagnostic Analysis of Decision Differences

While Appendix C.1 focuses on aggregate performance differences, this diagnostic analysis
examines how asymmetry translates into qualitative changes in the decision behavior of the
classifiers. For that, we focus on a representative configuration, oy, = 0.5 and ap = 2 (used
in Sect. 5.3).

Table 3 reports auxiliary decision-level diagnostics comparing Ord-MAP and w-Ord-
MAP decision rules under the asymmetric loss configuration given by parameters a;, = 0.5
and ar = 2, providing insight into how the two decision criteria differ in terms of their
induced classification behavior. In the present experiment, all threshold structures except
symmetric2 lead to identical fitted probabilities for a given link function. For conciseness,
Table 3 therefore reports only the distinct configurations, grouping the remaining threshold
structures under the flexible case.

First, the disagreement rate measures the proportion of test instances for which the two
criteria select different classes when applied to the same probabilistic output. The observed
disagreement rate varies between 12.6 and 23.5%, confirming that incorporating label-
dependent loss at the decision stage can materially alter the classifier’s output, even when
the underlying probabilistic model is held fixed. Second, the distance-2 error rate focuses
on more severe ordinal misclassifications, namely predictions that differ from the true class
by two ordinal levels. These errors typically incur substantially higher loss under convex
cost structures. The results indicate that w-Ord-MAP exhibits a higher proportion of dis-
tance-2 errors than Ord-MAP across all model specifications. This behavior is not contradic-
tory to the observed improvement in expected cost: the proposed rule minimizes expected
loss under a convex, label-dependent cost structure, rather than directly controlling ordinal
distance.

Taken together, these diagnosis measures clarify the mechanism underlying the perfor-
mance gains observed for w-Ord-MAP. Improvements are not driven by a uniform reduction
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Table 3 Diagnostic decision-
level rates comparing Ord-MAP

Diagnosis measures

and w-Ord-MAP under the Setting Disagreement distance-2 error distance-2
X . rate error rate
asymmetric loss configuration - -
with o, = 0.5 and ag = 2. rate with Ord-MAP  with w
Reported measures include the -Ord-MAP
disagreement rate and the pro- logistic-flexible  0.1769856 0.007504690 0.014383990
portion of distance-2 errors logistic-sym-  0.1769856 0.006253909  0.013758599
under each decision rule. Except metric2
ch’lrttl:‘rz:gg?;ﬁiiig:i;ﬁ?&m probit-flexible  0.1882427 0.007504690  0.015009381
identical results and are therefore ~ Probit-symmet-  0.1844903 0.006879300 0.015009381
collapsed under the flexible ric2
threshold loglog-flexible ~ 0.1463415 0.009380863 0.018136335
loglog-symmet- 0.1444653 0.008755472 0.018136335
ric2
cloglog-flexible 0.2351470 0.006879300 0.015009381
cloglog-sym- 0.2295184 0.008130081 0.015634772
metric2
cauchit-flexible  0.1313321 0.005628518 0.008755472
cauchit-sym- 0.1263290 0.005628518 0.008755472
metric2

in ordinal distance errors, but rather by a targeted reallocation of predictions that reduces the
overall expected cost. In particular, w-Ord-MAP may accept fewer but more severe misclas-
sifications in order to avoid many moderately costly errors. This highlights the distinction
between optimizing ordinal distance and optimizing cost-sensitive risk, and illustrates how
the choice of loss function fundamentally shapes the induced decision behavior.
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