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 A B S T R A C T

Neural-network (NN) controllers trained by imitation learning can reproduce the behavior of conventional 
PID controllers, but their deployment requires assessing whether the stability and robustness properties of the 
teacher are preserved after replacement. This paper proposes a post-training framework to certify robustness 
inheritance when a PID is replaced by a NN controller. The method uses the balanced disk margin of the 
PID-controlled loop as the reference robustness measure and evaluates the robustness level inherited by the 
local-affine realization of the trained NN around the nominal operating point. The certificate is formulated 
as an integral quadratic constraint (IQC) condition expressed through a linear matrix inequality (LMI), whose 
feasibility certifies a plant-side robustness bound for the local-affine NN controller closed-loop system. The 
framework is evaluated on the Van de Vusse continuous stirred-tank reactor (CSTR), an inverse response 
nonlinear benchmark. The results show that the proposed pipeline, combining imitation training, autonomous 
validation, local-affine LMI certification, and nonlinear simulations, identifies NN controllers that preserve 
autonomous viability and inherit a significant fraction of the PID teacher disk margin.
1. Introduction

Neural-network (NN) controllers have become an active research 
topic in feedback control because they can approximate nonlinear 
input–output mappings and reproduce control policies generated by 
model-based or expert controllers. In process control applications, this 
is particularly relevant when a reliable conventional controller is al-
ready available and can be used as a teacher, enabling a gradual 
transition from classical to learning-based control. Beyond replacing a 
single controller, the learned representation may support future adap-
tation or transfer to related control loops, plants, or operating points. 
Previous studies have therefore investigated transfer suitability and 
controller adaptation [1–3].

However, replacing or adapting a conventional controller by a 
learned one requires more than accurate supervised imitation or im-
proved post-transfer performance. The autonomous NN closed-loop 
system may deviate from the teacher-controlled loop when operat-
ing under its own induced state distribution, and adaptation may 
improve local performance while degrading robustness properties in-
herited from the original controller [4,5]. Therefore, learned-controller 
viability should also be assessed from a stability and robustness per-
spective. This motivates post-training certificates capable of quantifying 
robustness inheritance, so that a learned controller can be evaluated not 
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only by its closed-loop performance, but also by the robustness that it 
preserves.

Within this broader need for reliable learned feedback control, the 
stability analysis of NN controllers has received significant attention 
in recent years. One influential direction formulates NN-controlled 
systems through Integral Quadratic Constraints (IQC), enabling sta-
bility analysis of feedback loops containing static NN controllers [6]. 
Related developments have considered NN controllers for set-point 
tracking problems, where stability and offset-free behavior must be 
preserved despite the use of learned feedback policies [7,8]. Recurrent 
NN controllers have also been studied under closed-loop synthesis 
frameworks that aim to provide stability guarantees in partially ob-
served settings [9,10]. Other works have extended quadratic-constraint 
ideas to event-triggered NN control of perturbed systems, showing how 
robust-control tools can be adapted to learned feedback laws [11]. 
Beyond quadratic-constraint formulations, several studies have focused 
on the structural and regional properties of NN-controlled systems. For 
piecewise-affine NN controllers, stability can be analyzed by exploit-
ing the piecewise-affine nature of the closed-loop map and deriving 
conditions for reliable stabilization [12]. Regional stability conditions 
have also been proposed for recurrent NN-based control systems, em-
phasizing that guarantees for learned controllers are often valid only 
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within prescribed operating regions [13]. Robust stability under para-
metric uncertainty has been addressed through interval matrix descrip-
tions, providing another route for certifying NN-controlled systems 
under model uncertainty [14]. Broader surveys and recent work fur-
ther emphasize that stability and robustness guarantees are essential 
for deploying learned controllers in feedback operation [15,16]. This 
viewpoint is reflected in a recent review work related to stability and 
robustness guarantees for NN-in-the-loop systems [17].

A complementary line of research investigates how stability or 
dissipativity requirements can be incorporated during NN controller 
synthesis or training. For example, closed-loop dissipativity conditions 
have been used as a design objective when synthesizing NN controllers 
with formal guarantees [18,19]. Related work has also studied the 
interaction between stability and learning in networked dynamical 
systems, including applications involving physics-informed neural net-
works [20]. These approaches are valuable because they seek to shape 
the controller during the learning process. However, they differ from 
scenarios in which a NN controller has already been trained from an 
existing controller and must be evaluated after training.

Robustness margins provide a natural bridge between classical con-
trol analysis and NN controller certification. Disk margins characterize 
simultaneous gain and phase variations through a complex multiplica-
tive perturbation, offering a unified alternative to treating gain and 
phase margins separately [21]. This is particularly relevant for PID-
controlled loops, where margin-based robustness measures are com-
monly used to assess the reliability of a feedback design. Recent work 
has begun to connect disk-margin concepts with NN controller anal-
ysis by studying stability margins of NN-controlled systems through 
robustness-oriented formulations [22]. These results provide an impor-
tant foundation for relating classical robustness guarantees to learned 
controllers. Nevertheless, much of the existing literature either ana-
lyzes the full nonlinear NN controller through sector or quadratic con-
straints, or aims to impose stability-related properties during controller 
synthesis.

This paper adopts a post-training certification perspective. Rather 
than synthesizing a NN controller subject to robustness constraints, 
the goal is to evaluate whether and in which way an already trained 
NN controller inherits the robustness margin of a PID teacher. The 
NN controller is trained by imitation learning from closed-loop data 
generated by the PID controller. This setting is practically relevant 
because it uses an existing stabilizing controller as the source of training 
data. At the same time, imitation learning may suffer from distribution-
shift effects, since a controller trained on teacher-generated trajectories 
can behave differently when deployed autonomously under its own 
induced closed-loop state distribution [23–25]. Consequently, one-step 
imitation accuracy is not sufficient to justify replacement of the PID 
controller.

The proposed framework combines autonomous closed-loop val-
idation with local robustness certification. After training, only NN 
controllers that remain viable without the PID teacher are retained, 
and each NN controller is then replaced by its frozen-slope local-
affine realization around the nominal operating point. This produces 
an LTI controller 𝐾𝑁,0(𝑧) associated with a fixed activation pattern. 
The balanced disk-margin robustness channel of the resulting local-
affine NN-controlled loop is then certified through a plant-side IQC/LMI 
condition based on the discrete-time bounded-real lemma [26]. The 
certified radius is finally compared with the balanced disk-margin 
radius of the PID teacher to quantify the inherited robustness fraction. 
The resulting certificate is local by construction. It applies to the local-
affine realization of the trained NN controller around the selected 
operating point. This local formulation keeps the certificate directly 
connected to the classical disk-margin computation while providing 
a tractable post-training robustness measure. Nonlinear operation is 
subsequently employed as an independent validation step, unlike ap-
proximation based designs for uncertain nonlinear systems [27–29], 
the nonlinear process is not approximated by the NN, but rather is 
2 
simulated directly from its differential equations, to assess whether the 
locally certified behavior remains meaningful under set-point changes 
and disturbances.

Fig.  1 in Section 2 situates the proposed certification method within 
a broader knowledge-transfer framework for control systems. In this 
context, the present work focuses on establishing whether a PID-trained 
NN controller can operate autonomously and preserve a certifiable 
fraction of the teacher’s robustness margin before any reuse or adap-
tation is considered. Although the framework is instantiated here on 
the nonlinear Van de Vusse CSTR, its formulation is applicable to 
other industrial processes. Transfer-suitability assessment and adapta-
tion to related target loops remain outside the scope of this paper; 
representative approaches are reported in [1–3].

Within this scope, the distinction with respect to existing IQC-
based, piecewise-affine, and NN margin-analysis approaches is that the 
robustness reference is inherited from an existing controller. Rather 
than imposing a new robustness condition during NN synthesis, the 
proposed framework is applied after imitation training to quantify the 
fraction of the PID teacher’s balanced disk margin preserved by its 
NN replacement. This control-theoretic certification stage provides a 
prerequisite for the reliable reuse or future transfer of the learned 
controller across related feedback loops. The main contributions are 
therefore summarized as follows:

• A teacher referenced robustness-inheritance metric is introduced 
to quantify the fraction of the PID teacher’s balanced disk-margin 
preserved by an NN controller trained through imitation learning.

• A post-training local-affine certification method is developed by 
freezing the NN activation pattern around the certified operating 
point and verifying the inherited margin through a plant-side 
IQC/LMI condition.

• The complete workflow is evaluated on the nonlinear Van de 
Vusse CSTR benchmark, combining autonomous closed-loop
screening, local-affine certification, and nonlinear servo-regulat-
ory validation.

The rest of the paper is organized as follows. Section 2 formulates 
the robustness-inheritance problem, Section 3 presents the IQC/LMI 
certificate, and Section 4 details the CSTR implementation and NN 
training. Section 5 reports the validation and certification results, while 
Section 6 summarizes the main conclusions and future work.

2. Problem formulation

This work considers the post-training robustness certification of an 
NN controller designed by imitation learning from a PID teacher. The 
overall setting is illustrated in Fig.  1. During training, the PID controller 
𝐾𝑇  operates the nominal plant 𝑃  and generates closed-loop data used 
to train an NN controller 𝐾𝑁 = 𝑓𝜃(⋅) that approximates the teacher 
control action. During autonomous deployment, the PID controller is 
no longer present and the plant is controlled only by the trained NN. 
The objective is to determine whether the NN controller preserves a 
certifiable fraction of the balanced disk margin originally available 
for the PID teacher. Rather than certifying the complete nonlinear 
piecewise-affine NN globally, the proposed method considers the local-
affine realization 𝐾𝑁,0(𝑧) obtained by freezing the NN activation slopes 
around a selected operating regressor 𝜉⋆. The resulting certificate is 
therefore local with respect to the activation pattern, while remaining 
directly comparable with the robustness margin of the PID teacher.

The Fig.  1 provides a two-level view of the proposed methodol-
ogy. The upper part shows how the certification problem fits within 
a broader controller-knowledge-transfer workflow, whereas the lower 
part expands the specific sequence formalized in this section: closed-
loop data generation with the PID teacher, imitation-based synthesis 
of 𝐾𝑁 , autonomous deployment, construction of the local-affine model 
𝐾𝑁,0(𝑧), and teacher-referenced disk-margin certification. Accordingly, 
the scheme serves as a roadmap for the formulation developed in the 
following subsections.
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Fig. 1. General knowledge-transfer framework for control systems and scope of the proposed PID-to-NN certification procedure.
2.1. Nominal plant and PID teacher

Consider a discrete-time LTI representation of the system: 
𝑥𝑝,𝑘+1 = 𝐴𝑝𝑥𝑝,𝑘 + 𝐵𝑝𝑢𝑘

𝑦𝑘 = 𝐶𝑝𝑥𝑝,𝑘
(1)

where 𝑥𝑝,𝑘 ∈ R𝑛𝑝  is the plant state, 𝑢𝑘 ∈ R𝑛𝑢  is the manipulated input, 
and 𝑦𝑘 ∈ R𝑛𝑦  is the measured output. In the implementation considered 
later, the system is SISO, although the formulation is written in state-
space form to make the interconnection structure explicit. The control 
error is defined as 𝑒𝑘 = 𝑟𝑇 ,𝑘 − 𝑦𝑇 ,𝑘, where 𝑟𝑇 ,𝑘 is the reference signal. 
The PID teacher is represented by the discrete-time state-space: 
𝑥𝑇 ,𝑘+1 = 𝐴𝑇 𝑥𝑇 ,𝑘 + 𝐵𝑇 𝑒𝑘
𝑢𝑇 ,𝑘 = 𝐶𝑇 𝑥𝑇 ,𝑘 +𝐷𝑇 𝑒𝑘

(2)

where 𝑥𝑇 ,𝑘 ∈ R𝑛𝑇  collects the internal states of the implemented PID 
controller, including the integral state and derivative-filter state. The 
input is the tracking error 𝑒𝑘 = 𝑟𝑇 ,𝑘 − 𝑦𝑇 ,𝑘, and the output 𝑢𝑇 ,𝑘 is the 
PID teacher control action, 𝑢𝑘 = 𝑢𝑇 ,𝑘. The matrices 𝐴𝑇 , 𝐵𝑇 , 𝐶𝑇 , and 𝐷𝑇
therefore correspond to the chosen discrete-time PID implementation 
and are used only to express the teacher in a compact form for plant 
interconnection and comparison with the NN controller. Combining (1) 
and (2), the nominal PID-controlled closed-loop is written as: 
[

𝑥𝑝,𝑘+1
𝑥𝑇 ,𝑘+1

]

=
[

𝐴𝑝 − 𝐵𝑝𝐷𝑇𝐶𝑝 𝐵𝑝𝐶𝑇
−𝐵𝑇𝐶𝑝 𝐴𝑇

]

⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟
𝐴𝑇 ,cl

[

𝑥𝑝,𝑘
𝑥𝑇 ,𝑘

]

+
[

𝐵𝑝𝐷𝑇
𝐵𝑇

]

⏟⏞⏟⏞⏟
𝐵𝑇 ,cl

𝑟𝑇 ,𝑘

𝑦𝑇 ,𝑘 =
[

𝐶𝑝 0
]

⏟⏞⏟⏞⏟
𝐶𝑇 ,cl

[

𝑥𝑝,𝑘
𝑥𝑇 ,𝑘

]

(3)

This nominal closed-loop model provides the reference behavior that 
the NN controller is trained to reproduce and also defines the loop for 
which the PID robustness margin is computed.

2.2. Disk margin as stability measure

The central stability and robustness measure used in this work is the 
disk margin. Unlike classical gain and phase margins treated separately, 
disk margins describe simultaneous gain and phase variations through 
3 
a complex multiplicative perturbation factor. Let 𝐿𝑇 (𝑧) = 𝑃 (𝑧)𝐾𝑇 (𝑧) de-
note the nominal loop transfer function associated with the PID teacher. 
A perturbed loop is written as 𝐿𝑓 (𝑧) = 𝑓𝐿𝑇 (𝑧), where 𝑓 ∈ C is a 
complex multiplicative uncertainty factor. The disk-margin framework 
defines the admissible perturbations as the disk set [21]: 

𝑓 ∈ 𝐷(𝛼, 𝜎) =
{

2 + (1 − 𝜎)𝛿
2 − (1 + 𝜎)𝛿

∶ 𝛿 ∈ C, |𝛿| < 𝛼
}

(4)

where 𝛼 > 0 determines the size of the uncertainty set and 𝜎 ∈ R is the 
skew parameter. The nominal case corresponds to 𝑓 = 1. The real-axis 
intercepts of the disk are: 

𝛾max =
2 + 𝛼(1 − 𝜎)
2 − 𝛼(1 + 𝜎)

, 𝛾min =
2 − 𝛼(1 − 𝜎)
2 + 𝛼(1 + 𝜎)

(5)

These quantities define the gain increase and gain decrease compatible 
with the same disk, while the tangent geometry of the disk determines 
the corresponding phase variation. Hence, 𝐷(𝛼, 𝜎) represents a coupled 
gain-phase uncertainty family rather than independent gain and phase 
perturbations. For a fixed skew 𝜎, the largest stable disk size can be 
written as: 

𝛼max =
‖

‖

‖

‖

𝑆𝑇 + 𝜎 − 1
2

‖

‖

‖

‖

−1

∞
(6)

where 𝑆𝑇 (𝑧) =
(

1 + 𝐿𝑇 (𝑧)
)−1 is the sensitivity function of the nom-

inal PID-controlled loop. In this work, the balanced disk margin is 
employed, corresponding to 𝜎 = 0. In this case: 

𝛼𝑇 =
‖

‖

‖

‖

𝑆𝑇 − 𝑇𝑇
2

‖

‖

‖

‖

−1

∞
, 𝑇𝑇 (𝑧) = 𝐿𝑇 (𝑧)

(

1 + 𝐿𝑇 (𝑧)
)−1 (7)

The quantity 𝛼𝑇  is interpreted as the robustness level of the PID teacher 
under balanced simultaneous gain and phase uncertainty.

2.3. Imitation learning neural controller

The NN controller is trained to reproduce the PID control action 
using data generated by the teacher. Its autonomous control law is 
written as: 
𝑢𝑁,𝑘 = 𝑓𝜃(𝜉𝑘) (8)

where 𝑓𝜃 denotes the trained NN with parameters 𝜃, and 𝜉𝑘 is a causal 
regressor constructed from available closed-loop signals. In this work, 
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Fig. 2. Feedforward Multilayer Perceptron (MLP) neural-network architecture used for PID imitation.
the complete NN input regressor is defined as: 

𝜉𝑘 =
[

𝑒𝑘 𝑒𝑘−1 ⋯ 𝑒𝑘−𝑤𝑠+1 𝑖𝑒,𝑘 𝑢𝑘−1
]⊤ (9)

where 𝑒𝑘 = 𝑟𝑘 − 𝑦𝑘 is the current control error, 𝑤𝑠 is the error-
window length, 𝑖𝑒,𝑘 is the accumulated control error, and 𝑢𝑘−1 is the 
previous control input. The integral state is updated according to 
𝑖𝑒,𝑘+1 = 𝑖𝑒,𝑘 + 𝑇𝑠𝑒𝑘, where 𝑇𝑠 is the sampling period. The inclusion 
of 𝑢𝑘−1 gives the feedforward NN controller a causal memory of the 
previous control action without introducing an algebraic loop. For the 
purpose of deriving a dynamic realization of the local-affine controller, 
the NN regressor is decomposed into the instantaneous control error 
and a regressor-state vector: 

𝜉𝑘 =
[

𝑒𝑘
𝑥𝑅,𝑘

]

(10)

where 

𝑥𝑅,𝑘 =
[

𝑒𝑘−1 ⋯ 𝑒𝑘−𝑤𝑠+1 𝑖𝑒,𝑘 𝑢𝑘−1
]⊤ (11)

collects the memory terms of the regressor. Therefore, 𝜉𝑘 is the com-
plete static input vector of the NN, while 𝑥𝑅,𝑘 is an auxiliary dy-
namic state containing the delayed errors, the accumulated error, and 
previous control input.

The dynamics of 𝑥𝑅,𝑘 can be written compactly as: 

𝑥𝑅,𝑘+1 = 𝐴𝑅𝑥𝑅,𝑘 + 𝐵𝑅𝑒𝑘 + 𝐸𝑅𝑢𝑘 (12)

where 𝐴𝑅 shifts the delayed-error states and propagates the integral 
state, 𝐵𝑅 injects the current error 𝑒𝑘, and 𝐸𝑅 updates the previous-
control component using the current control action 𝑢𝑘. This represen-
tation separates the controller input 𝑒𝑘 from the memory variables 
stored in 𝑥𝑅,𝑘, which will be used later to convert the local-affine 
approximation of the NN into an equivalent dynamic LTI controller. 
The feedforward NN architecture used for the learned controllers is 
summarized in Fig.  2. Although the map 𝑓𝜃(⋅) is static, the autonomous 
NN controller is dynamic because its input regressor 𝜉𝑘 contains de-
layed errors, the accumulated error, and the previous control input. 
During autonomous NN operation, the applied control action is 𝑢𝑘 =
𝑢𝑁,𝑘. Therefore, combining the regressor dynamics in (12) with the NN 
map gives the nonlinear state-space representation: 

𝐾𝑁 ∶

⎧

⎪

⎪

⎨

⎪

⎪

⎩

𝑥𝑅,𝑘+1 = 𝐴𝑅𝑥𝑅,𝑘 + 𝐵𝑅𝑒𝑘 + 𝐸𝑅𝑢𝑁,𝑘

𝜉𝑘 =
[

𝑒𝑘
𝑥𝑅,𝑘

]

𝑢𝑁,𝑘 = 𝑓𝜃(𝜉𝑘)

(13)

Equivalently, 𝐾𝑁  is a nonlinear dynamic controller induced by the 
interconnection between the regressor-update dynamics and the feed-
forward NN. The local-affine realization derived next is obtained by 
freezing the activation pattern of this nonlinear controller around the 
certified operating regressor 𝜉⋆.
4 
2.3.1. Local-affine realization
Although the deployed controller is the nonlinear NN 𝐾𝑁 = 𝑓𝜃(⋅), 

the post-training robustness certificate developed in this work is ap-
plied to its local-affine realization around a certified operating point. 
This construction relies on the fact that feedforward networks with 
piecewise-linear activations define piecewise-affine input–output maps 
over regions determined by their activation patterns [30]. Since
LeakyReLU is also piecewise linear, fixing the activation pattern around 
the certified operating point yields an affine representation of the 
trained NN restricted to that region. Let 𝜉⋆ denote the equilibrium 
regressor. In the nominal operating point used for certification, all 
signals are expressed as deviation variables, so that the equilibrium 
satisfies: 
𝑒⋆𝑘 = 0, 𝑢⋆𝑁,𝑘 = 0 (14)

The equilibrium regressor is chosen such that 𝑓𝜃(𝜉⋆) = 0. Assume that 
no activation unit lies exactly at the kink of its activation function at 
𝜉⋆. Then, within the corresponding fixed activation region, the NN is 
locally affine. In deviation variables: 
𝑢̃𝑁,𝑘 = 𝐾𝜉,0𝜉𝑘 (15)

where 

𝐾𝜉,0 =
𝜕𝑓𝜃
𝜕𝜉

|

|

|

|𝜉=𝜉⋆
(16)

is the frozen NN Jacobian evaluated at the operating point.
Consider a feedforward NN with 𝐿 hidden layers. Let 𝑧𝓁,𝑘 denote 

the output of hidden layer 𝓁, and let 𝑣𝓁,𝑘 denote its corresponding 
pre-activation vector. The NN is described recursively as: 
𝑧0,𝑘 = 𝜉𝑘 (17)

𝑣𝓁,𝑘 = 𝑊𝓁𝑧𝓁−1,𝑘 + 𝑏𝓁 , 𝑧𝓁,𝑘 = 𝜑𝓁(𝑣𝓁,𝑘), 𝓁 = 1,… , 𝐿 (18)

and 
𝑢𝑁,𝑘 = 𝑊𝑜𝑧𝐿,𝑘 + 𝑏𝑜 (19)

where 𝑊𝓁 and 𝑏𝓁 are the weight matrix and bias vector of hidden 
layer 𝓁, 𝑊𝑜 and 𝑏𝑜 are the output-layer parameters, and 𝜑𝓁(⋅) is the 
component-wise activation function of layer 𝓁. In the implementation 
used in this work, the hidden layers employ LeakyReLU activations, 
a rectified activation family with nonzero negative-side slope [31,32]. 
For a LeakyReLU activation with negative slope 𝑎𝓁 , the activation is 
defined as: 
𝜑𝓁(𝑣) = max(𝑣, 0) + 𝑎𝓁 min(𝑣, 0), 0 < 𝑎𝓁 < 1 (20)

The local-affine gain is obtained by freezing the activation slopes at 
the certified operating point. If 𝑣⋆𝓁  denotes the pre-activation vector of 
layer 𝓁 evaluated at 𝜉⋆, then 
𝑆 = diag

(

𝜑′ (𝑣⋆)
)

, 𝓁 = 1,… , 𝐿 (21)
𝓁 𝓁 𝓁
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For the LeakyReLU activation, each diagonal entry of 𝑆𝓁 can be given 
by: 
[

𝑆𝓁
]

𝑖𝑖 =

{

1, [𝑣⋆𝓁 ]𝑖 > 0
𝑎𝓁 , [𝑣⋆𝓁 ]𝑖 < 0

(22)

Neurons satisfying [𝑣⋆𝓁 ]𝑖 = 0 lie exactly at the kink and are excluded 
from the local-affine differentiability assumption. Under this fixed ac-
tivation pattern, the frozen Jacobian of the NN with respect to the 
physical regressor is: 
𝐾𝜉,0 = 𝑊𝑜𝑆𝐿𝑊𝐿𝑆𝐿−1𝑊𝐿−1 ⋯𝑆1𝑊

bar
1 (23)

where 𝑊 bar
1  denotes the first-layer weight matrix after absorbing any 

input normalization into the affine map. If no input normalization is 
used, then 𝑊 bar

1 = 𝑊1. The local-affine gain is partitioned according to 
the regressor structure as: 
𝐾𝜉,0 =

[

𝑘0 𝑘1 ⋯ 𝑘𝑤𝑠−1 𝑘𝑖 𝑘𝑢
]

(24)

Using the regressor state 𝑥𝑅,𝑘 in (11), the local-affine NN controller can 
be written in deviation variables as: 
𝑢̃𝑁,𝑘 = 𝑘0𝑒𝑘 +𝐾𝑅𝑥̃𝑅,𝑘 (25)

where 
𝐾𝑅 =

[

𝑘1 ⋯ 𝑘𝑤𝑠−1 𝑘𝑖 𝑘𝑢
]

(26)

Similarly, the regressor dynamics around the certified operating point 
are: 
𝑥̃𝑅,𝑘+1 = 𝐴𝑅𝑥̃𝑅,𝑘 + 𝐵𝑅𝑒𝑘 + 𝐸𝑅𝑢̃𝑁,𝑘 (27)

Substituting (25) into (27) gives the LTI realization: 

𝐾𝑁,0(𝑧) ∶

{

𝑥̃𝑅,𝑘+1 = 𝐴𝑁 𝑥̃𝑅,𝑘 + 𝐵𝑁𝑒𝑘
𝑢̃𝑁,𝑘 = 𝐶𝑁 𝑥̃𝑅,𝑘 +𝐷𝑁𝑒𝑘

(28)

with 𝐴𝑁 = 𝐴𝑅 + 𝐸𝑅𝐾𝑅, 𝐵𝑁 = 𝐵𝑅 + 𝐸𝑅𝑘0, 𝐶𝑁 = 𝐾𝑅, and 𝐷𝑁 = 𝑘0. 
Here, 𝑥̃𝑅,𝑘 = 𝑥𝑅,𝑘 − 𝑥⋆𝑅, 𝑒𝑘 = 𝑒𝑘 − 𝑒⋆𝑘 , and 𝑢̃𝑁,𝑘 = 𝑢𝑁,𝑘 − 𝑢⋆𝑁,𝑘 denote 
deviations with respect to the certified operating point. The local-
affine realization is associated with the activation region induced by 
the certified regressor 𝜉⋆. This region is not selected manually, once 
𝜉⋆ is fixed from the nominal plant operating point, the NN activation 
pattern uniquely determines the corresponding activation cell. At this 
point, the deviation variables satisfy (14), the delayed errors are zero, 
and 𝑖⋆𝑒  can be chosen to satisfy the equilibrium consistency condition 
𝑓𝜃(𝜉⋆) ≈ 0. The associated activation region is then: 
(𝜉⋆) =

{

𝜉 ∶ 𝑣𝓁,𝑖(𝜉) 𝑣𝓁,𝑖(𝜉⋆) > 0, ∀𝓁, 𝑖
}

(29)

where 𝑣𝓁,𝑖(𝜉) is the pre-activation of neuron 𝑖 in hidden layer 𝓁. For all 
𝜉 ∈ (𝜉⋆), the LeakyReLU activation pattern, and hence the frozen-
slope matrices 𝑆𝓁 , remain unchanged, so the NN is represented by 
the same local-affine realization 𝐾𝑁,0(𝑧). Points with 𝑣𝓁,𝑖(𝜉⋆) = 0
are excluded because the frozen-slope representation is not uniquely 
defined at activation kinks.

2.4. Local-affine inherited disk-margin

Let 𝐷(𝛼𝑇 , 0) denote the balanced disk-margin uncertainty set certi-
fied for the PID teacher. The objective of the proposed framework is to 
quantify how much of this teacher robustness is inherited by the local-
affine realization 𝐾𝑁,0(𝑧) of the trained NN controller. The local-affine 
NN loop transfer function is 𝐿𝑁 (𝑧) = 𝑃 (𝑧)𝐾𝑁,0(𝑧). The corresponding 
sensitivity and complementary sensitivity functions are: 
𝑆𝑁 (𝑧) =

(

1 + 𝐿𝑁 (𝑧)
)−1 , 𝑇𝑁 (𝑧) = 𝐿𝑁 (𝑧)

(

1 + 𝐿𝑁 (𝑧)
)−1 (30)

For the balanced disk-margin case 𝜎 = 0, the relevant robustness 
channel is: 

𝐺DM0(𝑧) =
𝑆𝑁 (𝑧) − 𝑇𝑁 (𝑧)

(31)
𝑁 2

5 
Fig. 3. Geometric interpretation of the inherited local-affine disk-margin con-
cept. The outer disk 𝐷(𝛼𝑇 , 0) represents the balanced disk-margin robustness 
of the PID teacher, while the inner disk 𝐷(𝛼LA

𝑁 , 0) denotes the largest certified 
disk for the local-affine NN controller 𝐾𝑁,0(𝑧).

If the nominal local-affine closed-loop is internally stable, the inherited 
local-affine disk-margin radius is defined as: 

𝛼LA𝑁 = ‖

‖

‖

𝐺DM0
𝑁

‖

‖

‖

−1

∞
=
‖

‖

‖

‖

𝑆𝑁 − 𝑇𝑁
2

‖

‖

‖

‖

−1

∞
(32)

The corresponding inherited local-affine disk-margin fraction is 𝜌LAinh =
𝛼LA𝑁 ∕𝛼𝑇 , which is local with respect to the NN activation pattern at the 
certified operating point. The geometric interpretation of this inherited 
margin is shown in Fig.  3. The outer disk represents the robustness 
margin 𝐷(𝛼𝑇 , 0) certified for the PID teacher, whereas the inner disk 
represents the largest disk 𝐷(𝛼LA𝑁 , 0) certified for the local-affine NN-
controlled loop. Therefore, the ratio 𝜌LAinh measures the fraction of the 
teacher disk-margin radius that is preserved after replacing the PID 
controller by the local-affine realization of the trained NN controller.

Equivalently, the certified radius can be interpreted as the largest 
balanced disk radius that can be assigned to the local-affine NN-
controlled loop: 
𝛼LA𝑁 = sup

{

𝛼 ∈ [0, 𝛼𝑇 ] ∶ 𝐾𝑁,0(𝑧) stabilizes 𝐷(𝛼, 0)
}

(33)

Thus, 𝜌LAinh ∈ [0, 1] quantifies the fraction of the PID teacher robustness 
level that remains certifiable after replacing the PID controller by the 
local-affine realization of the trained NN controller. The next section 
develops an equivalent plant-side IQC-LMI condition to certify 𝛼LA𝑁 .

3. Local-affine certification framework

The inherited local-affine disk-margin objective introduced in Sec-
tion 2.4 can be certified through a plant-side IQC-LMI condition. Since 
the trained NN controller is replaced, for certification purposes, by 
its local-affine realization 𝐾𝑁,0(𝑧), the activation nonlinearities are not 
retained as uncertainty blocks in the final robust stability test. Instead, 
the only uncertainty channel considered in the certificate is the plant-
side disk-margin perturbation associated with the candidate inherited 
radius. Thus, certification reduces to verifying whether the balanced 
disk-margin channel 𝐺DM0

𝑁 (𝑧) in (31) satisfies: 
‖

‖

‖

𝐺DM0
𝑁

‖

‖

‖∞
< 1

𝛼⋆𝑁
(34)

for a candidate radius 𝛼⋆𝑁 ∈ (0, 𝛼𝑇 ]. If this condition holds, then 
the local-affine NN-controlled loop robustly stabilizes all admissible 
norm-bounded perturbations associated with the balanced disk-margin 
channel of radius 𝛼⋆𝑁 . The corresponding plant-side robust feedback 
interconnection is shown in Fig.  4. In this representation, the LTI 
block 𝐺DM0

𝑁 (𝑧) takes the perturbation output 𝑤𝑝,𝑘 as input and produces 
the perturbation input 𝑣𝑝,𝑘, while the uncertainty block 𝛥𝑝 closes the 
feedback loop according to: 
𝑤 = 𝛥 (𝑣 ), ‖𝛥 ‖ ≤ 𝛼⋆ . (35)
𝑝,𝑘 𝑝 𝑝,𝑘 𝑝 2→2 𝑁
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Fig. 4. Plant-side robust representation used for local-affine inherited disk-
margin certification. The LTI block 𝐺DM0

𝑁 (𝑧) represents the balanced disk-
margin robustness channel of the local-affine NN-controlled loop, while 𝛥𝑝
denotes the plant-side norm-bounded perturbation satisfying ‖𝛥𝑝‖2→2 ≤ 𝛼⋆

𝑁 .

Here, ‖𝛥𝑝‖2→2 denotes the induced 𝓁2-gain of the uncertainty operator, 
meaning that 𝛥𝑝 cannot amplify the input signal energy by more than 
the factor 𝛼⋆𝑁 . This notation is used because 𝛥𝑝 is treated as a norm-
bounded uncertainty operator, whereas 𝐺DM0

𝑁 (𝑧) is a stable LTI system 
whose induced 𝓁2-gain is given by its 𝐻∞ norm. Thus, the certification 
problem is recast as a plant-side robust stability test for the feedback 
interconnection between 𝐺DM0

𝑁 (𝑧) and the norm-bounded operator 𝛥𝑝.
Let a minimal or numerically well-conditioned state-space realiza-

tion of 𝐺DM0
𝑁 (𝑧) be given by: 

𝐺DM0
𝑁 ∶

{

𝑥𝑔,𝑘+1 = 𝐴𝑔𝑥𝑔,𝑘 + 𝐵𝑔𝑤𝑘

𝑣𝑘 = 𝐶𝑔𝑥𝑔,𝑘 +𝐷𝑔𝑤𝑘
(36)

where 𝑤𝑘 and 𝑣𝑘 are the input and output of the disk-margin robust-
ness channel, respectively. In this form, the disk-radius uncertainty is 
represented as a norm-bounded operator, leading to the hard IQC: 
𝑁
∑

𝑘=0

[

𝑣𝑘
𝑤𝑘

]⊤
𝛱𝑝(𝛼⋆𝑁 )

[

𝑣𝑘
𝑤𝑘

]

≥ 0, ∀𝑁 ≥ 0 (37)

with 

𝛱𝑝(𝛼⋆𝑁 ) =
[

(𝛼⋆
𝑁 )2𝐼 0
0 −𝐼

]

(38)

This IQC states that the uncertainty output energy cannot exceed 
(𝛼⋆𝑁 )2 times the uncertainty input energy. Hence, the local-affine disk-
margin certificate reduces to a plant-side small-gain/IQC condition 
applied to 𝐺DM0

𝑁 (𝑧). The next section derives a bounded-real LMI from 
(𝐴𝑔 , 𝐵𝑔 , 𝐶𝑔 , 𝐷𝑔) to certify whether ‖𝐺DM0

𝑁 ‖∞ < 1∕𝛼⋆𝑁 , thereby testing 
the feasibility of 𝛼⋆𝑁 .

3.1. Discrete-time bounded real LMI

For a fixed candidate inherited radius 𝛼⋆𝑁 , define: 

𝛾⋆ = 1
𝛼⋆𝑁

(39)

The condition ‖‖
‖

𝐺DM0
𝑁

‖

‖

‖∞
< 𝛾⋆ can be certified using the discrete-time 

bounded-real lemma [26]. For the realization (36), this amounts to 
finding a symmetric positive-definite matrix 𝑋 = 𝑋⊤ ≻ 0 such that: 

⎡

⎢

⎢

⎣

𝐴⊤
𝑔𝑋𝐴𝑔 −𝑋 𝐴⊤

𝑔𝑋𝐵𝑔 𝐶⊤
𝑔

𝐵⊤
𝑔 𝑋𝐴𝑔 𝐵⊤

𝑔 𝑋𝐵𝑔 − (𝛾⋆)2𝐼 𝐷⊤
𝑔

𝐶𝑔 𝐷𝑔 −𝐼

⎤

⎥

⎥

⎦

≺ 0 (40)

For a fixed 𝛾⋆, (40) is an LMI in 𝑋. Equivalently, for a fixed candidate 
𝛼⋆𝑁 , it is an LMI feasibility test with 𝛾⋆ = 1∕𝛼⋆𝑁 .

3.2. Certification theorem

Theorem Assumptions. The following result is stated for the nomi-
nal discrete-time LTI plant model 𝑃 (𝑧), which is also the model used to 
compute the balanced disk margin of the PID teacher. The trained NN 
controller is not certified globally over all possible activation regions, 
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instead, what is provided is a local result represented by the local-affine 
realization 𝐾𝑁,0(𝑧) obtained by freezing the activation pattern at the se-
lected operating regressor 𝜉⋆. This requires that no neuron lies exactly 
at an activation kink at 𝜉⋆, so that the frozen-slope representation is 
well defined. Accordingly, the local-affine NN-controlled loop is defined 
as 𝐿𝑁 (𝑧) = 𝑃 (𝑧)𝐾𝑁,0(𝑧), and its associated disk-margin channel 𝐺DM0

𝑁 (𝑧)
is assumed to admit a stable state-space realization (𝐴𝑔 , 𝐵𝑔 , 𝐶𝑔 , 𝐷𝑔). 
The induced-gain argument is performed from zero initial condition, 
𝑥𝑔,0 = 0, for input sequences 𝑤 ∈ 𝓁2. Finally, the plant-side disk-margin 
uncertainty is represented in the normalized uncertainty channel by 
a causal norm-bounded operator 𝛥𝑝, satisfying ‖𝛥𝑝‖2→2 ≤ 𝛼⋆𝑁 , with a 
well-posed feedback interconnection.

These assumptions are intended to define the precise scope of the 
proposed post-training certificate. The use of the nominal LTI plant 
is consistent with the computation of the PID teacher disk margin, 
which serves as the reference robustness level. The frozen-activation 
assumption is local by construction and only requires the selected 
operating regressor not to lie exactly on an activation boundary. The 
internal stability of the local-affine loop is verified as a necessary pre-
check before solving the associated LMI, while the zero-initial-condition 
requirement is the standard setting for induced 𝓁2-gain certification. 
Finally, the norm-bounded operator 𝛥𝑝 corresponds to the normal-
ized plant-side disk-margin uncertainty channel used in the small-gain 
argument.

Theorem 1.  Under the preceding assumptions, let 𝐺DM0
𝑁 (𝑧) be the disk-

margin channel defined in (31). For a candidate inherited disk radius 𝛼⋆𝑁 ∈
(0, 𝛼𝑇 ], define 𝛾⋆ = 1∕𝛼⋆𝑁 . If there exists 𝑋 = 𝑋⊤ ≻ 0 such that the LMI 
(40) holds, then: 
‖

‖

‖

𝐺DM0
𝑁

‖

‖

‖∞
< 1

𝛼⋆𝑁
(41)

Consequently, the local-affine NN-controlled loop is robustly stable for all 
admissible norm-bounded operators in the normalized plant-side disk-margin 
channel: 
‖𝛥𝑝‖2→2 ≤ 𝛼⋆𝑁 (42)

Therefore, 𝛼⋆𝑁  is a certified inherited local-affine disk-margin radius, and 
the corresponding certified inherited fraction is 𝜌⋆inh =

𝛼⋆𝑁
𝛼𝑇
.

Proof.  Consider the quadratic storage function associated with the 
discrete-time bounded-real lemma: 
𝑉 (𝑥𝑔,𝑘) = 𝑥⊤𝑔,𝑘𝑋𝑥𝑔,𝑘, 𝑋 = 𝑋⊤ ≻ 0 (43)

This function plays the role of a Lyapunov function for the dissipativity 
inequality used to certify an upper bound on the induced 𝓁2-gain of 
𝐺DM0
𝑁 . From the state-space realization (36), the one-step variation of 

𝑉  is: 

𝑉 (𝑥𝑔,𝑘+1) − 𝑉 (𝑥𝑔,𝑘) =
[

𝑥𝑔,𝑘
𝑤𝑘

]⊤ [

𝐴⊤
𝑔𝑋𝐴𝑔 −𝑋 𝐴⊤

𝑔𝑋𝐵𝑔

𝐵⊤
𝑔 𝑋𝐴𝑔 𝐵⊤

𝑔 𝑋𝐵𝑔

] [

𝑥𝑔,𝑘
𝑤𝑘

]

(44)

The output equation gives: 
𝑣𝑘 = 𝐶𝑔𝑥𝑔,𝑘 +𝐷𝑔𝑤𝑘 (45)

Using (40), one obtains the dissipation inequality 
𝑉 (𝑥𝑔,𝑘+1) − 𝑉 (𝑥𝑔,𝑘) + 𝑣⊤𝑘 𝑣𝑘 − (𝛾⋆)2𝑤⊤

𝑘𝑤𝑘 < 0 (46)

Summing (46) from 𝑘 = 0 to 𝑁 gives: 

𝑉 (𝑥𝑔,𝑁+1) − 𝑉 (𝑥𝑔,0) +
𝑁
∑

𝑘=0
𝑣⊤𝑘 𝑣𝑘 − (𝛾⋆)2

𝑁
∑

𝑘=0
𝑤⊤

𝑘𝑤𝑘 < 0. (47)

Since the induced-gain argument is performed from zero initial condi-
tion, 𝑥𝑔,0 = 0, it follows that 𝑉 (𝑥𝑔,0) = 0. 

𝑉 (𝑥𝑔,𝑁+1) +
𝑁
∑

𝑣⊤𝑘 𝑣𝑘 < (𝛾⋆)2
𝑁
∑

𝑤⊤
𝑘𝑤𝑘 (48)
𝑘=0 𝑘=0
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Moreover, since 𝑋 ≻ 0, one has 𝑉 (𝑥𝑔,𝑁+1) ≥ 0. Therefore: 
𝑁
∑

𝑘=0
𝑣⊤𝑘 𝑣𝑘 < (𝛾⋆)2

𝑁
∑

𝑘=0
𝑤⊤

𝑘𝑤𝑘 (49)

Hence, the induced 𝓁2-gain from 𝑤 to 𝑣 is strictly smaller than 𝛾⋆, 
which implies ‖‖

‖

𝐺DM0
𝑁

‖

‖

‖∞
< 𝛾⋆ = 1

𝛼⋆𝑁
. Now consider the feedback inter-

connection with the plant uncertainty 𝑤𝑘 = 𝛥𝑝(𝑣𝑘), where ‖𝛥𝑝‖2→2 ≤
𝛼⋆𝑁 , the small-gain condition gives: 
‖

‖

‖

𝐺DM0
𝑁

‖

‖

‖∞
‖𝛥𝑝‖2→2 <

1
𝛼⋆𝑁

𝛼⋆𝑁 = 1 (50)

Therefore, the feedback interconnection is robustly stable for all admis-
sible plant uncertainties satisfying ‖𝛥𝑝‖2→2 ≤ 𝛼⋆𝑁 . Thus, the candidate 
radius 𝛼⋆𝑁  is certified, and comparison with the PID teacher radius 𝛼𝑇
gives the inherited fraction 𝜌⋆inh = 𝛼⋆𝑁∕𝛼𝑇 . □

The certified local-affine inherited radius is then defined as the 
largest feasible candidate radius: 

𝛼LMI
𝑁 = sup

{

𝛼⋆𝑁 ∈ [0, 𝛼𝑇 ] ∶ (40) is feasible 𝛾⋆ = 1
𝛼⋆𝑁

}

(51)

The corresponding LMI inherited fraction is 𝜌LMI
inh =

𝛼LMI
𝑁
𝛼𝑇

.

Remark 1 (Local Nature of the Certificate). The robustness guarantee 
in Theorem  1 applies only to the frozen local-affine realization 𝐾𝑁,0(𝑧)
around 𝜉⋆. It should therefore be interpreted as a local inherited disk-
margin certificate, not as a global robustness guarantee for the full 
nonlinear NN controller.

Remark 2 (Nominal Local Stability as a Necessary Precheck). The feasi-
bility of (40) requires 𝐺DM0

𝑁 (𝑧) to be internally stable. Equivalently, the 
nominal local-affine NN-controlled closed-loop must be locally stable 
around the operating point. Therefore, before solving the LMI, the 
spectral radius of the local-affine closed-loop realization should be 
checked: 
𝜚(𝐴𝑁,cl,0) < 1 (52)

This precheck does not replace the disk-margin certificate. It only 
verifies that the local-affine NN controller is a viable candidate for 
certification.

3.3. Certification workflow algorithm

For a fixed candidate radius 𝛼⋆𝑁 , the condition (40) is an LMI in 
the decision variable 𝑋. Since 𝛾⋆ = 1∕𝛼⋆𝑁 , the inherited radius can be 
computed by bisection over the interval [0, 𝛼𝑇 ]. In practice, the direct 
value 𝛼LA𝑁 = ‖

‖

‖

𝐺DM0
𝑁

‖

‖

‖

−1

∞
 can also be used as an upper bound for the 

bisection.
This workflow provides a post-training stability and robustness cer-

tificate for the local-affine realization of the trained NN controller. The 
NN is not required to be trained with the LMI constraints. Instead, the 
LMI is solved after training, once the operating point and the activation 
pattern have been fixed.

Remark 3 (Interpretation of Certification Failure and Retraining). In-
feasibility of the LMI does not imply nonlinear instability, it only 
indicates that the selected local-affine realization 𝐾𝑁,0(𝑧) cannot be 
certified for the considered operating point, nominal model, and disk-
margin channel. In this case, the NN controller is rejected as a certified 
candidate, and the certificate can be used as an a posteriori diagnostic 
to guide retraining, for instance by selecting checkpoints with smaller 
𝜚(𝐴𝑁,cl,0), improving local imitation accuracy, penalizing excessive con-
trol variation, or enforcing equilibrium consistency through |𝑓𝜃(𝜉⋆)|2. 
These refinements do not guarantee feasibility, but can increase the 
likelihood of obtaining a certifiable NN controller.
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Algorithm 1 Local-affine inherited DM certification.
Require: Nominal plant 𝑃 (𝑧), PID teacher 𝐾𝑇 (𝑧), trained NN controller 𝐾𝑁 = 𝑓𝜃 (⋅), certified 

operating point 𝜉⋆ and tolerance 𝜀𝛼 .
Ensure: Certified local-affine inherited radius 𝛼LMI

𝑁  and inherited fraction 𝜌LMI
inh .

1: Compute the PID teacher balanced disk-margin radius 𝛼𝑇 .
2: Freeze the NN activation slopes at 𝜉⋆ and construct the local-affine controller 𝐾𝑁,0(𝑧).
3: Form the local-affine loop transfer function 𝐿𝑁 (𝑧) = 𝑃 (𝑧)𝐾𝑁,0(𝑧).
4: Compute 𝑆𝑁 (𝑧) =

(

1 + 𝐿𝑁 (𝑧)
)−1 , 𝑇𝑁 (𝑧) = 𝐿𝑁 (𝑧)

(

1 + 𝐿𝑁 (𝑧)
)−1

5: Construct the balanced disk-margin channel 𝐺DM0
𝑁 (𝑧).

6: Check local-affine closed-loop stability. If unstable, set 𝛼LMI
𝑁 = 0 and stop.

7: Obtain a state-space realization (𝐴𝑔 , 𝐵𝑔 , 𝐶𝑔 , 𝐷𝑔 ) of 𝐺DM0
𝑁 (𝑧).

8: Set 𝛼min = 0 and 𝛼max = 𝛼𝑇 .
9: while 𝛼max − 𝛼min > 𝜀𝛼 do
10:  Set 𝛼⋆𝑁 = (𝛼min + 𝛼max)∕2, 𝛾⋆ = 1∕𝛼⋆𝑁 .
11:  Solve the bounded-real LMI (40) for 𝑋 = 𝑋⊤ ≻ 0.
12:  if (40) is feasible then
13:  Set 𝛼min = 𝛼⋆𝑁
14:  else
15:  Set 𝛼max = 𝛼⋆𝑁
16:  end if
17: end while
18: Set 𝛼LMI

𝑁 = 𝛼min.
19: Compute 𝜌LMI

inh = 𝛼LMI
𝑁 ∕𝛼𝑇 .

20: return 𝛼LMI
𝑁 , 𝜌LMI

inh .

Fig. 5. Schematic representation of the Van de Vusse CSTR.

4. Implementation

The proposed post-training certification framework is evaluated on 
the nonlinear Van de Vusse CSTR, an inverse-response benchmark 
with operating-point-dependent dynamics also considered in [33]. The 
implementation follows three stages: PID teacher design from a reduced 
nominal model, imitation-based NN controller training on nonlinear 
CSTR trajectories, and post-training certification through local-affine 
realizations followed by nonlinear validation.

4.1. Nonlinear CSTR benchmark

The considered process is the Van de Vusse reactor shown in Fig. 
5. The controlled variable is the concentration of species 𝐵, denoted 
by 𝐶𝐵(𝑡), and the manipulated variable is the inlet flow rate 𝑄(𝑡). The 
reaction scheme is: 
𝐴

𝑘1
←←←←←←←←←→ 𝐵

𝑘2
←←←←←←←←←→ 𝐶

2 𝐴
𝑘3
←←←←←←←←←→ 𝐷

(53)

where 𝐵 is the desired intermediate product. Assuming constant reactor 
volume, the concentration dynamics are: 
𝑑𝐶𝐴(𝑡)
𝑑𝑡

= −𝑘1𝐶𝐴(𝑡) − 𝑘3𝐶
2
𝐴(𝑡) +

𝑄(𝑡)
𝑉

[

𝐶𝐴𝑖(𝑡) − 𝐶𝐴(𝑡)
]

𝑑𝐶𝐵(𝑡) = 𝑘 𝐶 (𝑡) − 𝑘 𝐶 (𝑡) −
𝑄(𝑡)

𝐶 (𝑡)
(54)
𝑑𝑡 1 𝐴 2 𝐵 𝑉 𝐵
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The nominal operating point and kinetic parameters are reported 
in [33]: 𝑘1 = 5

6 min−1, 𝑘2 = 5
3 min−1, 𝑘3 = 1

6 L∕gmol min, with 𝑉 = 70 L, 
𝐶𝐴𝑖0 = 10 gmol∕L, 𝑄0 = 40 L∕min and steady-state concentrations 
𝐶𝐴0 = 3 gmol∕L, 𝐶𝐵0 = 1.117 gmol∕L. The nonlinear model is integrated 
with a sampling period of 𝑇𝑠 = 0.12 s = 0.002 min, which is also 
the sampling time used in the discrete-time controller and certification 
implementation.

4.2. Nominal model and PID teacher

Although the neural controllers are trained and validated on the 
nonlinear CSTR, the PID teacher is designed from the nominal inverse-
response model used in the original benchmark. This nominal model is 
obtained from the average representation of two local models identified 
around the operating point by applying positive and negative 10% 
perturbations to the manipulated variable 𝑄(𝑡), following the procedure 
reported in [33]. The resulting reduced-order inverse-response model 
is: 

𝑃 (𝑠) =
𝐾(−𝑏𝑇 𝑠 + 1)

(𝑇 𝑠 + 1)(𝑎𝑇 𝑠 + 1)
(55)

with 𝐾 = 0.00840, 𝑇 = 0.557, 𝑎 = 0.553, 𝑏 = 0.679. This reduced model 
is used only for the design and robustness-margin evaluation of the PID 
teacher and for the nominal plant representation in the certification 
step. In contrast, the training data for the neural controllers are gener-
ated by applying the PID teacher directly to the nonlinear CSTR model 
in (54). The teacher is implemented as a classical PID controller with 
derivative filtering: 

𝐾𝑇 (𝑠) = 𝐾𝑝

(

1 + 1
𝑇𝑖𝑠

+
𝑇𝑑𝑠

𝑇𝑓 𝑠 + 1

)

, 𝑇𝑓 =
𝑇𝑑
𝑁

(56)

The PID teacher parameters are 𝐾𝑝 = 104.4853, 𝑇𝑖 = 0.7745, 𝑇𝑑 =
0.1731, 𝑁 = 10, obtained by minimizing tracking error subject to a 
balanced disk-margin constraint with target 𝛼𝑇 = 0.875. The controller 
output is used as the deviation variable 𝑢𝑇 ,𝑘 = 𝑄𝑇 ,𝑘 − 𝑄0, with the 
applied flow rate saturated in 𝑄 ∈ [0.5𝑄0, 1.5𝑄0].

4.3. Teacher-data generation

The neural controllers are trained from closed-loop trajectories gen-
erated by the PID teacher on the nonlinear CSTR. The training reference 
consists of random ramp-hold profiles for 𝐶𝐵,𝑟, constrained to remain 
inside the steady-state 𝐶𝐵 range induced by 𝑄0(1 ± 10%). This provides 
teacher data around the nominal operating point while still exciting 
the inverse-response dynamics. An independent validation trajectory is 
generated with the same procedure but using a different random seed. 
The training and validation trajectories have durations of 240 min and 
60 min, respectively, and are sampled with 𝑇𝑠 = 0.002 min, yielding 
𝑁tr = 120000 and 𝑁val = 30000 samples. At each sample, the NN input 
regressor is defined as in (9), with 𝑒𝑘 = 𝐶𝐵,𝑟,𝑘 − 𝐶𝐵,𝑘, window size 
𝑤𝑠 = 10, accumulated error 𝑖𝑒,𝑘, and previous applied control deviation 
𝑢𝑘−1. Hence, the NN input dimension is 𝑛𝜉 = 12, and the target output 
is the PID teacher action 𝑢𝑇 ,𝑘. The resulting teacher datasets are: 

𝑇 ,tr =
{

(𝜉𝑘, 𝑢𝑇 ,𝑘)
}𝑁tr
𝑘=1 , 𝑇 ,val =

{

(𝜉𝑘, 𝑢𝑇 ,𝑘)
}𝑁val
𝑘=1 (57)

In addition, a local auxiliary dataset is generated around the nominal 
operating point using small-amplitude reference variations of 0.5% in 
𝐶𝐵 , together with anchor samples close to the equilibrium regressor 
𝜉⋆. The local trajectory contains 30000 samples and is augmented with 
1000 equilibrium anchors, giving 𝑁loc = 31000 samples. This dataset is 
used to improve the NN behavior near the operating point considered 
for local certification.
8 
4.4. Neural controller training

All learned controllers use the NN architecture and regressor defined 
in Section 2.3. The four variants considered in the case study differ only 
in the training protocol: standard batch learning (BL), smoothed batch 
learning (BLS), enhanced scheduled sampling (ESS), and enhanced 
scheduled sampling with fine tuning (ESSFT). In all cases, the NN pre-
dicts the manipulated-variable deviation 𝑢𝑁,𝑘 = 𝑄𝑁,𝑘−𝑄0, and the input 
regressor is standardized using the mean and standard deviation of the 
teacher-training data. The complete training and validation workflow 
is repeated over six independent training seeds, and seed-dependent 
results are reported as mean ± standard deviation.1

The BL controller is trained from the PID teacher dataset by mini-
mizing the one-step imitation loss: 

𝐽BL = 1
𝑁tr

𝑁tr
∑

𝑘=1

(

𝑓𝜃(𝜉𝑘) − 𝑢𝑇 ,𝑘
)2 (58)

This objective evaluates the NN only on teacher generated regressors. 
BLS uses the same supervised imitation principle, but adds a tempo-
ral smoothness penalty on consecutive NN control predictions. This 
variant is included to assess whether regularizing the learned control 
action improves autonomous closed-loop behavior without changing 
the imitation setting. The ESS controller is trained using a closed-loop 
scheduled-sampling procedure presented by [24]. During training, the 
nonlinear plant is simulated with the mixed applied action: 
𝑢app𝑘 = 𝑝NN𝑢𝑁,𝑘 +

(

1 − 𝑝NN
)

𝑢𝑇 ,𝑘 (59)

where 𝑝NN is gradually increased. Hence, early training is close to 
teacher-forced imitation, while later stages expose the NN to states 
induced by its own previous actions. ESSFT NN controller is obtained 
by fine tuning the selected ESS model at a high value of 𝑝NN, so that 
the network is further adapted to near-autonomous operation. Small 
control perturbations are also injected during this phase to improve 
the local robustness of the learned policy. For all variants, the training 
objective also includes a local regularization term: 

𝐽loc =
1

𝑁loc

𝑁loc
∑

𝑘=1

(

𝑓𝜃(𝜉loc𝑘 ) − 𝑢𝑇 ,loc𝑘

)2
+ 𝜆eq ||𝑓𝜃(𝜉

⋆)|
|

2 (60)

The first term promotes teacher-consistent behavior around the nomi-
nal operating point, while the equilibrium penalty enforces a small NN 
output at the certified regressor 𝜉⋆, where the manipulated-variable de-
viation should be zero. Model selection combines validation imitation 
accuracy with a local stability precheck based on the spectral radius 
𝜚(𝐴𝑁,cl,0) of the frozen-slope local-affine closed loop. A checkpoint 
is eligible only if 𝜚(𝐴𝑁,cl,0) < 1. This condition is used only as a 
necessary local-stability precheck during training, then the inherited 
disk-margin certificate is computed using the procedure described in 
the next subsection.

4.5. LMI-based disk-margin certification

After training, each NN controller is converted into a local-affine 
realization around the nominal operating point. The certified regressor 
is written as 𝜉⋆ =

[

0 ⋯ 0 𝑖⋆𝑒 0
]⊤, where 𝑖⋆𝑒  is selected so that 

𝑓𝜃(𝜉⋆) ≈ 0. The LeakyReLU slopes are then frozen at their values at 𝜉⋆, 
yielding the local-affine NN controller 𝐾𝑁,0(𝑧), which is interconnected 
with the discretized nominal plant in (55). The inherited disk-margin 
certificate is computed for this frozen-slope realization, rather than 
by treating the activation nonlinearities as uncertainty blocks. The 
analysis quantifies the fraction of the PID teacher margin 𝛼𝑇  preserved 
by the local-affine NN-controlled loop, using both a direct disk-margin 
computation 𝛼LA𝑁  and a bounded-real LMI certificate 𝛼LMI

𝑁  on 𝐺DM0
𝑁 .

1 Training routines for the four NN controller variants are available at https:
//github.com/sebastian-mb-UAB/LocalInheritedDMCertification4NNControl.

https://github.com/sebastian-mb-UAB/LocalInheritedDMCertification4NNControl
https://github.com/sebastian-mb-UAB/LocalInheritedDMCertification4NNControl
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The LMI certificate is implemented in YALMIP using MATLAB LMI 
Lab. The margin 𝛼LMI

𝑁  is obtained by bisection with tolerance 10−6
and at most 100 iterations, using a 0.999 safety factor on the upper 
endpoint to avoid testing exactly at the boundary. Feasibility is imposed 
with 𝑋 ⪰ 10−15𝐼 , and each solution is checked a posteriori from the 
symmetry corrected eigenvalues of 𝑋 and of the bounded-real LMI 
matrix with tolerance 10−6. Before solving, the disk-margin channel is 
minimally realized and scaled or balanced when possible, the LMI is 
tested only after the local-affine closed-loop satisfies the Schur precheck 
𝜚(𝐴𝑁,cl,0) < 1. Thus, the near coincidence between 𝛼LA𝑁  and 𝛼LMI

𝑁
serves as a numerical consistency check, while the LMI formulation 
provides the methodological basis for extending the certificate to richer 
uncertainty descriptions and more complex NN controller structures.

4.6. Nonlinear validation workflow

Finally, the trained NN controllers are tested autonomously on the 
nonlinear CSTR under two validation scenarios:

• In Case 1, the set-point is changed to 𝐶𝐵,𝑟 = 1.2 at 𝑡 = 3.0 min, 
followed by a negative flow-rate disturbance 𝛥𝑄 = −0.10𝑄0
at 𝑡 = 12.5 min, and a positive inlet-concentration disturbance 
𝛥𝐶𝐴𝑖 = +0.05𝐶𝐴𝑖0 at 𝑡 = 20.0 min.

• In Case 2, the set-point is changed to 𝐶𝐵,𝑟 = 1.0, followed by 
𝛥𝑄 = +0.10𝑄0 and 𝛥𝐶𝐴𝑖 = −0.05𝐶𝐴𝑖0 at the same times.

For a generic interval , the tracking and control-variation indices are 
computed as: 

𝐽𝑒() = ∫
|𝑒(𝑡)| 𝑑𝑡, TV𝑢() =

∑

𝑘∈
|𝑄𝑘 −𝑄𝑘−1| (61)

Additional closed-loop indicators are also reported: the saturation frac-
tion 𝑆𝐹 , the peak tracking error max𝑘 |𝑒𝑘|, the maximum manipulated-
variable excursion max𝑘 |𝑄𝑘 −𝑄0|, and the maximum normalized
operating-region displacement max𝑘 𝑑op(𝑘). These metrics allow the 
nonlinear validation to assess whether the certified local behavior is 
consistent with the observed closed-loop performance under represen-
tative servo and regulatory conditions.

5. Results and discussion

5.1. Autonomous closed-loop validation

Autonomous closed-loop validation is used as a deployment-
oriented screening step for the trained NN controllers. Unlike a one-step 
imitation error evaluated on teacher-generated data, this test connects 
each NN controller directly to the plant, so that its own previous actions 
determine the subsequent closed-loop signals. The PID teacher is only 
used as a reference baseline. This setting is therefore able to reveal 
whether the learned control law remains reliable under its induced 
state distribution, which is a necessary condition before any local 
robustness certificate can be meaningfully interpreted. The trajectory 
in Fig.  6 shows a representative response for one of the training seeds, 
while Table  1 summarizes the corresponding multi-seed behavior. The 
representative trajectory highlights a clear difference between pure 
batch imitation and the controllers trained with additional closed-loop 
regularization or exposure mechanisms. The standard BL controller 
follows the teacher only initially, but then accumulates deviations as 
its own actions drive the plant away from the distribution on which 
it was trained. This behavior is consistent with the distribution-shift 
limitation of supervised imitation learning. In contrast, BLS, ESS, and 
ESSFT preserve the qualitative closed-loop behavior of the PID teacher 
throughout the validation trajectory, indicating that these controllers 
have learned a control action that remains effective when recursively 
deployed.

The multi-seed metrics in Table  1 confirm that this is not an isolated 
rollout effect. The BL controller exhibits both larger mean error and 
9 
Fig. 6. Representative autonomous closed-loop validation trajectory obtained 
with the 6th training seed. On top the reference and output responses of 
the PID teacher and the NN controllers, in the lower panel the manipulated 
variable.

Table 1
Autonomous closed-loop metrics on the validation trajectory.
 Controller IAE TV𝑢 max |𝑒|  
 PID 0.073 13.518 0.026  
 BL 1.035 ± 2.01 29.706 ± 8.87 0.048 ± 0.03  
 BLS 0.082 ± 0.003 19.568 ± 0.98 0.026 ± 0.0001  
 ESS 0.080 ± 0.0004 18.350 ± 0.39 0.026 ± 8.99 × 10−5 
 ESSFT 0.078 ± 0.0005 17.964 ± 0.47 0.026 ± 7.30 × 10−5 

much larger seed-to-seed variability, with IAE = 1.035 ± 2.01 and 
max |𝑒| = 0.048 ± 0.03. The standard deviation being comparable to, 
or larger than, the mean indicates that the autonomous behavior of BL 
is strongly initialization-dependent. By contrast, BLS, ESS, and ESSFT
achieve IAE values close to the PID baseline and maximum tracking 
errors essentially at the same level as the teacher, with very small 
dispersion across seeds. Among them, ESSFT gives the lowest mean 
IAE and manipulated-variable total variation, while ESS provides simi-
larly consistent tracking. These results motivate excluding BL from the 
inherited-margin certification stage and retaining the NN controllers 
with reliable autonomous closed-loop behavior.

5.2. Inherited disk margin certification

After the autonomous screening step, the inherited disk-margin 
certificate is computed for the BLS, ESS, and ESSFT based controllers. 
This restriction is deliberate: the certificate is intended to quantify 
robustness inheritance for NN controllers that have already demon-
strated autonomous closed-loop viability. The standard BL controller 
is therefore excluded from the certification summary and kept only as 
a naive imitation baseline, since its closed-loop behavior is not suitable 
in autonomous operation.

Table  2 reports the local-affine certification results for the selected 
NN controllers. The spectral radius 𝜚(𝐴𝑁,cl,0) is first used as a stabi-
lizing pre-check for the frozen-slope NN-controlled linearization. All 
evaluated NN controllers satisfy 𝜚(𝐴𝑁,cl,0) < 1, confirming that the 
corresponding local-affine closed loops are Schur stable around the 
certified operating regressor 𝜉⋆. This is an essential prerequisite for 
interpreting the disk-margin calculation, since the inherited robustness 
margin is meaningful only for a locally stable closed-loop realization.

The certified margins show that the NN controllers preserve a sub-
stantial portion of the PID teacher robustness level. With 𝛼𝑇 = 0.875, the 
BLS based NN controller achieves the largest mean inherited fraction, 
with 𝜌LMI

inh = 77.29% ± 14.82%. The ESS and ESSFT based NN controllers 
inherit 66.94%±8.76% and 68.50%±12.05%, respectively. Thus, all con-
trollers recover more than two thirds of the teacher disk-margin radius 
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Table 2
Local-affine inherited disk-margin certification for the NN controllers retained after autonomous closed-loop validation. Values 
are reported as mean ± standard deviation over the training seeds.
 Controller 𝜚(𝐴𝑁,cl,0) 𝛼LA

𝑁 𝜌LAinh (%) 𝛼LMI
𝑁 𝜌LMI

inh (%)  
 BLS 0.9987 ± 0.00027 0.6770 ± 0.1298 77.37 ± 14.84 0.6763 ± 0.1297 77.29 ± 14.82 
 ESS 0.9985 ± 0.00049 0.5879 ± 0.0749 67.19 ± 8.56 0.5857 ± 0.0767 66.94 ± 8.76  
 ESSFT 0.9984 ± 0.00040 0.6000 ± 0.1056 68.57 ± 12.07 0.5994 ± 0.1055 68.50 ± 12.05 
Reference teacher margin: 𝛼𝑇 = 0.875.
on average, while BLS reaches the highest mean certified margin but 
also shows the largest dispersion. The NN controllers trained with the 
ESS approach provides the most repeatable inherited-margin estimate, 
and ESSFT offers a slightly higher mean margin than ESS with moderate 
additional variability.

A key observation is the close agreement between the direct local-
affine disk-margin calculation and the LMI-certified value. Across all 
NN controllers, 𝛼LA𝑁  and 𝛼LMI

𝑁  are nearly identical at the reported 
precision. This agreement verifies that the proposed bounded-real LMI 
formulation certifies the same robustness level obtained from the di-
rect disk-margin computation, while expressing the result in a form 
suitable for post-training robustness certification. This is important 
beyond the present numerical comparison, because the LMI formulation 
provides a systematic certificate that can be integrated into more 
general robustness-analysis pipelines, including future extensions with 
additional uncertainty descriptions, operating regions, or controller-
structure constraints. Therefore, the LMI result is not only a con-
sistency check, but also the certification mechanism that makes the 
proposed inherited-margin analysis extensible. In this sense, Table  2 
provides the main quantitative evidence of the proposed certification 
step: NN controllers trained by imitation-learning can be locally lin-
earized through their frozen activation pattern and assigned a certified 
inherited disk-margin fraction relative to the PID teacher.

The scope of this results is the certified operating neighborhood 
associated with 𝜉⋆ and the frozen-slope realization 𝐾𝑁,0(𝑧). Therefore, 
the margin should be interpreted as a local robustness-inheritance cer-
tificate, not as a standalone performance ranking over the full nonlinear 
trajectory. This distinction is relevant for the later nonlinear validation, 
the certification quantifies how much PID robustness is inherited by the 
local NN realization, while the subsequent simulations evaluate how 
the corresponding trained controllers behave on the nonlinear CSTR 
benchmark.

5.3. Nonlinear CSTR validation

The nonlinear validation step evaluates the PID teacher and the 
NN controllers on the original Van de Vusse CSTR under the two 
servo-regulatory scenarios defined in Section 4. These simulations are 
independent from the local-affine certificate and are used to assess 
whether the controllers evaluated after autonomous validation remain 
practically viable when deployed on the nonlinear inverse-response 
plant. The trajectories in Figs.  7 and 8 provide representative re-
sponses for one training seed, whereas Tables  3 and 4 summarize the 
corresponding multi-seed performance.

Case 1 represents the milder nonlinear scenario. As shown in Fig. 
7, the NN controllers reproduce the qualitative behavior of the PID 
teacher and remain well behaved throughout the set-point and dis-
turbance changes. The quantitative results in Table  3 show that their 
tracking indices remain of the same order as the PID baseline. Among 
the NN controllers, the ones based on ESS and ESSFT provide the 
lowest integrated tracking errors, with ESSFT giving the best values 
for 𝐽𝑒𝑟, 𝐽𝑒𝑄, and 𝐽𝑒𝐶𝐴𝑖. BLS is also viable and has relatively low 
manipulated-variable variation, especially in the regulatory intervals, 
but its integrated tracking errors are slightly larger than those of the 
ESS-based controllers.

The additional closed-loop indicators give a more complete view of 
the nonlinear response. In Case 1, the NN controllers exhibit zero satu-
ration indicator (𝑆 ), while the standard BL controller shows a nonzero 
𝐹

10 
Fig. 7. Representative nonlinear CSTR validation for Case 1 obtained with the 
6th training seed. On top the output response and the lower panel shows the 
manipulated variable.

Fig. 8. Representative nonlinear CSTR validation for Case 2 obtained with the 
6th training seed. On top the output response and the lower panel shows the 
manipulated variable.

Table 3
Nonlinear CSTR performance metrics closed-loop indicators for Case 1. Values 
are reported as mean ± standard deviation over six training seeds.
 Metric PID 𝐾BL

𝑁 𝐾
BLS
𝑁 𝐾ESS

𝑁 𝐾
ESSFT
𝑁  

 𝐽𝑒𝑟 0.098 0.127 ± 0.027 0.130 ± 0.007 0.116 ± 0.002 0.114 ± 0.002   TV𝑢𝑟 5.12 35.2 ± 8.3 17.7 ± 2.5 24.7 ± 4.6 25.6 ± 5.1   𝐽𝑒𝑄 0.036 0.050 ± 0.012 0.048 ± 0.002 0.042 ± 0.001 0.041 ± 0.002   TV𝑢𝑄 7.51 9.7 ± 6.1 5.03 ± 0.18 5.45 ± 0.22 5.53 ± 0.21   𝐽𝑒𝐶𝐴𝑖 0.061 0.084 ± 0.033 0.085 ± 0.004 0.072 ± 0.002 0.070 ± 0.002   TV𝑢𝐶𝐴𝑖 8.21 18.4 ± 14.5 9.3 ± 2.6 10.5 ± 1.8 10.7 ± 1.8  
 𝑆𝐹 [10−3] 0 2.9 ± 5.1 0 0 0   max |𝑒| 0.101 0.095 ± 0.009 0.095 ± 0.001 0.095 ± 0.0003 0.096 ± 0.0003  max |𝑄 −𝑄0 | 13.42 19.1 ± 2.0 13.31 ± 0.06 14.1 ± 1.1 14.4 ± 1.6   max𝑘 𝑑op(𝑘) 0.202 0.217 ± 0.009 0.216 ± 0.003 0.213 ± 0.002 0.213 ± 0.002  

values and the largest manipulated-variable excursion, max |𝑄 −𝑄0| =
19.1 ± 2.0. This agrees with the representative trajectory, where BL 
requires a more aggressive control action. The peak tracking errors are 
close across all NN controllers and comparable to the PID teacher, but 
the operating-region excursion max𝑘 𝑑op(𝑘) is slightly larger for the BL 
and BLS based controllers than for the ones trained with ESS and ESSFT. 
Thus, Case 1 shows that the NN controllers can reproduce the PID 
nonlinear behavior, while already revealing that pure batch imitation 
leads to a less regular control action.

Case 2 is more discriminating, Fig.  8 shows that the standard BL 
controller loses practical closed-loop reliability: the manipulated vari-
able reaches saturation and the output departs substantially from the 
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Table 4
Nonlinear CSTR performance metrics closed-loop indicators for Case 2. Values 
are reported as mean ± standard deviation over six training seeds.
 Metric PID 𝐾BL

𝑁 𝐾
BLS
𝑁 𝐾ESS

𝑁 𝐾
ESSFT
𝑁  

 𝐽𝑒𝑟 0.119 0.845 ± 0.937 0.229 ± 0.107 0.155 ± 0.009 0.153 ± 0.009   TV𝑢𝑟 15.94 55.0 ± 38.4 41.3 ± 21.2 38.5 ± 4.9 37.4 ± 3.1   𝐽𝑒𝑄 0.033 0.634 ± 0.787 0.106 ± 0.106 0.058 ± 0.011 0.058 ± 0.010   TV𝑢𝑄 7.21 14.9 ± 15.0 12.4 ± 11.4 9.38 ± 1.14 9.35 ± 1.20   𝐽𝑒𝐶𝐴𝑖 0.025 0.401 ± 0.476 0.070 ± 0.064 0.032 ± 0.009 0.032 ± 0.008   TV𝑢𝐶𝐴𝑖 3.67 4.4 ± 4.0 8.4 ± 8.1 5.57 ± 0.38 5.39 ± 0.38  
 𝑆𝐹 [10−3] 0 318.6 ± 439.2 0 0.10 ± 0.14 0.14 ± 0.20   max |𝑒| 0.143 0.186 ± 0.074 0.131 ± 0.002 0.134 ± 0.0001 0.134 ± 0.0001  max |𝑄 −𝑄0 | 19.00 19.7 ± 0.7 16.6 ± 1.4 18.0 ± 1.8 18.2 ± 1.8   max𝑘 𝑑op(𝑘) 0.233 0.284 ± 0.100 0.266 ± 0.036 0.249 ± 0.007 0.247 ± 0.008  

PID response. This behavior is reflected in Table  4, where BL presents 
the largest integrated errors and very large seed-to-seed dispersion, for 
example 𝐽𝑒𝑟 = 0.845 ± 0.937 and 𝐽𝑒𝑄 = 0.634 ± 0.787. The saturation 
indicator also increases sharply, 𝑆𝐹 = 318.6 ± 439.2 in units of 10−3, 
confirming that the poor tracking behavior is associated with loss of 
effective control in the nonlinear simulations.

Among the NN controllers, BLS remains viable in Case 2 and avoids 
saturation, while also achieving the smallest NN peak tracking er-
ror, max |𝑒| = 0.131 ± 0.002. However, its integrated error indices 
exhibit larger seed-to-seed dispersion than those obtained with the 
scheduled-sampling-based controllers. The ESS-based designs show a 
more uniform response in this more demanding scenario. Their inte-
grated errors are close to each other, their standard deviations remain 
low, and their saturation indicators are practically negligible. In par-
ticular, ESSFT gives the lowest values for 𝐽𝑒𝑟 and 𝐽𝑒𝐶𝐴𝑖, whereas ESS
achieves nearly identical tracking with comparable operating-region 
excursions. These results suggest that exposing the NN controller to its 
own closed-loop decisions during training improves nonlinear consis-
tency when the validation trajectory moves farther from the nominal 
operating condition.

Overall, the nonlinear validation shows that the evaluated NN con-
trollers are not merely accurate one-step imitators of the PID teacher, 
they remain deployable on the nonlinear CSTR under representative 
servo-regulatory operation. The PID teacher still provides the reference 
behavior and is not outperformed in every metric. However, BLS, ESS, 
and ESSFT based controllers preserve meaningful closed-loop behavior, 
whereas the standard BL baseline becomes unreliable in the more 
demanding case. This supports the workflow by combining autonomous 
validation, local robustness certification, and nonlinear validation of 
the retained NN controllers.

5.3.1. Activation-region consistency
Since the proposed certificate is local to the activation pattern at 𝜉⋆, 

Table  5 reports activation-region consistency along the nonlinear CSTR 
validation trajectories. The Mean Neuron Agreement (MNA) measures 
how much of the certified activation pattern is preserved, the Near-Kink 
Neuron-Sample (NKNS) metric quantifies how often pre-activations ap-
proach the LeakyReLU switching boundary, and max𝑘 ‖𝜉𝑘 − 𝜉⋆‖ reports 
the largest regressor displacement from the certified operating point.

The MNA values, around 60%–66%, indicate that a substantial 
fraction of the hidden-neuron activation pattern associated with the 
certified regressor 𝜉⋆ is preserved along the nonlinear trajectories. 
Thus, the NN controllers retain a partial local-affine consistency with 
the certified operating region, even when the closed-loop is evaluated 
under set-point and disturbance changes. This suggests that the certified 
local model remains dynamically relevant along the tested trajectories, 
but only as a local approximation around 𝜉⋆, not as an exact description 
of the full NN behavior over the entire validation path.

However, NKNS is extremely small in all cases, indicating that 
the trajectories rarely pass close to activation boundaries; hence, the 
activation-pattern changes are not dominated by numerical ambiguity 
near the kink. The regressor-distance metric further shows that Case 2 
induces larger excursions from 𝜉⋆, particularly for ESS and ESS , 
FT

11 
which is consistent with the more demanding nonlinear validation 
scenario. Overall, these results support the intended interpretation 
of the certificate as a local inherited-margin guarantee around 𝜉⋆, 
complemented by nonlinear closed-loop validation.

5.4. Parametric-uncertainty validation

To assess robustness against plant mismatch, a Monte Carlo
parametric-uncertainty validation was performed around the nominal 
CSTR operating point. The PID teacher and the trained NN controllers 
were kept fixed, and 𝑁MC = 100 nonlinear plants were generated by 
independently perturbing 𝑘1, 𝑘2, 𝑘3, 𝑉 , and 𝐶𝐴𝑖0 within a uniform ±10%
box, while keeping 𝑄0 fixed as the nominal manipulated-variable bias. 
For each sampled plant, the two nonlinear validation cases; PID teacher 
and NN controllers using the 6th trained seed; were repeated. Table 
6 summarizes the sensitivity of each controller to parametric varia-
tions by comparing perturbed trajectories with the nominal nonlinear 
trajectory of the same controller and case. The metrics 𝛥𝐶95

𝐵,max and 
𝛥𝐶wc

𝐵,max report the 95th-percentile and worst-case output deviations, 
while 𝛥𝑄95

max gives the 95th-percentile manipulated-variable deviation. 
The percentage probabilities 𝑃sat and 𝑃NR denote, respectively, the 
percentage of samples with actuator saturation and the percentage of 
samples that fail to recover within the prescribed tolerance after a 
set-point or disturbance change. Deviation and saturation metrics are 
normalized with respect to the PID baseline: values below, equal to, and 
above one indicate lower, equal, and higher sensitivity than the PID, 
respectively. The non-recovery probability 𝑃NR is reported in absolute 
percentage values because normalization is not meaningful in Case 2, 
where 𝑃 PID

NR = 0%. 
The results show that the naive controller 𝐾BL

𝑁  is considerably 
more sensitive to parametric uncertainty than the PID teacher and the 
retained NN controllers. It increases output deviations and saturation 
in Case 1, and shows severe degradation in the second case, with more 
than twice the PID output deviation and 𝑃NR = 96%. In contrast, 𝐾BLS

𝑁 , 
𝐾ESS

𝑁 , and 𝐾ESSFT
𝑁  remain closer to the PID baseline, with near PID sen-

sitivity in Case 1 and moderate increases in Case 2. Moreover, 𝐾ESS
𝑁  and 

𝐾ESSFT
𝑁  achieve 𝑃NR = 0% in Case 2, matching the PID baseline. These 

results support the workflow as a screening and certification procedure 
for selected NN controllers that preserve closed-loop behavior and PID 
inherited robustness trends under plant-parameter variations.

5.5. Certification and nonlinear behavior analysis

The preceding results show that the proposed workflow provides 
a consistent sequence for screening, certifying, and validating NN 
controllers. The autonomous closed-loop validation first distinguishes 
controllers that remain reliable when deployed under their own ac-
tions from controllers that only reproduce the teacher in a supervised 
setting. Under this criterion, 𝐾BLS

𝑁 , 𝐾ESS
𝑁 , and 𝐾ESSFT

𝑁  are retained for 
certification, whereas 𝐾BL

𝑁  is kept only as a naive imitation base-
line due to its larger tracking errors and seed-to-seed variability. For 
the NN controllers, the local-affine certification results show Schur-
stable frozen-slope closed loops and substantial inherited disk-margin 
fractions with respect to the PID teacher. The LMI-certified inherited 
margins are 77.29% ± 14.82% for 𝐾BLS

𝑁 , 66.94% ± 8.76% for 𝐾ESS
𝑁 , and 

68.50% ± 12.05% for 𝐾ESSFT
𝑁 . The close agreement between the direct 

local-affine margins and the LMI-certified margins confirms the nu-
merical consistency of the bounded-real certification procedure. Thus, 
the certificate provides a quantitative measure of local robustness 
inheritance around the certified operating regressor 𝜉⋆.

The nonlinear CSTR results complement this certificate by evalu-
ating the NN controllers in the original nonlinear plant. In Case 1, 
𝐾BLS

𝑁 , 𝐾ESS
𝑁 , and 𝐾ESSFT

𝑁  remain close to the PID teacher in tracking 
performance, with the main differences appearing in the manipulated-
variable variation. In Case 2, the difference between local inherited 
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Table 5
Activation-region consistency metrics of the NN controllers during nonlinear CSTR validation.
 Metric Case 1 Case 2
 𝐾BLS

𝑁 𝐾ESS
𝑁 𝐾ESSFT

𝑁 𝐾BLS
𝑁 𝐾ESS

𝑁 𝐾ESSFT
𝑁  

 MNA [%] 64.71 ± 6.28 60.33 ± 6.28 60.03 ± 5.77 66.05 ± 4.58 63.14 ± 4.91 63.19 ± 4.47 
 NKNS [10−4%] 0.00 ± 0.00 1.14 ± 0.64 2.71 ± 2.59 0.57 ± 0.93 0.29 ± 0.39 2.43 ± 2.84  
 max𝑘 ‖𝜉𝑘 − 𝜉⋆‖ 17.29 ± 0.08 17.30 ± 0.05 17.35 ± 0.08 17.18 ± 1.92 19.64 ± 4.08 21.11 ± 5.75 
Table 6
Parametric-uncertainty validation inside a ±10% plant-parameter box around the nominal CSTR operating point.
 Metric Case 1 Case 2
 PID 𝐾BL

𝑁 𝐾BLS
𝑁 𝐾ESS

𝑁 𝐾ESSFT
𝑁 PID 𝐾BL

𝑁 𝐾BLS
𝑁 𝐾ESS

𝑁 𝐾ESSFT
𝑁  

 Normalized metrics with respect to the PID baseline
 𝛥𝐶95

𝐵,max 0.1112 1.53 1.02 1.02 1.02 0.0952 2.42 1.11 1.13 1.14  
 𝛥𝐶wc

𝐵,max 0.1456 1.29 0.99 0.99 0.99 0.1049 2.54 1.13 1.12 1.12  
 𝛥𝑄95

max 20.003 1.29 1.02 1.09 1.08 23.421 0.96 1.06 0.94 0.96  
 𝑃sat 39.0 2.15 1.00 1.00 1.00 52.0 1.92 0.65 0.88 0.69  
 Absolute metric
 𝑃NR [%] 38.0 63.0 49.0 38.0 38.0 0.0 96.0 5.0 0.0 0.0  
margin and nonlinear consistency becomes clearer. Although 𝐾BLS
𝑁

has the largest mean inherited margin, its nonlinear response is more 
dispersed than that of the ESS-based controllers. Thus, while it re-
mains Schur stable and certified locally, it is less consistent over the 
more demanding nonlinear trajectory. By contrast, 𝐾ESS

𝑁  and 𝐾ESSFT
𝑁

provide the most uniform nonlinear behavior among the NN con-
trollers. This distinction is important because the inherited disk-margin 
certificate measures local robustness preservation near 𝜉⋆, whereas 
the nonlinear simulations assess finite-amplitude closed-loop behav-
ior. Together, they show that the workflow rejects the fragile 𝐾BL

𝑁
baseline, certifies meaningful local robustness inheritance for the NN 
controllers, and identifies 𝐾ESS

𝑁  and 𝐾ESSFT
𝑁  as the most consistent 

nonlinear replacements.
Taken together, these results clarify the practical role of the pro-

posed framework. The objective is not to show that the NN con-
trollers outperform the PID teacher in every metric, but to determine 
whether a NN controller trained by imitation-learning can replace the 
teacher while preserving reliable autonomous behavior and a quan-
tifiable fraction of its robustness margin. The evidence suggests that 
reliable PID-to-NN replacement is possible when training promotes 
closed-loop consistency. In this setting, the certificate acts as a post-
training robustness filter, complemented by nonlinear and uncertainty 
validations.

6. Conclusions and future work

This paper proposed a post-training certification framework for 
assessing the replacement of a PID teacher by an imitation-trained NN 
controller. The framework combines autonomous closed-loop deploy-
ment, local-affine inherited disk-margin certification, activation-region 
analysis, nonlinear validation, and parametric-uncertainty assessment 
to distinguish supervised imitation accuracy from deployable closed-
loop behavior. The Van de Vusse CSTR study shows that naive imi-
tation can lead to fragile autonomous operation, whereas viable NN 
controllers can preserve a meaningful fraction of the PID teacher ro-
bustness margin and maintain practical nonlinear closed-loop behavior. 
The results also highlight the complementary roles of the analyses: the 
certificate provides a local robustness guarantee, the activation-region 
metrics assess the relevance of the local representation, and the nonlin-
ear and uncertainty tests evaluate practical behavior under operation 
and plant mismatch. Future work will extend the certificate toward 
regional and less conservative guarantees, develop training objectives 
that promote certification, and consider richer uncertainty descriptions, 
more complex NN controller structures, and fault scenarios.
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